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Executive
Summary:

This document contains results of experiments executed for verification and validation
of the UC2 experimental traffic navigation service done in WP5. The experiments test
the individual parts of the system including validation of the added value provided by
the ANTAREX toolbox. Validation of the route calculation module as a basis of the
navigation system is presented first by a simple static routing case in Section 2.
Another important module of the navigation system is the traffic flow calculation
module. The tests including ANTAREX tool-flow integration are presented in Section
3. The navigation service is then validated as a whole, including individual tests of the
server-side service and client-side app. Results of the tests are presented in Section 4.
As each part of the system uses the ANTAREX tools, the tests also cover validation of
the integrated tools. The server-side service is validated using a defined traffic
simulation scenario executed by an internally developed traffic simulator deployed on
an HPC cluster. Traffic simulation results are presented in Section 4.2. Validation of
the ANTAREX tools in the server-side is presented in Section 4.3. Performance and
SLA evaluation considering various real-world cases are also presented in Section 4.4.
using results obtained from the simulator run. The client-side application validation
presented in Section 5 consists of experiments with the integrated autotuner and
communication interface used to obtain routes from the server-side service. Section 6
evaluates the results as a whole and concludes this document.
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1 Validation objectives and metrics
The main goal of this document is to provide an overview of the set of experiments and their
results for the purpose of verification and validation of the developed self‐adaptive navigation
system, and of the integrated ANTAREX tools [Sil2018].
The system is composed of several discrete parts. Verification and validation were the first
performed for each individual part and then the system was tested as a whole using the
simulator. The verification here means that the behaviour of the system parts is tested
for a compliance with the original specification. The validation is the next step, where other
functional and non‐functional characteristics of the system are measured, tested, and
checked if they are within the required limits.
The main objective of these tests is to validate the experimental navigation system and the
integration of the ANTAREX tool flow by obtaining metrics specific to each tool from sets
of several run‐time tests.

2 Route calculation module
The routing algorithm, its precision and the latency of the computation, is the basis for the
correct operation of the navigation system.
Inputs to the routing algorithm can be separated into a static part which contains routing
graph, metadata and geometries, and a dynamic part with speed profiles and probabilistic
speed profiles.
The validation of the static part is done by running a small number of the client‐side
applications and let them simulate a car trip between pre‐defined origin and destination
points. The expected outcome is that the client navigation application will obtain a route and
the car will reach a destination with the itinerary as planned. The dynamic part is validated
in Section 4.

2.1 Routing service
The first step towards the verification of the system is the verification of the routing service
itself as it is its essential part. The service should be able to provide a route which corresponds
to a time optimal path between two points on a map.
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Figure 1: Calculation of a single route and its transfer to navigation application

In Figure 1, a route obtained from the calculation on the server side using the baseline Dijkstra
algorithm is shown. The route has been obtained between the two points defined by GPS
coordinates placed to well‐known locations in Prague. This experiment also verified the
functionality of the system responsible for the translation of the GPS coordinates to a closest
node in a road network.
The part of the functional verification is also the correct transfer of routes from the server‐
side system (left‐hand side) to the navigation application (middle picture) while the two
systems operate on different maps, and the following acceptance of the route for a turn‐by‐
turn navigation (right‐hand side) in Figure 1. The route transfer follows the remote routing
protocol as specified in the Deliverable D5.1 Section 5.1.

2.2 Performance and scalability
Opposed to the individually‐best routing algorithms as dominated in today’s navigation world
our approach relies on the routing algorithm based on the objective of the global optimum.
As such it requires different performance metrics than those required in the traditional
systems. Our routing algorithm needs to take into account the results of route calculations of
neighbouring cars, which makes the calculation heavier. However, our system calculates
routes in a way of incremental updates and therefore can relax on the computation latency,
which can be up to several seconds. This created a room for application of various
optimization techniques for scalability. The results are described in Section 4.

3 Traffic flow calculation module
Navigation system in our use case calculates routes simultaneously for possibly all
participants in the system and it much relies on precise calculation of the macroscopic traffic
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flow model. The critical component for our traffic flow calculation is the Betweenness
Centrality algorithm, which also poses the biggest challenge for computation efficiency.
The Betweenness Centrality algorithm can alternatively be used as a tool for a what‐if analysis
on a real traffic network [Han2018].
In this section, we provide the algorithm’s implementation results obtained on the HPC
cluster with integrated ANTAREX tools as well as showcases to present optimizations of the
computations.

3.1 ANTAREX tool‐flow integrations
We have applied two source‐to‐source transformations to the Betweenness Centrality
algorithm: custom precision and memoization. The original application contains 770 lines of
the code (C code + the header files).
The LARA aspect in Figure 2 shows the main strategy for the custom precision transformation.
It replaces the references to ‘double’ type by a new symbol and replaces all the syntactic
expressions that depend on the ‘double’ type (for instance, mathematical functions) by new
symbols. The custom precision library generates several files that allow to have different
definitions for the created symbols: a file that defines the created parameter symbols by the
original values (‘double’ here); a file that defines the created symbols to have a ‘float’ version,
generated by the call to the CustomPrecisionGenParametersFor(‘float’) aspect; a file that
contains a template to have another type representation. The last one must be updated by
the user to a specific type representation (for example: half precision, fixed point
representation, etc.). After applying the custom precision strategy, the final number of lines
of the Betweenness Centrality application is equal to 870.

Figure 2: Custom precision LARA launcher for Betweenness application

For the memoization strategy, which was used as a proof‐of‐concept for this technology, the
main LARA aspect is shown in Figure 3. It applies the memoization to the method
computeMetric of the Betweenness class (for example: Betweenness::
computeMetric definition).
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Figure 3: Lara launcher for memoization in Betweenness application

After applying the strategy, the application has 775 lines of code, and uses a custom
memoization library automatically generated by Clava with around 150 lines of C code. The
number of generated lines depends on the number of memoized functions (one in this case).
So, the total number of lines is 925, considering the memoization library.
In order to optimize the memory allocation, we applied another modification to the
Betweenness Centrality algorithm. It consists of moving statements outside the body of a loop
without affecting the functionality of the program (also called code hoisting). This
transformation was applied manually and is not defined in LARA.
We also applied the memoization technique to the routing algorithms for one function, with
a similar number of generated lines as the Betweenness Centrality algorithm.

3.2 Performance and scalability
For testing impact of INRIA tools on Betweenness Centrality algorithm, we chose a graph of
the traffic network of Porto city in Portugal and one bigger graph of 4 countries (4EU – Czech
Republic, Slovakia, Austria, Hungary). This experiment was focused on comparing the speed
of an original and of a modified version of the Betweenness Centrality algorithm. The size of
both graphs in terms of vertex and edge count is presented in Table 1.
Table 1: Number of vertices and edges per graph

Vertices
Porto
7,316
4EU
3,567,735

Edges
14,793
8,610,752

The performance was tested on Salomon cluster operated by the IT4Innovations National
Supercomputing Center. The cluster consists of 1,008 compute nodes and each of them
contains 2x Intel Xeon E5‐2680v3 processors clocked at 2.5 GHz and 128 GB DDR4@2133
RAM. When the experiments were performed, the operating system was CentOS 7.6 and
the code was compiled using Intel C++ Compiler 17.0.
We tested several versions of the Betweenness Centrality algorithm with various
combinations of the ANTAREX tools:




Float (F) – a version of the algortihm with reduced precision of internal variables
Double (D) – a standard algorithm
Float_Hoisting (FH) – a float version with hoisting
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Double_Hoisting (DH) – a standard version with hoisting
Float_Hoisting_Memoization (FHM) – a float version with hoisting and memoization
Double_Hoisting_Memoization (DHM) – a standard version with hoisting and
memoization

Experiment results for Porto‘s graph
This section contains results obtained for the Porto‘s graph. Table 2 shows run times with the
optimizations provided by different ANTAREX tools for different number of nodes. Graph
visualisation of this table is in Figure 4.
Table 2: Betweenness Centrality algorithm run times for Porto graph

Nodes
1
2
4

Time [s]
F
FH FHM
D
DH DHM
1.20 1.15 1.12 1.34 1.27 1.25
0.66 0.65 0.64 0.75 0.72 0.71
0.41 0.42 0.41 0.47 0.45 0.44

Betweenness run times for Porto graph
2

Time[s]

F
FH
FHM
D
DH
DHM
0,2
1

2

4

Compute nodes
Figure 4: Graph of Betweenness run time scalability for various ANTAREX tools used

The following Table 3 and Table 4 contain relative speedups achieved by using one or a
combination of the ANTAREX tools. The tool on the right hand side of the column header is
the baseline.
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Table 3: Betweenness Centrality algorithm ‐ speedup for Porto graph obtained by modifications provided by combinations
of various ANTAREX tools

Nodes

FH vs F

1
2
4

4.29
0.50
‐0.90

Speedup [%]
FHM vs
DH vs
F
D
7.84
4.90
2.58
4.41
1.23
3.32

DHM vs
D
6.73
5.36
5.30

Table 4: Betweenness Centrality algorithm ‐ speedup for Porto‘s graph obtained by modifications provided by combinations
of various ANTAREX tools

Nodes F vs D
1
2
4

11.00
14.72
13.56

Speedup [%]
FH vs DH
FHM vs
DHM
10.35
12.16
10.43
11.70
8.92
9.17

Experiment results for 4EU graph
This section contains results obtained for the 4EU graph. Table 5 contains run times for
various optimizations and different number of compute nodes. This graph is significantly
larger than the previous one, hence the longer runtimes. Figure 5 contains graph visualisation
of run time vs. number of compute nodes for various combinations of the optimizations
provided by the ANTAREX tools.
Table 5: Betweenness Centrality algorithm run times for 4EU graph

Nodes
1
2
4
8
16
32
64

Time [s]
F

FH

FHM

D

DH

DHM

294,575.06 283,534.78 282,233.21 340,523.24 325,428.36 315,872.25
153,296.86 150,123.55 147,966.22 175,940.06 170,587.52 167,524.54
79,484.42 79,233.55 75,314.81 89,905.37 87,206.39 86,106.94
40,811.28 39,899.12 38,711.81 46,031.55 44,736.88 44,258.97
21,305.00 21,070.51 20,247.79 23,725.52 22,958.21 22,493.14
11,122.00 10,809.39 10,590.38 12,228.58 11,884.53 11,791.38
5,922.68
5,726.37
5,677.66
6,489.95
6,284.55
6,092.28
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100

Time[h]

F
FH

10

FHM
D
DH
DHM

1
1

2

4

8

16

32

64

Compute nodes
Figure 5 Graph of Betweenness run time scalability for 4EU graph for various ANTAREX tools used

Table 6 and
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Table 7 contain relative speedups achieved on the 4EU graph by comparing run time obtained
with the tool mentioned on the left hand side of the column header with the right hand side
tool as a baseline.
Nodes
Speedup [%]
F vs D

Table 6: Betweenness Centrality
graph obtained by modifications
various ANTAREX tools

Nodes
1
2
4
8
16
32
64

FH vs DH

FHM vs
DHM
algorithm ‐ speedups for 4EU
1 15.60
14.78
11.92
provided by combinations of
2 14.77
13.63
13.22
4 13.11
10.06
14.33
8 12.79
12.12
14.33
16 11.36
8.96
11.09
32
9.95
9.95
11.34
64
9.58
9.75
7.30
Speedup [%]
FH vs F FHM vs DH vs D DHM vs D
F
3.89
4.37
4.64
7.80
2.11
3.60
3.14
5.02
0.32
5.54
3.09
4.41
2.29
5.42
2.89
4.01
1.11
5.22
3.34
5.48
2.89
5.02
2.89
3.71
3.43
4.32
3.27
6.53
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Table 7: Betweenness Centrality algorithm ‐ speedup for 4EU graph obtained by modifications provided by combinations of
various ANTAREX tools

Nodes
F vs D
1
2
4
8
16
32
64

15.60
14.77
13.11
12.79
11.36
9.95
9.58

Speedup [%]
FH vs DH
FHM vs
DHM
14.78
11.92
13.63
13.22
10.06
14.33
12.12
14.33
8.96
11.09
9.95
11.34
9.75
7.30

For the 4EU graph (Table 6 and
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Table 7), code hoisting decreased computational time in averagy by 2.81% and
hoisting+memoization by 5.03%. Percentage gain comparing float and double (standard)
internal
datatypes Nodes
achieved
a
11.9%
Speedup [%]
speedup.
F vs D FH vs DH
FHM vs

3.3 Floreon+
showcase

1
2
4
8
16
32
64

15.60
14.77
13.11
12.79
11.36
9.95
9.58

14.78
13.63
10.06
12.12
8.96
9.95
9.75

DHM
11.92
13.22
14.33
14.33
11.09
11.34
7.30

integration

For the purpose of
results visualization, the
Betweenness Centrality
algorithm and Sygic
maps were integrated
into
the
Floreon+
system developed and
maintained by IT4I (see
Figure 6). The objectives
of the Floreon+ system
are
monitoring,
modelling
and
prediction of crisis situations. Figure 7 shows the Betweenness Centrality algorithm output as
red lines on top of the roads. The wider the line is, the bigger Betweenness Centrality scores
are.

Figure 6: Sygic maps and Betweenness Centrality in Floreon+ system

Figure 7: Left ‐ betweenness result for Bratislava city, Right ‐ changes of betweenness after closure of bridge

4 Navigation system
To verify the function of the experimental server‐side navigation service with the integrated
ANTAREX tools, we used an internally developed simulator system [Pto2018]. The system is
able to simulate a large number of cars driving around in a given area while affecting load on
road segments in a virtual traffic network, as well as traffic events (for example: closures, road
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works, and traffic jams) affecting the network throughput. The cars use the navigation service
continuously to obtain the best possible route.
The ultimate goal is to validate our solution in terms of its ability to reduce total travel time
of all cars in the system through our road‐balanced routing algorithm and assess the
associated costs. Figure 8 (snapshot of a real simulation run) shows the principal outcome of
our solution (left – all drivers use the same route for going from A to B; right – the routes are
distributed). The impact is functional ‐ how much we can save on average travel time, and
computational ‐ at what cost we can provide this solution.

Figure 8: Left ‐ unoptimized travel of 500 vehicles going from A to B, Right – distributed traffic by road‐balanced navigation

4.1 Validation experiment plan
The validation experiments were done with our internal traffic simulator. We used the
simulator to artificially create various traffic situations that can lead to traffic jams. A specific
simulation scenario was defined and executed several times using only basic routing
algorithms.
The output of different runs, which resulted in traffic jams, was processed by the data fusion.
Probabilistic speed profiles provided by the fusion reflected the behaviour of the traffic
network during the simulated traffic jams. The generated speed profiles were then used to
run the same scenario, this time with a full pipeline, which included a navigation algorithm
with k‐alternative paths, Probabilistic time dependent routing algorithm (PTDR) [Tom2016],
and reordering phases. This run was also used to validate the DSL integration and autotuning
of the PTDR phase [Gol2016, Vit2018]. The results of the experiment execution are presented
in Section 4.2.
Sequence of the individual experiment steps:





Define an experimental scenario
Run a scenario using simple routing multiple times; each time with different simulated
events or origin – destination pairs
Process output of the simulations and obtain speed profiles for affected segments
Run the scenario with the full pipeline, including PTDR with autotuning enabled and
Reordering phase
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Analyse logs

4.2 Simulation scenarios
The simulation scenario consists of cars, events, capacity of the virtual traffic network and
routing service settings. Further description of the simulation parameters can be found
in [Pto2018].

4.2.1 Simulation scenario ‐ Prague bridges
The first scenario is placed in Prague and is based on creating artificial traffic jams on certain
bridges and observing behaviour of the traffic spilling on other bridges unaffected by the jam.

Figure 9: Prague bridges simulation scenario ‐ Origin (red) and destination (blue) points

Origin (red) and destination (blue) points of this scenario are shown Figure 9. The first three
origin points are placed in an area behind the river, close to a bridge which is part of the
fastest path to the destination. The fourth origin point is placed on the other side of the river
close to the destination point to further affect traffic in this area by generating additional
load. The scenario runs 2,000 cars evenly distributed between the four origin points. The cars
depart in 2 sec. intervals simultaneously from the origin points from the beginning of the
simulation. Each car sends a request for new route every 30 sec.
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Table 8: Prague bridges simulation scenario ‐ traffic network load comparison

Simple routing

Optimized routing (full pipeline)
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Simulation with full pipeline
finished earlier.
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Table 8 contains sequences of snapshots of virtual road network segments affected by the
simulation with the actual speed corresponding to the given time step. The left column of the
table shows the results from the simulation executed using simple pipeline, with a basic
routing algorithm. The pictures obtained for different simulation time steps show that the
behaviour of the simulation is correct and when the capacity of the road is full, the system
prefers less congested roads. This is visible especially on the last picture, when traffic
increases in the smaller streets around the points of origin. This resulting traffic congestion
in the network is used as a baseline for later optimization.
The next step after running the scenario with the simple routing is to repeat its execution
several times; each time closing a different bridge in order to simulate events in the road
network. Average speeds gathered from the virtual road network are then combined together
in speed profiles and probabilistic speed profiles in order to reflect differences in the traffic
behaviour induced by the events.
The scenario is executed with the generated probabilistic speed profiles using the full routing
pipeline, including PTDR and reordering phases. The expected result is that the mean trip time
and total time of simulation will be shorter compared to the original run with the simple
routing algorithm. Result of this run is visible in
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Table 8 in the right column. It is clearly visible that segments affected in the simple scenario
(left) for the same time step had faster speeds for the optimized run (right). Moreover, thanks
to the optimization, a smaller area has been affected by the traffic, compared to the non‐
optimized situation. The following section provides a detailed summary of the trip time
statistics for both runs and its comparison.
Driving time statistics
Table 9 contains numerical characteristics of car trip times in the two simulation runs. It is
clear that mean trip time in the optimized run is 13.8% better than the unoptimized run. The
highest trip time in the simulation has been reduced by 22.32%. Another metric of interest is
the total simulation run time computed as time spent between departure of the first car and
arrival of the last car. In this case, the total run time is 32.22% shorter in the optimized run.
This experiment successfully validates the routing service which uses the full pipeline with
PTDR and reordering phases. The PTDR uses the probabilistic speed profiles provided by the
data collection and the processing phase. Therefore, it contributes also to the validation.
Table 9: Statistics from experiments with simple routing and reordering

Time [s]
Reduction [%]
Simple Routing Optimized (Full Pipeline)
Minimum
173.0
171.0
1.16
1st Quartile
399.0
393.5
1.38
Median
671.0
584.0
12.98
Mean
705.6
612.6
13.18
Standard Deviation
455.3
300.7
33.96
3rd Quartile
948.0
800.0
15.61
Maximum
2,729.0
2,120.0
22.32
Total run time
3,408.0
2,310.0
32.22

The histogram in Figure 10 was generated from trip times for the unoptimized run. It shows
a large number of outliers in the right side of x‐axis meaning that significant amount of cars
got stuck in the traffic jam and spent several times higher time on the road compared to the
optimized run in Figure 11. Figure 12 shows overlay of both histograms where for the
optimized run (red) cumulation of shorter trip times is clearly visible in comparison with the
unoptimized run (blue).

Figure 10: Histogram of trip lengths from experiment with simple routing
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Figure 11: Histogram of trip lengths from experiment with reordering

Figure 12: Histogram of trip lengths from experiments with simple routing and reordering

4.2.2 Sygic app integration
This section contains a description of changes made to the original Sygic client navigation
application in order to be used as user‐simulated car in the system. In this project, the client
navigation application has been developed in multiple variants:
1. In‐the‐field version for customer download beta testing (Google Play beta release)
2. In‐the‐field version for autotune & routing validation (external demonstrator)
3. Simulation version for HPC based large scale functional validation (HPC simulation)
The releases are collected in the github repositories as defined in the deliverable D5.4, Section
4.4. The latter two versions are intensively used for functional validation.
In‐the‐field version (variant 2) contains the full functionality of the navigation including an
autotuner integration and the communication protocols towards the server‐side as defined
in this project, extended with visualization of monitors and remote service requests as shown
in Figure 13.
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Figure 13: Navigation client application used for validation of autotuner and external routing

The simulation version (variant 3) needed much more non‐functional modifications so that
the application can be integrated into a simulation testbed:





Online‐configuration of a single‐trip execution, allowing the setting of source and
destination locations, a time of the departure, identification of a vehicle
Activation of the simulation mode for the vehicle movement through mocking GPS
positions based on currently calculated route
Dynamic Remote control of the speed of vehicle, for external management by
simulation engine
Simulating car events (acceleration, braking, cornering) generation based on a given
Gaussian probability

The associated protocols for the simulation support have been described in the Deliverable
D5.4, Section 5.3.

4.3 ANTAREX tool‐flow integration
This section describes the validation of the ANTAREX tools integrated in the routing pipeline.
Validation of the PTDR autotuner is described in Section 4.3.2. It was performed by running
the traffic simulation with the full pipeline enabled, including autotuning. Validation of the
DSL integration is in the following Section 4.3.3.

4.3.1 Workers autotuning
The goal of the Worker autotuning is in allocating the necessary numbers of resources
according to the incoming requests to the routing pipeline. As the amount of routing requests
fluctuates over time, amount of running routing pipeline workers has to change accordingly
in order to minimize resource wasting. The developed autotuning approach, integrated within
the mArgot autotuner, automatically estimates the necessary number of workers per each
component of the routing pipeline needed to satisfy the actual request intensity, while
keeping the response time of the entire pipeline within the given SLA requirement.

Page 21 of 43

H2020‐FETHPC‐1‐2014 ANTAREX‐671623

D5.5 – V1.2

Figure 14: Worker autotuning validation for a 7‐day synthetic experiment

Figure 14 shows the validation results of the worker autotuning when it has been applied for
an entire week. The requests have been synthetically generated following a typical pattern
for the service derived by traffic statistics. Night and Day cycle is evident in the plot. This
number of requests is shown in the bottom part of Figure 13. The average amount of requests
is around 5000 per second. It is visible the large swing between less than 500 req/s and 11K
req/s during the entire week.
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The upper plot in Figure 14 shows the amount of resources allocated by the worker
autotuning for the different components of the routing pipeline (different colours). The
selected response time selected is 0.5 s for the entire pipeline. It is visible how the number of
resources used varies across the week following a similar pattern than the request rate.
Moreover, we included two lines in the plot representing the amount of resources to be
allocated if targeting the average or worst case. When considering the worst case, it is clear
the advantage in terms of resources that is obtained. In fact, for most of the week the
requests are really far from the maximum value. On the opposite, when considering the
average case, the resource usage is comparable on average. However, there is tendency to
resource wasting in the case of low request rate (typically nights periods), or the response
time breaks the 0.5s constraint when there is a request rate above 5.5K.

4.3.2 PTDR autotuting
The goal of PTDR autotuning is to dynamically reduce number of Monte Carlo samples based
on unpredictability feature extracted from prior execution of the total number of samples.
Relationship between the unpredictability feature and number of samples is obtained during
the Domain Space Exploration (DSE) process which is executed on a representative sample of
routes enriched by the probabilistic speed profiles. A detailed description of the process and
analysis has been submitted to [Vit2018].

<?xml version="1.0" encoding="UTF-8"?>
<points xmlns="http://www.multicube.eu/" version="1.3" block="travel">
<point>
<parameters>
<parameter name="num_samples" value="100"/>
</parameters>
<features>
<feature name="unpredictability" value="0.05"/>
</features>
<system_metrics>
<system_metric name="error" value="0.0102887"/>
<system_metric name="validate_time_us" value="1000"/>
</system_metrics>
</point>

Figure 15: Example operating point obtained by DSE used as input for the PTDR run‐time autotuning
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The result of the DSE is the operation point list (example in Figure 15). The list is then provided
as input to the mArgot runtime autotuner integrated to the PTDR worker of the full routing
pipeline.
Run‐time operation of the autotuner is then documented in the PTDR worker log. Feature
extraction is performed for each incoming request and appropriate number of samples is
[Segment 0x40649ed]: Profile: 0x7f8ce0119c50 Speed: 8.33333
[ Cluster unpredictability = 0.225]
[ Knob num_samples = 300]
[ Expected error = 0.02017] [ Expected validate_time_us = 1000]
[ Goal my_error_goal = 0.03]
[ Input unpredictability = 0.21167]
[2018-12-13 00:12:41:068] [Thread_140244870518528] DEBUG 0
-[Segment 0x40649ed]: Profile: 0x7f8d104e3980 Speed: 8.33333
[ Cluster unpredictability = 0.1]
[ Knob num_samples = 100]
[ Expected error = 0.0210394] [ Expected validate_time_us = 1000]
[ Goal my_error_goal = 0.03]
[ Input unpredictability = 0.0817968]
[Segment 0x40fd17e]: Profile: 0x7f8d1045bc00 Speed: 13.8889

Figure 16: Log from the PTDR routing pipeline worker with two requests served with different number of samples

selected according to the operating point list. Selection of different operating points is visible
in Figure 16. The log has been obtained from the optimized run of the Prague bridges scenario
described in Section 4.2.1. Table 10 contains ratios of different sample counts suggested by
the autotuner for all requests issued during the simulation. In this case, the variance in the
travel time distributions estimated by PTDR was small enough, such that lesser amount of
samples is enough to provide a sufficient quality result.
Table 10 Sample count proportion suggested by the mARGOt autotuner for all routing requests issued during the simulation

Samples
100
300
Total

Count

Ratio
[%]

58,829 69.21
26,203 30.79
85,032

The autotuning of PTDR has been successfully verified by running the simulation with the
mArgot autotuner enabled. The autotuner provided a correct number of samples according
to the provided operating point list. Validation is directly connected to the execution, since
the reduction in number of samples is clearly visible. Without autotuning, only a default
number of samples would be used without any regards to the variability in the probabilistic
speed profiles assigned to the current route. Detailed information about the PTDR autotuning
implementation is available in [Vit2018].
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4.3.3 DSL integration
To evaluate the DSL‐supported methodology, we used as a case study a futuristic navigation
system (NavSys) being developed in the context of smart cities, which can be seen in Figure
17. This case study consists of 4 main components: K‐Alternative Paths Plateau (KAP),
Probabilistic Time‐Dependent Routing (PTDR), Betweenness Centrality (BC), and Routing
Reordering and Best Solution Choice (RBSC). KAP is responsible to provide K path alternatives
for routing a vehicle from origin to destination, PTDR incorporates speed probability
distribution to the computation of the route planning in car navigation systems to guarantee
more accurate and precise responses, BC provides information about centrality nodes in the
routing map, and RBSC reorders the K alternative paths based on different cost functions
(depending on the use kind of customer/user of the navigation system).

Figure 17: Possible structure of the NavSys application

As the NavSys is computing and data intensive, optimizations are required to reduce
execution time and energy consumption if possible. In order to provide specific optimizations
and an improved version of the codes, we have used the ANTAREX approach and specifically,
we have focused on the following aspects:










Custom profiling and analysis;
Impact of code transformations such as data type conversions (double, float, half),
loop unrolling, loop tiling, loop interchange, and compiler optimization parameters
(e.g., size of the tiling in loop tiling);
Impact of the use of the memoization technique, impact of the parameters of the
memoization, such as table size, and update policy;
Impact of the number of threads used in OpenMP parallelized loops;
Scalability studies regarding no. of threads, dataset sizes, etc.;
Quality behaviour;
Impact of algorithms used in certain operations (e.g., different sorting algorithms);
Impact of software parameters;
What‐if analysis (e.g., impact on routing of the Betweenness Centrality algorithm
when graph as certain properties, injecting code to force a scenario).

We have developed a LARA strategy to replace calls to the Betweenness Centrality algorithm
with a mechanism that reuses previous results, whenever possible. Since this is an expensive
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computation, we want to compute the similarity of the Betweenness Centrality inputs and
use this to decide whether we can use a stored result. Whenever we would compute
Betweenness Centrality, we compare its input, e.g., the city graph, with the input of the stored
computation. If the distance between the two graphs is less than a predefined threshold, we
reuse the stored result. Otherwise, we compute Betweenness Centrality and store its result
and input for the possibility of reusing it in future calls. The distance of two graphs is simply
the average absolute value of the difference between weights of corresponding edges of the
graphs. This is applied to situations where the structure of the graphs does not change
between Betweenness Centrality calls, only the weights of the edges.
We also developed three other strategies to support the BC computation skipping approach.
In order to reach a suitable threshold, we have developed an analysis strategy, which would
collect information about the distances of consecutive BC inputs and results. Finally, we
developed two evaluation strategies that change the application in order to measure the
impact this new implementation has on its performance, both in terms of execution time and
energy consumption, as well as accuracy of the produced results (the results are shown in
[Pin2018a]).
An important part of what was developed for PTDR was a what‐if analysis. We developed DSL
strategies to enhance the application in order to perform an exploration of two of the most
important parameters of the PTDR component. First, the impact on execution time and
energy consumption of the number of threads was evaluated and this allowed us to
understand how well the application can scale in an HPC scenario. The results of such an
exploration can provide interesting insights and reveal exploitable tradeoffs, e.g., using a
number of threads less than the maximum if it enables reducing the energy consumption
while not greatly increasing the execution time. Similarly, we explored the number of samples
to use in the internal algorithm of PTDR (a Monte Carlo simulation). Here the tradeoff is
between the reduction of execution time and the reduction in the accuracy of the output, as
a consequence of a smaller number of samples. The results are shown in [Pin2018a].
The other large part of the work performed on this component of the navigation system was
the integration of the runtime autotuner, mARGOt. We use the DSL to efficiently enhance the
application and provide it with autotuning ability. The developed strategies rely on the Clava
library for mARGOt integration. Initially, the user specifies a set of configurations about the
operation of the autotuner in the DSL itself. These include the definition of knobs, metrics to
collect and the optimization functions to use, and would, otherwise, have to be specified
manually in an XML file. The DSL library will then generate this file automatically and then
reuse this information in the next steps of the integration. This information is used in the
design‐space exploration (DSE), alongside with the user‐defined range of values to explore.
This step generates the initial knowledge base used by mARGOt. Finally, this information is
also used when the user defines the places in the original application that will interface with
the mARGOt library, e.g., where the values of the knobs will be updated. The results are
shown in [Pin2018a].
As for the RBSC component, we have developed a DSL strategy that allows developers to
provide different types of navigation services. Mainly the application code includes different
strategies to mix‐and‐match the data gathered from the other system components,
transforming them according to pre‐defined operations and defining how to use that data to
reorder the final output. Developers select the data to be used and how it needs to be
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transformed and the Clava compiler generates code which has several versions, one for each
of the possible combinations of the choices made by the user. Additionally, a mechanism is
put into the application that allows to switch which of the versions is going to be used. This
provides control over which version will be used, e.g., through the mARGOt autotuner or even
through command‐line arguments. The results are shown in [Pin2018a].
The results of the application of these strategies to the different parts of the system can be
found in this internal report [Pin2018a]. We measured the performance impact of the
changes and the (possible) resulting accuracy loss, but also we also estimated the effort of
writing the DSL aspects and how much they change the application code. A more detailed
explanation of how our DSL‐supported methodology lead to the analysis of the applications
and development of the improved versions can be found in the article [Pin2018b].
We also focused our attention on Hierarchical Data Format (HDF5), a popular binary storage
solution in high performance computing and other scientific fields. It has bindings for many
popular programming languages, including C++, which is widely used in the high performance
computing field. Its C++ API requires mapping of the native C++ data types to types native
to the HDF5 API. This task can be error prone, especially when working with complex data
structures, which are usually stored using HDF5 compound data types. Due to the lack of a
comprehensive reflection mechanism in C++, the mapping code for data manipulation has
to be hand‐written for each compound type separately. This approach is vulnerable to bugs
and mistakes, which can be eliminated by using an automated code generation phase. We
developed an approach, implemented in the LARA language and supported by the tool Clava,
which allows us to automate the generation of the HDF5 data access code for complex data
structures in C++. A more complete description of this approach can be found in the following
paper [Gol2017].

4.4 Performance evaluation
This section describes a performance evaluation of the server‐side routing service
from the scalability and SLA point of view. This evaluation serves as verification and validation
of the scalable design of the service and SLA which can be offered to the service users
at a given amount of computational resources. Verification is done by dynamically adding
a routing pipeline worker and observing reduction of service response time. Validation
of the scalable design is achieved by observing decrease in response time while amount
of workers is increased.

4.4.1 Scalability
Two types of experiments were carried out. Both are focused on how many resources are
needed for handling all requests in a given time which is differently specified for each
experiment. The points have been selected from geographical areas defined by Local
Administrative Units ‐ LAU11 corresponding to three biggest cities in the Czech Republic
(Praha, Brno and Ostrava). The dataset is created as cartesian product of the entire set
to create pairs of origin and destination location. The used probabilistic speed profiles
emulate the behaviour of the real world traffic using a custom Markov chain model.
The whole dataset contains 25,560 pairs from which the first 2,000; 500; and 250 were chosen
1 https://ec.europa.eu/eurostat/web/nuts/local-administrative-units
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for experiment cases.
Quality of Service for a single request was the first scenario. In this scenario, tests are focused

Figure 19 The highest response time for 2000 routing requests for a single route obtained for
various numbers of workers

Figure 18: Highest response time for 500 routing requests for 10 alternative routes obtained for various number of
workers

on detecting how many resources are needed for resolving every incoming routing request
in a given time. Because the routing workers can run in different modes, two types
of measurement for different modes were performed. In the first, 2,000 parallel requests
for single route response (worker mode 1) was created and in the second one, 500 parallel
requests with 10 alternatives (worker mode 2). In every iteration, one computation worker
(node) was added. Results of these tests are shown in Figure 18 and Figure 18.
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Figure 20: All requests test – 250 requests with 5 alternatives and PTDR

The second test was based on a fact that there are cases in which is not necessary to resolve
every routing request in such time as in the previous scenario. For this case, the test is finding
how many resources are necessary for resolving all routing requests in a given time. Two
different types of the worker mode are used in that scenario.
Configuration for this test case was chosen as one constant Alternative worker and
an increasing amount of PTDR workers (worker mode 2 and 3). 250 requests with
5 alternatives routes and PTDR were executed (see Figure 20).
Both these tests confirm a scalability with a growing amount of computation resources which
successfully validates the scalable design of the service using a synthetic request set.
Another type of tests has been carried out, to validate the service scalability in a real world
case when a large number of drivers is using the service simultaneously. We have used
the internally developed traffic simulator [Pto2018] to execute this experiment with the
following results. Table 11 contains mean response time of the service in a simple routing
mode while used by 4,000; 5,000; and 6,000 cars driving between randomly selected points
in Prague. The cars sent routing request every 60 sec. Graph representations of these data
are in Figure 21, Figure 22, and Figure 23.
The response times are lower with higher number of workers available, as expected. Entries
marked as “Not finished” describe runs where at least one of the requests took longer than
60s to process. Table 12 contains standard deviations of the same runs, which are also
decreasing. This means that variance of the overall response time is not fluctuating and is
decreasing as expected. Table 13 contains estimated SLA of 99.9% for the particular
configuration.
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Table 11: Means of routing request durations depending on number of cars and number of workers

Workers
2
3
4
5

Time [ms]
4,000 cars 5,000 cars
6,000 cars
99.38
Not finished Not finished
45.45
58.54
4,499.25
38.90
42.71
59.98
34.66
38.27
47.05

Table 12: Standard deviations of routing request durations depending on number of cars and number of workers

Workers
2
3
4
5

Time [ms]
4,000 cars 5,000 cars
6,000 cars
102.92
Not finished Not finished
25.96
32.22
11,264.28
21.26
26.61
32.36
20.07
15.69
29.29

Table 13: 99.9% percentiles of routing request durations depending on number of cars and number of workers

Workers
2
3
4
5

Time [ms]
4,000 cars 5,000 cars
6,000 cars
1,000.18 Not finished Not finished
255.14
279.82
57,772.74
242.35
237.99
242.70
239.33
161.20
234.30

Figure 21: Scaling of average duration of routing requests depending on number of workers in 4000 cars experiment
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Figure 22: Scaling of average duration of routing requests depending on number of workers in 5000 cars experiment

Figure 23 Scaling of average duration of routing requests depending on number of workers in 6000 cars experiment

4.4.2 SLA evaluation
Performance of our routing chain was evaluated by the duration of routing requests, i.e. how
long does it take to give an individual car a new route. This duration is subject to the service
level agreement (SLA) which was initially set to 60s. SLA is more thoroughly described
in deliverable 5.3, Section 6.1. The smaller SLA we are able to give, the better is the routing
chain performing. We have compared routing requests from both simulations presented
in Section 3.2.1 (for both simple routing and routing with the full pipeline). The progress
of the duration of routing requests for both simulations can be seen in Figure 24 and Figure
25 (both time series were smoothed for the ease of interpretation).
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Figure 24: Progress of route request durations during simple routing experiment (smoothed)

Figure 25: Progress of route request durations during routing experiment with full pipeline (smoothed)

It is evident from these figures, that in the case of simple routing, there is more or less
constant duration of requests with a range from few milliseconds to one second. There are
only few peaks representing slightly longer requests but still ones served quite swiftly. In the
case of simulation with the full pipeline, the duration of routing request slowly builds up until
the cars start to arrive to their destination at which point it starts to decrease. It reaches
almost 9 seconds at the highest point. However, it is still performing significantly better than
our pre‐set SLA of 60 seconds. The difference between the both scenarios is also evident from
the histograms shown in Figure 26, Figure 27, and Figure 28.

Figure 26: Histogram of route request durations during simple routing experiment
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Figure 27: Histogram of route request durations during routing experiment with full pipeline

Figure 28: Histograms of experiments with and without full pipeline

Figure 26, Figure 27, and Figure 28 prove that while both experiments have peaks of the
durations within the reasonable numbers (i.e. hundreds of ms), the experiment with rerouting
has much longer tail. This is due to the build‐up of load shown in Figure 28 and is caused by
vastly more complicated calculation of route due to the rerouting. This reduction of
performance is also supported by calculation of standard statistics shown in Table 14.
Table 14: Basic service response time for run with simple routing pipeline and full pipeline with route reordering

Time [ms]
Simple Routing Full Pipeline
Mean
1,363.7
Standard deviation
100.7
1,830.6
Maximal value
2,646.3
9,974.0
99.9% quantile
1,078.4
8,851.9

The result we can draw from all these facts, is that while the full pipeline severely reduces
the performance of the routing chain, its SLA still remains well within set limits (as is shown
in Table 13) and is even much lower than prescribed.
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4.5 Simulation of a PBS job scheduler
Before applying ANTAREX to an existing cluster, it was needed to study the effects
of reservations and limitations of resources it would induce. This was carried out in a mini‐
project, which introduced a simulation framework to provide reproducible and comparable
results without the need to test on a production system. Furthermore, different ANTAREX
integration scenarios were considered. A detailed description is provided in deliverable D5.3,
Section 6.
A simulation result for week 7 is shown in Figure 29, displaying real and simulated cluster
utilization, and real and simulated job wait times.
In a second phase, the discussed simulation framework was used to model two different
scenarios of applying ANTAREX. The first setup considers ANTAREX using two nodes from
the Salomon cluster that are dedicated for the express queue (qexp). The second allocates
50 nodes (50 out of 576) without coprocessors permanently. The result for the former one
shows that, opposed to expectations, jobs in the express queues were not overly delayed
(wait times in Figure 30). For the latter, there is a significant increase of waiting jobs
at the end of day 48 (Figure 31), but all other days show similar backlogs.
With the help of the simulation framework, future research can show the best integration
strategy of ANTAREX into the existing PBS based cluster system.

Figure 29: Left: Simulation results (blue) with best approximation to real cluster utilization (gray); right: job wait times of real
and simulated cluster, ordered by submission time and colored by assigned queue.
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Figure 30: Simulation run with two dedicated qexp nodes occupied by ANTAREX: Contrary to expectations, jobs in the express
queues (orange) are not overly delayed, nor did the cluster utilization change to real utilization.

Figure 31: Simulation run with 50 nodes w/o coprocessors dedicated to ANTAREX: the cluster utilization changed at the end
of day 48 (red circles), compared to real utilization. Job wait times for the production queue (qprod, green) are increased, but
not the ones

4.6 Sygic smart city portal showcase
Within the ANTAREX project, the Sygic smart city portal shown in Figure 32 was created
to help functional validation of simulation scenarios with external user navigations connected
in a real‐time.

Figure 32: Sygic web portal connected to HPC simulator for showing real‐time state of vehicles
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5 Client‐side navigation
The Navigation application is the one which finally sells the whole navigation system, so it
requires quite an attention. In a holistic approach the application implementation needs to
consider multiple aspects, both in the functional and the performance space as was stipulated
in the specification of the system in the deliverables, initially in D1.5. Section 3.4, refined
in D5.2 Section 4.4, and finalized in D5.4 Section 4.2.4. In simple words:





Navigation shall not exceed defined data consumption
Navigation shall contribute with car data to build the knowledge of the server‐side
system
Navigation secures the required navigation quality
Navigation optimizes communication with server‐system to alleviate it from over
loading

All these goals have been addressed through the integration of a run‐time autotuner.
Important from the HPC perspective is that a navigation client acts as an intelligent source
of computational demand, moreover, possessing the computation capacities to offload HPC.
By lowering the HPC demand intelligently, by a) using local route calculation and b) adaptivity
of request scheme based on measuring the quality of the navigation against a defined SLA
(NQI definition in Deliverable D5.4 Section 4.2.4) the HPC savings can be achieved. This
indirect optimization of HPC resources has also been expressed in the autotuner.
Our strategy was and still is to systematically improve the quality of the navigation app
respecting other parts of the system. Obviously, the blindly periodic request scheme for the
use of the HPC computational resources is not a best way. Soon, it was realized that
requesting frequencies can be optimized gaining significant HPC computation savings at the
expense of none or minimal degradation of the client‐side navigation quality. Our approach
in this project was, firstly, taking on autotuner technology utilizing an initial naïve version
implementation. And lastly, we came up with the process, which takes the statistical
knowledge of the communication metrics and at the compile‐time creates the application‐
domain knowledgeable version of the mArgot enabled autotuner towards the optimal
implementation under prevailing conditions.
In the following, the validation is presented. It shows the tool‐chain for compiling
the navigation executable. Next, it shows the functional and performance improvements
of the system through utilizing the autotuning technology.
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5.1 ANTAREX tool‐flow integration

Figure 33: Performance comparison between two autotuners: naive (initial), mArgot (optimized)

Figure 33 shows the tool‐flow for configuring the autotuner towards statistically the best
performance. The input is the data consumption statistics on estimated data transfer per
request type for all service modules as defined in deliverable D5.4, Section 4.2.1, while
collected from prior test runs (~ 100 hours) of the navigation app under prevailing commute
conditions (in Bratislava city). As the autotuner architecture evolved the definition of the
input has been, in addition to mean, extended to contain the mean, max, min, and the
standard deviation of the variables.
As an example, the Table 15 shows the input as used in experiments in the following section:
Table 15: Data transfer statistics per requests for all service modules

Module
mean max
Remote routing
11,427 21,356
Itinerary sending*
0
0
FCD 1min slot sending 3,043 3,059
Traffic flow
7,522 11,338
Driving events
3,131 3,225

min
stdev
413 7,048
0
0
3,028
11
2,184 4,625
3,098
53

Note*: the itinerary module is null as the itinerary data were merged in into remote routing protocol as a more viable
alternative

The mArgot script takes the data transfer statistics (csv) as an input and generates the C++
code of the operating point list to be included into the autotuner framework. Next, the
compilation of the whole system follows to generate the navigation executable instance
ready to perform optimally at run‐time.

5.2 Functional and Performance evaluation
In this section, the navigation quality improvement using the mArgot enabled autotuner is
demonstrated. First, it is compared against the naïve autotuner, which was the initial
implementation and which is the part of current commercial release of Sygic navigation.
Second, its adaptivity with respect to the definition of SLA is shown, which demonstrates HPC
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resource savings. We conclude with the impact of the client‐side optimization on the HPC
computation on the server‐side.

5.2.1 Client‐side autotuning
Figure 34 shows the result of 2 x 42 runs of navigation under the control of autotuner (both
naive and mArgoT employed) regarding the navigation quality (defined in the scale of 0 to 10,
the higher the better) and data transfer consumption rate (ideal is close to 1.0 but not
overpassing – meaning the trend is positive to finish at a planned consumption at the end of
a month). Each run was in average 45 minutes commute within city of Bratislava under the
mixture of traffic conditions: peak hours, off‐peak hours and medium traffic density.

Figure 34: Performance comparison between two autotuners: naive (initial), mArgot (optimized)

The naive autotuner (red dots) is the implementation of the autotuner applied in the
commercial release of Sygic Truck Navigation as of the version 13.7.0 (March, 2017) as the
outcome of an early exploitation of ANTAREX technology, and is forming a baseline for further
optimizations. The objective of this version defined only the data transfer limit (20MB) and
did not have a support for the constraint on navigation quality.
The mArgot autotuner (green dots) is the latest implementation of the demonstrator as a
proof of concept of ANTAREX optimization. The objective of the experiment, following the
specification of Static Parameters, Goals and Constraints of Deliverable D5.4 Section 4.2, was
set as a typical usage for daily commute, being the data transfer limit (DataLimit) 20MB,
minimal data contribution (MinContrib) 20%, the Estimated monthly driving hours (EstHours)
40 hours, and the Navigation quality index (NQI) higher than 6.0. As can be seen the objectives
are well met with an exception of few dots about ideal consumption rate, which can be
explained with stochasticity of driver behaviour records (data generated only in the case of
excessive acceleration, braking, cornering).
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Table 16: Comparing naive and mArgot autotuners with respect to use of HPC resources anf quality of navigation

Evaluation
naivE mArgoT Difference
Average TRR [s] 196.00 206.00
+ 5%
Average NQI
6.25
7.86
+ 26%

Table 16 shows the quality of the system (average NQI) was improved by 26% when going
from naive to mArgoT autotuner enabled solution, which demonstrates saving of HPC
resources as for approximately the same use of resources (TRR difference 5%) we dramatically
increased the quality of navigation.

5.2.2 SLA experiments

Figure 35: Variable computation load (routing frequency) as a function of SLA (NQI) for the case of medium traffic commute
scenario in Bratislava

Figure 35 looks at the autotuner from the perspective of meeting SLA. The SLA is defined
through an additional autotuner constraint on the quality of navigation with respect to the
definition in Deliverable D5.4 Section 4.2.4, concretely NQI > QualityLimit. We evaluated SLA
with settings of QualityLimit in the range of 6.0 to 9.0. The results show that when relaxing
quality from 8.0 to 7.0 (by 12%) we can save HPC computational resources (average routing
frequency drops from 24.0 to 16.5) by 31%. We could also identify the sweet point of the
value‐at‐cost of the solution preferred for practical cases (NQI = 6.80).

5.2.3 Impact on HPC
Tooling to play with autotuner at the client‐side allows us to perform high level optimization
of the navigation system, which finally results in maximally efficient use of HPC computational
resources, particularly here, producing optimal request frequencies for the routing service
given SLA. The achievements on HPC efficiency of the autotune version configured for the
sweetpoint (HPC usage versus navigation quality – Figure 30) compared to the naïve version
(set 100% as a reference) are shown in Table 17. In absolute terms 14% of HPC can be saved,
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but when considering the normalization with respect to the navigation quality (NQI) the
saving is 21%.
Table 17: Autotuner configuration for saving HPC resources

naivE
mArgoT
Evaluation
@ NQI=6.25 AT SWEETPOINT
@ NQI=6.80
HPC USAGE
100%
86% (‐14%)
HPC USAGE/NQI
100%
79% (‐21%)

6 Conclusion
In this deliverable, we showed the experimental results that validate the UC2 self‐adaptive
navigation system and the integrated ANTAREX tools. First, we validate the data collection
and processing by executing a simple routing request on the server‐side service and also on
the client‐side app communicating with the service. In both cases, the test was successful as
the system provided a well‐known route between two points in Prague.
We have successfully demonstrated scalability of the multi‐node implementation of
Betweenness Centrality as a part of traffic flow calculation module and its further
improvements provided by part of the ANTAREX tools developed by INRIA on small road
network of Porto city in Portugal, and large network combined from the Visegrad Group
countries (Czech Republic, Slovakia, Poland and Hungary). Combination of these tools along
with deployment on a petascale HPC cluster provides us almost 12% speedup which holds for
significantly different graph sizes.
The next experiments were focused on the traffic routing enhanced by the global view of the
traffic network. For these experiments, we used an internally developed traffic simulator.
First, we used to execute a set of simulations only with simple routing which has no
information about the current state of the road network. We used these runs to create several
traffic jam situations which then were used to produce probabilistic‐speed profiles. Then we
executed the same simulation scenario using full optimized routing pipeline with PTDR and
reordering phases using the obtained profiles as input. We have been able to observe 28%
reduction of mean travel time of the simulated cars compared to the run without PTDR and
reordering and almost 47% reduction in total simulation time. Therefore, we successfully
validated the approach itself.
Validation of the ANTAREX methodology and tools in this case had three stages. The first stage
was evaluation of the DSL LARA and the associated tools. We have used the methodology and
LARA strategies and Clava to support different tasks of performance engineering regarding
the case study and its main components. The conducted evaluations have shown some of the
main advantages of the methodology and technologies developed in ANTAREX. In a second
stage, as the Clava tool is also used to inject the code instrumentation needed to use other
tools (such as autotuner) and to generate parts of the HDF5 access layer we have successfully
validated its usage by incorporating the Clava frontend using its CMake module to the build
process of our service. The third stage was validation of the ANTAREX autotuner used for the
PTDR stage and estimating number of the pipeline workers. We have successfully validated
the PTDR autotuner by observing its behaviour during the service operation while executing
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the defined traffic simulation scenario. The autotuner successfully estimated a number of
Monte Carlo samples needed to run the PTDR algorithm for each routing request according
to the supplied operating point list. The autotuning of the workers has been validated using
an artificial model of request intensity which reflects fluctuation in traffic over one week
period. We have successfully observed the output of the autotuner as it correctly suggested
amount of routing workers needed to handle the incoming request intensity. To further
enhance the usability of the workers' autotuning approach, we created a simulation of the
cluster load fluctuation by two different scenarios using the specialised framework for
simulation of the HPC job scheduling.
The next step was validation of the service scalable design. We defined a two sets of artificial
requests for two modes of the service (simple routing and full pipeline) and successfully
observed reduction in processing time for both cases when the number of workers was
increased. The next experiment was a simulated real‐world scenario with increasing number
of cars simultaneously using the service. We have also observed the expected reduction in
service response time when the number of routing workers increased. Detailed statistics of
the execution was used for SLA evaluation. At the SLA level of 99.9% the service was able to
provide response under 1.3 seconds with simple routing pipeline and under 29 seconds with
full pipeline. This SLA evaluation satisfies a requirement based on a fact that cars using the
system in the smart‐city context need to obtain new route not earlier than every 60 seconds
to avoid unnecessary jitter in the current route which is followed by a particular car.
We also developed and validated the tooling on the client‐side, which provided us the means
for high‐level optimization of the navigation system from the perspective of an intelligent
demand of HPC computation resources. It was done through the management of routing
request frequency given SLA. Using the sweetpoint configured autotuning, we achieved
improvements compared to the baseline version contained in the official release of Sygic
navigation in two directions. We were able to boost the quality of navigation by 26% given
the same HPC computation load. Alternatively, we could reduce the HPC computation load
by 21% while preserving the same navigation quality. From the business point of view, we
argue that it only makes sense to approach optimizing the server‐side computation to further
reduce the HPC cost after the high‐level decisions and optimization are done on the client‐
side.
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