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1 Introduction
In this document, we report on the HPC data management and data processing activities carried out
in T4.3, which corresponds to the activities: 1) Set up an input dataset from a real case application
scenario, and partially 6) Perform the validation and assessment of the final prototype according to
appropriate metrics developed in this work package and compare the prototype with existing state
of the art systems (as reported in the Description of Work of WP4).
More in detail, we report on the final version of the database used as input of the benchmarking
(whose results are reported in D4.4), containing the 3D structure of 1.2 Billion of molecules
representing the candidate drugs whose affinity is computed by using the Use Case 1 application
(also known as GEODOCK Mini‐App, or GEODOCK in short). We describe how the database has been
built and ported to the Marconi supercomputer at CINECA and what processing activities were
required to make it usable with GEODOCK and validated (from a chemical point of view) with LiGen
SCORE module (LiGen is the Dompè drug discovery application, regularly used in their drug discovery
pipeline). We also report on the validation activities carried out on the database generation and on
the GEODOCK, and finally on how the database has been made publicly available and what are the
issues and lesson learned in managing such a large dataset, that will become common in drug design
applications on future Exascale supercomputers.
In the conclusion, we report on the progress, based on the ANTAREX outcomes, towards the
exploitation of the future European Exascale system for drug design and discovery.
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2 The database of candidate drugs
In this chapter, we describe the databases of candidate drugs (ligands) used during the
development phase of the UC1 application and as input of the benchmark of the final
prototype of UC1.
In particular, four datasets have been prepared:
 DS1: The target molecules with binding sites (pockets);
 DS2: A small subset (in the order of 110K) of ligands to be used for short runs (useful in
development, testing and benchmarking the GEODOCK application);
 DS3: The final large database of 1.2 Billion ligands;
 DS4: A dataset of pharmaceutical compounds (about 12K) used to validate the
GEODOCK application and to properly define thresholds for the geometrical and
chemical score being used for the experiment with 1.2 Billion of ligands.
2.1 The small datasets
Since it would be impossible to develop, test, benchmark and validate the UC1 application
using a very large database, we prepare three small datasets: the datasets for the
prototypes (DS1 + DS2), the dataset for preparing the pre‐Exascale run (sub‐set of DS3) and
the dataset prepared to validate the GEODOCK application (DS4).
The dataset for the prototypes (DS1 and DS2)

For the development and the demonstration of the two prototypes (see deliverables D4.2,
D4.3) a small set of molecules and pockets different from the one described above (2.1 and
2.2) was used. The set included seven pockets of co‐crystal of different proteins. Co‐cristal
are ligands docked to the proteins as have been found from spectroscopic analysis. They
represent the “ground truth” against which validate the outcome of GEODOCK. The proteins
and the corresponding co‐crystal, publicly available in the Protein Data Bank web site are
reported in Table 1.
Table 1: Proteins and corresponding co‐crystal used to develop the UC1 prototype GEODOCK

1B9V

proteins of flu virus

https://www.rcsb.org/structure/1B9V

1C1B

proteins of HIV virus

https://www.rcsb.org/structure/1C1B

1CVU

mouse protein

https://www.rcsb.org/structure/1CVU

1CX2

mouse protein

https://www.rcsb.org/structure/1CX2

1D3H

human protein

https://www.rcsb.org/structure/1D3H

1EZQ

human protein

https://www.rcsb.org/structure/1EZQ

1FM9

human protein

https://www.rcsb.org/structure/1FM9

The proteins and the co‐crystal themselves alone are not enough to perform the docking, so
the geometrical property of the pockets (volumes) are required. Then we run the POCKET
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module of LiGen to produce the pockets probe spheres (see Figure 2), to define the volumes
and the surfaces used to evaluate the ligand conformers.
The full dataset is available in the ANTAREX gitlab:
https://gitlab.hpc.cineca.it/antarex/chemlibs
This set, containing about 110K ligands, was used for the scientific paper reporting the
GEODOCK performance, autotuning capabilities and validation:
Gadioli, Davide; Palermo, Gianluca; Cherubin, Stefano; Vitali, Emanuele; Agosta, Giovanni;
Manelfi, Candida; Beccari, Andrea; Cavazzoni, Carlo ; Sanna, Nico; Silvano, Christina
"Tunable Approximations to Control Time‐to‐Solution in an HPC Molecular Docking Mini‐
App" submitted to “Transactions on Computers” in 2018, (under review).
The datasets for preparing the pre‐exascale run (subset of DS3)

This database contains more than 1 million of molecules, which under any other condition
could be seen as a very large dataset for docking applications. The subset was prepared to
contain a good mix of small and large molecules, since this has some implication in
balancing the parallelization of the application and it allow better estimate of time to
solution. The dataset was used in development, testing and benchmarking the application.
The protein targets for this study are a superset of the proteins reported in Table 1. The
whole set is reported in Table 2.
Dataset of drugs for validating the GEODOCK application (DS4)

A database containing about 12K pharmaceutical compounds between drugs launched or
under active development in clinical phases, obtained merging the Comprehensive
Medicinal Chemistry database and the Integrity database, was also used to test the
GEODOCK application. In particular, it was docked in the 26 pockets of ZIKA proteins and the
results were analysed to further validate the protocol used for the experiment with 1.2
Billion of ligands.
Table 2: Full set of proteins (superset of those reported in Table 3) used in optimizing the parameters (score
thresholds) for the experiment with the large dataset. All above proteins, co‐crystals and description are
available at https://www.rcsb.org/structure/ just by appending the protein name to the URL, e.g. to get the
protein 1B9V, just point your browser to: https://www.rcsb.org/structure/1B9V

1B9V

1FM6

1YDT

1LPZ

1BXQ

1C1B

1FM9

1FZM

1PSO

1CTR

1CVU

1FQ5

1GVX

2HNX

1HP0

1CX2

1GWX

1H23

3L3N

1OYT

1D3H

1HVY

1IIQ

4DJP

1EZQ

1FCX

1MQ6

3NHI

4GID

1FL3

1S19

1BR6

1UML
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2.2 The target proteins
The proteins chosen as the target to validate the ANTAREX autotuned GEODOCK application
of UC1 experiment represent relevant proteins of the virus responsible for the Zika
disease. The protein codes and the link to the database from which the 3D structure have
been downloaded are reported in Table 3. The target has been chosen because of its
relevance in health care, as a potential pandemic disease. So the results of the validation
study and the successive exploitation of the ANTAREX prototype have the potential to shed
some new light on possible treatment for this relevant disease.
Table 3. Key Zika virus proteins used as validation set, and URL to the resource containing the 3D crystal
structure.

5H6V

https://www.rcsb.org/structure/5h6v

5TFN

https://www.rcsb.org/structure/5TFN

5U0B

https://www.rcsb.org/structure/5U0B

5VI7

https://www.rcsb.org/structure/5VI7

5WXB

https://www.rcsb.org/structure/5WXB

5Y4Z

https://www.rcsb.org/structure/5Y4Z

5U0C

https://www.rcsb.org/structure/5U0C

5JHM

https://www.rcsb.org/structure/5JHM

5VIM

https://www.rcsb.org/structure/5VIM

5K6K

https://www.rcsb.org/structure/5K6K

5TFN

https://www.rcsb.org/structure/5TFN

The 3D structure of these proteins is publicly available through the web site:
http://www.wwpdb.org .
As an example, the picture of the first protein (5H6V) is shown in Figure 1.
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Figure 1: the 3D structure of 5H6V

In these proteins, Dompè identified 26 pockets considered potential binding sites of
candidate drugs. Each of these pockets has been given a specific code, used all along the
different tests and benchmarks. In Table 4, we report the lists of pockets selected for the
validation of the ANTAREX autotuned GEODOCK application.
Table 4: Lists of protein pocket codes selected for the validation. Each code is composed of the name of the
protein and the list of key interaction sites forming the pocket, as computed by LiGen PASS and POCKET
modules. The pockets with the “_lig” suffix are identified by using the protein co‐crystal.

5H6V_2‐6‐26

5TFN_4‐1‐24

5U0B_5‐12‐13‐76

5VI7_20‐53

5WXB_1‐2‐4

5Y4Z_lig

5H6V_lig

5U0B_1‐3‐45‐56‐103

5U0C_10‐11‐22

5VI7_9‐23

5WXB_15‐26‐19

5JHM_1‐6‐7‐34

5U0B_18‐44‐91

5U0C_1‐4‐5

5VIM_11‐21‐44

5WXB_1‐6‐28

5K6K‐dimer_5‐12‐16

5U0B_25‐108

5U0C_3‐7‐64‐81

5VIM_2‐15‐18

5Y4Z_1‐4‐68

5TFN_28‐6‐11

5U0B_2‐7‐24‐50

5VI7_1‐8‐5

5VIM_lig

5Y4Z_5‐58
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Pockets are identified by a cluster of probe spheres around the pocket location in the
protein. Pocket probes are then used to define a volume where the drug molecules are
docked. As an example, in Figure 2 we show the probes defining the volume of pocket
5H6V_2‐6‐26 of protein 5H6V of Figure 1. Protein pockets have been computed by using
LiGen PASS module (Putative Active Site with Spheres) to identify active protein sites and
POCKET module to build a 3D grid with key interaction sites, to be used to constrain the
search volume of GEODOCK.

Figure 2: the pocket 5H6V_2‐6‐26 of protein 5H6V displayed in Figure 1
2.3 The ligands database (DS3)
The ligands are small organic molecules (containing in the order of 100 atoms), whose
affinity (binding energy) with the protein pockets should be evaluated (by mean of docking)
in order to become candidate drugs. As an example, in Figure 3 we report a picture of a
ligand, and the same ligand docked to a protein.
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Figure 3. Left panel shows the 3D structure of a ligand. Right panel shows the same ligand as docked in
the protein pocket.

The database of ligands used for UC1 experiments with the final prototype contains about
1.2 Billion molecules with their 3D structures in “mol2” standard format. The database has
been prepared by following the procedure displayed in Figure 4 and described as follows.
About 1 Million of commercial available reactants (the Building Block Database, shown in
Figure 4, top right, as Commercial Catalog) were combined by using 10 chemical reactions
selected among one hundred of robust, one‐step, organic reactions commonly used by
medicinal chemistry (reported in Figure 4, top left). In particular ring‐forming reactions were
selected, because ring closure allows to build new scaffolds and increase the structural
diversity of the chemical space defined by the new generated molecules.
The reactions are encoded by means of smarts which is a language that enables us to
specify substructures of molecules by using specific rules taking into account not only atoms
and bonds, but also the chemical environment of each atom. In more detail, the coding of a
reaction includes on one hand the smarts defining the atoms of the reactants directly
involved in bond rearrangements or essential for the reactivity and, on the other hand, the
smarts defining the atoms of the product as modified by the reaction.
The enumeration of the products was performed by using the Pipeline Pilot protocol
running on a server of 32 processors and 512 GByte of RAM. The first step was the reactant
sub‐structural search in the Building Block Database that enables us to identify subsets of
building block that participate to each reaction. Then the subsets for each reaction were
combined by obtaining a list of products generated by all the combinations between the
reactants (see Figure 4, top central block).
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Figure 4: generation of the large dataset containing 1.2Billion ligands to be docked
The database of 1.2billion was then characterized in terms of physic‐chemical properties
and structural diversity with respect to bioactive compound databases showing a very high
percentage of diverse scaffolds with a very similar drug‐like profile.
Finally, the 3‐dimensional atomic coordinates for each molecule were calculated (see Figure
4, central middle block) by carrying out a few cycles of energy minimization at the end of
the process to clean up the structures and remove any bumps, and saved in mol2 standard
format (see Figure 4, central bottom block).
The raw implementation of the database generated as described above, consists of a
collection of 60 files containing a set of 3D structures stored in “mol2” ASCII file. Each file
contains in the order of 20 million ligands and its size (uncompressed) in GByte is
approximately 100GByte. In total there are 1.2 Billion of ligands occupying 6 TByte of disk
space.
Moving, reading and processing a single file of 6 TByte containing 1.2 Billion of 3D structures
(varying in type and size) would have been almost impossible given the current generation
of supercomputers. So the dataset has been organized in several files to be managed easily
and to have the possibility to process them by using multiple independent jobs. On the
other side, having too many files would have made difficult to manage them as well. After
some exploration, we found that a dataset organized in 60 files of 100 GByte represents a
good trade‐off for managing this kind of data.
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Nevertheless 100 GByte and 20 million ligands are still too large for application
development, testing and validation. Then we defined two smaller datasets, one with 110K
ligands (as described in the Section 2.3) used to develop the GEODOCK prototype mini‐app
(see also D4.3), and a larger one made of about 1 Million ligands (described in the Section
2.4) to run a scalability benchmark in preparation to the pre‐exascale run described in D4.4.
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3 Database pre‐processing and deployment
In this chapter, we describe how the large database has been brought to the Marconi
supercomputer and what pre‐processing activities were required to verify and optimize it in
terms of stored information (3D structures) and I/O (read/write performance).
3.1 Data transfer to Cineca
The data transfer facility GridFTP was used to transfer the datasets: the collection of 60 files
containing the 1.2 Billion ligands 3D structures occupying about 6 TByte of disk space.
GridFTP was chosen because it provides a high‐performing, secure and reliable protocol to
move such large files, more efficient with respect to simple file transfer mechanisms such as
FTP and SCP.
3.2 Structure optimizations
The database of ligands as generated by the third‐party application combining the library of
commercially available compounds with a set of chemical reactions (see Figure 4) generates
3D structures which are not geometrically optimized, or at least not using a validated force
field like the one implemented in LiGen (MMFF94). Then to eliminate spurious effects not
depending on the ANTAREX autotuned prototype, but from a biased geometry, we decided
to optimize the geometry of the full dataset, using the LiGen RELAX module, able to find a
minimum energy 3D structure of the ligands by using the MMFF94 force field.
When we run the structure optimization on a so large dataset, we found that a small
percentage of test compound was presenting topological problems and for this structures it
was not always possible to converge the structure optimization. We then implemented a
workaround, that on some case was able to remove the topological problems. The
workaround consists of temporarily removing hydrogen atoms (during the optimization) to
add them back before the printout of the optimized structure.
Other two minor problems were affecting the minimization procedure: some of the atom
species were not given an atom type in the MMFF94 force field, and for some other
structure bond constants were missing as well. Both problems did not enable the structure
minimization to converge. Luckily all these problems were affecting only a small percentage
of the molecules in the DB (less than 1%).
Then we classified the ligands in four categories: 1) well‐formed ligands that LiGen can
optimize; 2) ligands with topological problems that LiGen cannot optimize; 3) ligands with
bonds without a corresponding bond parameter in MMFF94 and 4) ligands with atoms
without a corresponding atom type in MMFF94.
Given the small percentage of problematic ligands, this was a problem for the validation of
the ANTAREX prototype. We just leave out ligands falling in categories 2, 3 and 4, to be
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eventually considered for a subsequent inspection from Dompè scientists, after the end of
ANTAREX project.
3.3 Preparation of the HDF5
When we started to manage and process the large database with 1.2 Billion of ligands with
GEODOCK, we found that ASCII or BINARY files containing small objects (less than 1 KByte)
were not efficient on the parallel file system of Marconi (IBM GPFS). This is due to the fact
that the file system is a block device, and each block (in our setup) is roughly 16 MByte.
Then accessing objects of 1KByte we are ending‐up wasting a lot of I/O bandwidth and with
a very low efficiency.
To address this problem, we studied different file formats that can cope better with large
blocks. We then choose to use HDF5 file format, because it can store structured and
unstructured information, cope with large blocks (once properly tuned and configured) and
HDF5 API are being considered in many different Exascale projects to remove the limitation
of POSIX file systems. The drawback is that we had to convert mol2 files in HDF5, and a we
had to play and tune a lot of HDF5 parameters. Technical details about the use and the
setup of the HDF5 file format are reported in D4.4
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4 Validation and exploitation of the results
The final validation step consists of the analysis of the resulting information gained by
Dompé from the new UC1 final prototype runs made on the largest available resources at
CINECA. Those results are validated with respect to initial LiGen dock code either in term of
drug design outcomes and/or performance expectations of future (exascale) architectures.
In this chapter, Section 4.1 describes the selected target for validating the ANTAREX
outcome and for the next exploitation (made possible with additional Cineca and Dompè
resources outside of the ANTAREX project), together with the procedure used to validate
the results generated with the autotuned GEODOCK geometrical score application against
the chemical score computed with the LiGen Dompé proprietary application. In Section 4.2
we describe the outcome of the analytics of the validation results. Finally, in Section 4.3 we
report how the validation set will be made available.
4.1 Definition of the validation procedure
Validating the results of the ANTAREX autotuned GEODOCK application requires the
comparison with the results obtained using the production Dompè application, named
LiGen, on the same dataset, but using an already validated scoring function based on the
chemical affinity of the ligand with the protein within the protein pocket. This is not a trivial
task essentially because of the huge amount of 3D molecular structures to be managed, and
because it requires a massive use of the Marconi supercomputer.
Since the validation is a non‐trivial task and the computational and human resources
involved are significant, a well‐defined and carefully designed plan was required. Together
with Dompè, we set up a procedure composed of 7 steps: 6 computational and processing
steps (as shown in Figure 5), and one data analytics step described in Section 4.2.
The first step of the procedure consists of the structural minimization of the ligands
contained in the database as described in Section 3.2. Not all optimizations converge (see
Section 3.2 for more details) and only the converged structures (the large majority > 99%)
are passed to the next step.
The second step consists of running the ANTAREX autotuned prototype (GEODOCK) to
generate all the different poses of each ligand. GEODOCK acts on the rotamers of the ligand
and uses a geometrical scoring function (Called PACMAN score) to rank the poses. Poses
that well fits inside the protein pocket are ranked higher than others. The parameters to
generate the poses (also called software knobs in the autotuned GEODOCK) are set to give
the largest coverage of generated 3D structures, given the time limit constraints. This
second step, in our validation dataset with 1.2 Billion of ligands, generate up to 8 Trillions of
valid poses. This is beyond the possibility of a direct computation of chemical scores on
today supercomputers.
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Figure 5: Steps towards building the validation dataset. The left panel reports the
computational steps to be performed on the Marconi pre‐exascale system based on
Xeon PHI processors. The central panel reports the number of individual 3D objects
(ligand poses) to be managed (B stand for Billion, PS is the Geometrical score, CS the
Chemical score). The right panel report the number each CPU hours required by each
step.
Therefore the third step is meant to reduce the dataset of generated poses from the
previous step: We decided to take only the best 10 poses for each ligand. Obviously it may
happen that a good candidate pose is ranked lower, but an exhaustive search is impossible.
With the analytic study we made (see Section 4.2), using the dataset containing ligand‐
proteins co‐crystals structures and the dataset of pharmaceutical compounds described in
Section 2.3, we demonstrated that the geometrical score (PS) allows to score higher the
best poses according to the chemical score (CS).
The fourth step consists of running the LiGen scoring module, to compute all the chemical
score on the top 10 poses for each ligand. This is at the end the most time consuming step,
but it can be reduced significantly (for a given set of protein pockets) in future, once a
better confidence in the correlation between geometrical and chemical score will be
defined (this is outside the scope of ANTAREX, and it requires a better understanding of the
role of the geometrical docking).
The fifth step is similar to the third step, and is meant to further reduce the dataset based
on a threshold on the chemical score of the poses. The threshold has been defined by
analysing the chemical score distribution by using the dataset of pharmaceutical compounds
(see Section 4.2).
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The final step consists of running LiGen to further improve the chemical score of the best
poses, and widening the distribution of values in the poses ranking, and build a better
confidence in a smaller set of drug candidate. This is obtained by using another module of
LiGen, which optimize the chemical score by means of a very simple annealing of the ligand
position and orientation in the pocket, around the docking position obtained by GEODOCK.
This optimization does not involve any further internal optimization of the ligand internal 3D
geometry (e.g. bond length and angle as described in Section 3.2), the ligand pose is here
considered a rigid body. This is enough to obtain scoring improvement in the order of 50%
or even more, for the better poses, widening the distribution of value significantly. Then one
might continue the process further and, after one more step of reduction in the number of
poses to be evaluated, apply a proper pharmacophoric docking by using the original docking
module of LiGen. To do that, we need to reduce the number of poses by one/two orders of
magnitude, given that this is the difference in performance between the simple score
optimization and full pharmacophoric docking. This step will be clearly executed in future
production phase of the new pipeline (see Conclusion) built on the ANTAREX outcome, but
it is not part of the validation being outside of the scope of the ANTAREX project.
4.2 Validation against chemical score
The first validation step was related to the geometrical scoring function (PACMAN score, PS)
calculated by GEODOCK and used to rank the poses generated for each ligand. The dataset
described in Section 2.1, containing 33 x‐ray crystal structures of ligand protein complexes,
was used for the validation.
The 3‐dimensional structural data of each complex, obtained from x‐ray diffraction
experiments and collected in the Protein Data Bank, provide the actual pose of the ligand
within the protein pocket, then can be used as reference to evaluated the poses obtaining
by GEODOCK. In particular, the comparison between the x‐ray structure pose and each
docking pose was performed in terms of RMSD (root‐mean‐square deviation) value, which is
the measure of the average distance between the corresponding ligand atoms in the two
poses.
The best RMSD (lowest value) was calculated among all poses generated by GEODOCK for
each complex respect to the crystal structure and in almost all 33 cases it has a value lower
than 3 Å and in the most cases lower than 2 Å (representing a good result). Then we wanted
to verify that the top scored docking poses in terms of PS would include those poses with
the lower RMSD values. In particular, we validated that in almost all complexes, the best ten
docking poses, sorted by PS, include the five poses with lower RMSD with respect to the
crystal structure.
On the basis of this validation, we decided to keep only the best 10 poses generated by
GEODOCK for each ligand (Step 3 of Figure 5), in order to intensely reduce the number of
poses to be passed to the next step, but being sure that most of the best poses are not lost.
Figure 6 reports the results of this validation in terms of Enrichment Factor (EF) calculated
for increasing values of the number of poses in the top scored list. The EF corresponds to

Page 17 of 24

H2020‐FETHPC‐1‐2014 ANTAREX‐671623
D4.5 – V01

the ratio between the fraction of the five poses with lower RMSD recovered in the top poses
with respect to the entire set of poses, then higher values of EF (coloured in green in the
Figure 6) are preferred. This means that the PS allows to rank the poses retrieving in the top
positions the poses with lower RMSD with respect to the crystal structure.
As a further validation of the protocol to be used for the experiment with 1.2 Billion of
ligands, we analysed the GEODOCK outcome of the dataset of 12K pharmaceutical
compounds, docked in the 26 pockets of ZIKA proteins.
Figure 7 reports for each pocket (in the x axis) the mean chemical score, with the standard
deviation in the bars, of the best ten poses in terms of PS (in blue) of all docked ligands that
pass the GEODOCK filters and accommodate in the pocket with respect to the average
chemical score of all the poses generated by GEODOCK for the same docked ligands (in
yellow).
The chart clearly shows how, in almost all cases, the average chemical score considering
only the top ten poses sorted by geometrical score increases respect to the average
chemical score of the all poses generated by GEODOCK, indicating an actual correlation
between the scores.
We can also note that the mean CS range from 4.5 to 5, values confirmed by the plot in
Figure 8 reporting the CS distribution of the best ten poses of all docked ligands for each
pocket. On the basis of this analysis we decided to set to 4.5 the threshold of the CS to
further reduce the docked poses that pass to the next step of the analysis, ensuring, also in
this case, to eliminate mainly not interesting poses.
Finally, the correlation between geometric score and chemical score was confirmed also by
the 2D plot of the CS mean and PS mean of all poses for each ligand in each pocket (Figure
9) with a value of the Pearson correlation coefficient of 0.62. The Pearson correlation
coefficient increase to 0.64 considering only the ten best poses instead of all poses for each
ligand.
Thus we can conclude that, in the GEODOCK outcome, the geometrical score allows to
prioritize poses that probably score high also with the chemical score, thus combining the
scores to filter the compounds as reported in the workflow described in Figure 5 should
highly increase the chances to find interesting compounds at the end of the process.
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Figure 6: Enrichment Factor (EF) calculated for increasing values of number of poses in the
top scored list
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Figure 7. Average chemical score, with the standard deviation in the bars, of the best
ten poses in terms of PS ( in blue) of all docked ligands that pass the GEODOCK filters
with respect to all the poses generated by GEODOCK for the same docked ligands (in
yellow).

Figure 8. CS distribution of the best ten poses of all docked ligands for each pocket
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Figure 9. CS mean and PS mean of all poses for each ligand in each pocket. Note that low
PS never corresponds to an high CS (meaning that if a ligand does not fit geometrically
in a pocket the probability of binding between the ligand and the protein is close to
zero), whereas high PS may correspond to low CS (in this case the ligands can fit
geometrically, but they may have a repulsive interaction with the protein which is not
captured by the geometrical docking).
4.3 Publication of the dataset
A significant subset (over 4.5 Million ligands) of the full validation database is available
through the EUDAT service upon request, the dataset PID being 11100/53fd0ff6‐100d‐
11e9‐a612‐e41f13eb41b2. The same dataset is accessible via dedicated EUDAT universal
handler. EUDAT was confirmed as the best choice since it has the space and the structure to
store several TBytes of data of large files, and, not less relevant, we can take advantage of
an in kind contribution from Cineca taking care of the cost of the service for at least the
next 5 years.
The dataset uploaded to EUDAT contains a subset from the original files (reaction4.mol2
docked to the protein pocket 5JHM_1‐6‐7‐34) as produced by Dompè with the procedure
described in Section 2.2, and the HDF5 file containing the same information, but optimized
for parallel file system. In particular, the mol2 file contains all the ligands generated with a
specific reaction starting from the commercially available libraries of reactants.
The availability of dataset on EUDAT, it is an important contribution to the scientific
community, so that other project and initiatives can develop, train, test and validate other
approaches to the drug design problem, and compare their performance and effectiveness
by using a common complex data baseline.
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5 Management of the source codes and benchmark results
Besides the databases of ligands used as input for the UC1 experiment, there was the need
to manage source code and ancillary files and scripts, which do not require a huge space,
but more control over the revisions being developed over time.
5.1 git repository for source code
To manage source code as well as reference dataset (at least the small one initially provided
by Dompé) revisions and facilitate working in team, we use a GitLab group hosted at Cineca
that comprises several repositories, GeoDock source and reference chemical libraries above
all. All UC1 developers have been granted access and additional users can be added upon
request as long as they hold a valid account for Cineca HPC systems. Details on the
repository as well as instructions have been circulated to the ANTAREX partners, and
already reported in deliverable D4.3.
5.2 Benchmark results
All data collected during the initial and final benchmark campaigns (and analysed in D4.4)
have been shared among UC1 stakeholders and kept up to date in a single Google Docs
document, accessible upon request via usual Google authentication mechanisms. All the
relevant input and output data has been made available upon request via dedicated EUDAT
universal handler.
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6 Conclusion: Lesson learned towards Exascale applications
Managing large collection (> 1Billion) of small objects (~1KByte), to be processed with an
application running on today supercomputers is still challenging, mostly because the nature
of posix filesystems (like GPFS), and the speed of connection between the datacenter and
the remote station (in our case Dompè R&D head quarter).
In particular, the block structure of a large file system forces an access pattern in chunk
whose size (16 MByte) is much larger than the size of the single object. Then we were
forced to change the data format and translate the standard “mol2” object into a large
HDF5 file, to exploit the performance of the parallel file system.
Since with the optimized autotuned new application prototype, we were able to massively
scale‐out the generation of ligand poses, we end‐up transforming a CPU‐bound problem
(where most of the time was spent in processing the ligand) to an I/O bound problem
(where most of the time is spent in I/O transactions, non necessarily in I/O transfer, since
the data objects are tiny, just around 1KB).
This was clearly a limitation, and in particular for future production jobs using GEODOCK and
LiGen in a pipeline. Since, by design, the large majority of poses are deemed to be
discarded, considering only the geometrical fitting with the protein pocket, storing them to
the disk is in principle not necessary. But it was required by the ANTAREX design since the
prototype was developed outside and independently from the proprietary LiGen code, then
to build the pipeline between the two codes it was necessary to store the intermediate
results.
To avoid storing the intermediate GEODOCK results the solution found, was to build
GEODOCK as a library and call it on the fly by LiGen where all the processed poses are
generated on the fly and filtered according to threshold validated for a given set of proteins.
The resulting processing flow chart is reported in Figure 10. This development was outside
the scope of the ANTAREX project, but, given the quality and the relevance of the ANTAREX
prototype, Dompè already started to develop the LiGen interface to GEODOCK. Before the
end of ANTAREX, Dompè was able to succesfully test a first alpha release of the new in
memory pipeline, reported in Figure 10. This new pipeline consists essentially in three steps
(as compared to the six steps of the first pipeline proposed in Figure 5).
The first and third steps of the new pipeline (Figure 10) are identical to the steps one and six
of the original pipeline (Figure 5). Whereas the second step substitutes the second, third
fourth and fifth steps of the previous pipeline. This consists in a single (or many, depending
on the setup of the queuing system and available resources) high throughput job managing
the full set of ligands (1.2Billion) being able to process on the fly more than 8 Trillion of
ligands poses (this is clearly possible only using a large fraction of high‐end supercomputer
like Marconi), and reduce to a more manageable set of 11 Billion of ligands to be scored
according to the geometrical and chemical fitting. It is remarkable that the whole job takes
about 9.5 Million CPU hours, which corresponds just to a job length of one and a half day
on the overall Marconi KNL partition.
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Figure 10: Modified process for the docking of the full set of 1.2Billion ligand by using
the new version of LiGen exploiting the ANTAREX autotuned GEODOCK module, called
“on the fly” with in memory processing of the intermediate result reduced before calling
the LiGen scoring module.
The lesson learnt is that with the autotuned application (GEODOCK) developed in
ANTAREX and integrated in the LiGen code, we made it possible to explore the huge
chemical space of almost all known molecules available to build drugs within one day of
today supercomputer, a time that can even become less than one hour on future Exascale
systems. From the point of view of the drug industry (but for the scientific research as well)
this perspective open up the possibility to shorten the path from the discovery of a health
threat, like the case of a sudden pandemic virus, to the prompt availability of candidate
drugs. From the point of view of the European HPC, the possibility to deliver a result on
huge chemical spaces in less than one hour, makes the future European Exascale systems
of primary interest for the pharma industry.
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