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1 Introduction
In this document we report on the activities carried out in T4.3, related to the validation and
assessment of the final prototype of the Use Case 1. More in details, we report on the
performance and scalability of the final UC1 prototype (GEODOCK mini‐app) using the
datasets (small and large) properly setup in WP4 as described in D4.5. We describe how
GEODOCK has been ported to the Marconi supercomputers and the optimization required
to scale up, especially regarding the I/O. The tests and runs described in this deliverable are
meant to validate the prototype from the point of view of the HPC functionalities, and not
from the point of view of the outcomes of the drug design simulations, which are reported
in D4.5.
In Section 2, we present the characteristics of the Marconi supercomputer partition used to
validate the prototype in a massively parallel environment. In Section 3, we report the
results of the scalability and performance tests executed on the Marconi supercomputers.
In Section 4, we explain new parallelization paradigms adopted to better scale‐out the
massively parallel execution. In Section 5, we describe the scalability results obtained with
the new approach implemented in the final prototype and how it compares with the
previous implementation. Finally, in Section 6, we report some conclusions and the lesson
learned running the UC1 prototype at scale on Marconi supercomputer and how we can
extrapolate the results obtained towards the Exascale systems.

2 The Marconi A2 partition and the test setup
The target platform is the A2 partition of the Marconi system, composed of 3600 nodes
each one equipped with a single 68‐core Intel Xeon Phi 7250 CPU, micro‐architecture
Knights Landing, running at 1.40 GHz. Each core is capable of 4‐way hyper‐threading that
gives the ability to run 272 hardware threads per node. Each node is completed by 16 GB of
MCDRAM (configured in cache mode) and 96 GB of DDR4 main memory.
Regarding the software environment, we experienced several blocking issues with the
official production stack as the combination of Intel compiler and Intel MPI (provided by the
Parallel Studio XE Cluster Edition 2018) when parallel I/O is performed via HDF5 (see Section
4 for details) proved itself to be actually unusable since it steadily leads the GeoDock
application to crash following MPI internal errors.
A new test software stack has been installed with the help of the Spack dependency
manager; the whole stack is based on gcc‐8.2.0 and openmpi‐3.1.3 built with PMI2,
PSM2 and Slurm support enabled in order to provide the same degree of functionalities and
efficiency provided by the official environment. Full details of the build environment are
available in the GeoDock repository.
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3 Benchmark results
An extensive benchmark campaign has been conducted to assess the capability of the
original GEODOCK implementation to scale up to thousands of nodes.
3.1 Weak scalability
The weak scalability assessment has been conducted on the Marconi A2 partition, using a
constant amount of 100 ligands per task (taken from the reaction_2_2.mol2 test file and
docked against the 1b9v target pocket, both provided by Dompé ‐ See D4.5 for more details
on datasets) and 68 tasks per node. Results are reported in the Table 1.
Table 1: Strong scaling results for the original GeoDock application
N Size
[no. of nodes]

T Size
[no. of tasks]

P Size
[no. of ligands]

Wall Time [s]

Size of results data
[GB]

8

544

54400

202

43

16

1088

108800

192

88

32

2176

217600

209

186

64

4352

435200

233

373

128

8704

870400

400

682

256

17408

1740800

error

error

We can notice that starting from 256 nodes (and upwards) the underlying MPI
implementation (initially IntelMPI but additional attempts using OpenMPI have been carried
out with a similar outcome) began to fail with communication timeouts and random internal
errors (segmentation faults). This behaviour has been accounted to the master task’s
latency: over a threshold (consistently observed at 256 x 68 MPI tasks). The latency of the
master tasks' receive‐and‐store loop was long enough to be comparable to the inter‐arrival
time of new results, filling the MPI buffers with results sent back by the remaining slaves
and leading the whole communicator to be shut down by the operating system.
3.2 Strong scalability
The strong scalability assessment has been conducted on the Marconi A2 partition by using
a constant amount of 32 nodes, 68 tasks per node and an increasing amount of ligands per
task (taken from the reaction_2_2.mol2 test file and docked against the 1b9v target
pocket, both provided by Dompé). Results are reported in Table 2.
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Table 2: Strong scaling results for the original GeoDock application.

The number of nodes is kept constant, and equal to 32.
P Size
[no. of ligands]

Wall Time
[s]

Size of results data
[GB]

2048

35

1,8

4096

52

3,5

8192

68

6,8

16384

67

13

32768

79

26

65536

99

51

131072

145

109

262144

285

225

524288

516

448

1048576

805

834

2097152

1594

1700

4194304

3562

3400

8388608

7860

6900

16777216

12637

13500

Given the constant amount of MPI tasks, the issues experienced during the weak scalability
tests are not present here, while another issue arose: the size of the results data
(represented in the ASCII‐based mol2 format) has proven itself to be hardly scalable since
the last test, comprised of just 16M ligands, lead to a 13.5 TB results file.
3.3 Discussion
Given the results coming from the scalability benchmarks on the initial parallelization
schema, the need for a thorough refactoring and a new approach to enable much higher
scales became clear. The issues highlighted by the benchmarks were:
1. Master tasks latency in distributing new molecules to the slaves;
2. I/O overhead due to ASCII based format;
3. Impossibility to concurrently operate on output files that leads to the same latencies
involved in the distribution of input data.
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4 New parallelization approach
Given the results coming from the scalability benchmarks on the initial parallelization
schema, the need for a thorough refactoring became clear. In order to address these issues,
the need for a complete overhaul of the parallelization schema became clear.
4.1 High throughput with MPI‐IO and HDF5
In order to tackle the I/O bottlenecks, an approach based on the HDF5 file format over MPI
parallel I/O has been deemed as the most feasible and sustainable scalability approach.
The MPI‐IO implementation was required to manage the hierarchical organization of tasks
in the communicator as producers, e.g.: the user tasks actually requiring/producing data,
and aggregators, implicit tasks whose duty is to collect data produced by the participants in
a collective write operation, coalesce them and organize the soon to be written data blocks
in a way that the actual output operation towards the underlying parallel file system
exploits its strengths to pursue an optimal sustained bandwidth.

Figure 1: MPI‐IO architecture with aggregator tasks
The HDF5 file format, highly optimized for storage footprint and throughput, proved to be a
convenient choice. All the actual MPI‐IO calls are performed by the HDF5 runtime, thus
enabling the application to remove all the explicit MPI calls thus adopting implicit
parallelism. Since its official C++ API is lacking all the safety and efficiency features provided
by the latest versions of the language standard, a new type safe API based on modern C++
has been implemented and exploited throughout all I/O operations. This allowed the code
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base to become much more robust, expressive and concise thanks to well established
modern best practices as ownership semantics, RAII and zero‐cost strong typedef‐s.
The dataset schema adopted is designed to allow the maximum possible throughput by
making all the worker tasks completely independent from each other, maximising parallel
data transfers to and from the available GPFS parallel file system on Marconi. The details of
the dataset schema, expressed in terms of HDF5 file data types, follow.

Molecules (input ligands)
This dataset acts as an index for accesses to atoms and bonds datasets. A single entry allows
the worker to read the whole ligand with just two subsequent read operations from the
atom and bond datasets.
DATASET "/molecules" {
DATATYPE H5T_COMPOUND {
H5T_STD_U64LE "Index (dataset) of the first atom";
H5T_STD_U64LE "Index (dataset) of the first bond";
H5T_STD_U16LE "Atom count";
H5T_STD_U16LE "Bond count";
}

Atoms
The dataset containing all the atoms composing the ligand. All the original information
carried by the mol2 format are reported. It comprises the following fields:
DATASET "/atoms" {
DATATYPE H5T_COMPOUND {
H5T_IEEE_F32LE "x spatial coordinate of the atom";
H5T_IEEE_F32LE "y spatial coordinate of the atom";
H5T_IEEE_F32LE "z spatial coordinate of the atom";
H5T_STRING {
STRSIZE 6;
STRPAD H5T_STR_NULLTERM;
CSET H5T_CSET_ASCII;
CTYPE H5T_C_S1;
} "Type";
}
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Atomic bonds
The dataset containing all the bonds between the ligand’s atoms and their type. Atoms are
expressed as indexes related to the /atoms dataset. It comprises the following fields:
DATASET "/bonds" {
DATATYPE H5T_COMPOUND {
H5T_STD_U16LE "Index (molecule) of the former bond atom";
H5T_STD_U16LE "Index (molecule) of the latter bond atom";
H5T_STRING {
STRSIZE 3;
STRPAD H5T_STR_NULLTERM;
CSET H5T_CSET_ASCII;
CTYPE H5T_C_S1;
} "Type";
}

Docking results
The dataset containing docking results as feasibility and (if feasible) the score assigned to
the pose. As in the previous datasets, references to other entities are expressed as indexes
(offsets in the corresponding HDF5 dataset). It comprises the following fields:
DATASET "/results" {
DATATYPE H5T_COMPOUND {
H5T_STD_U64LE "Index (dataset) of the target molecule (ligand)";
H5T_STD_U8LE "Index (search space) of the target pose";
H5T_IEEE_F64LE "Pacman score";
H5T_IEEE_F64LE "RMSD score";
H5T_STD_U8LE "Bumping flag";
H5T_STD_U8LE "Pocket fitting flag";
H5T_STRING {
STRSIZE 10;
STRPAD H5T_STR_NULLTERM;
CSET H5T_CSET_ASCII;
CTYPE H5T_C_S1;
} "Pocket codename";
}

For efficiency and performance reasons, all the input and output entities have been
translated from the former types originally implied throughout the docking code to data
types with a statically defined memory layout: while the former entities are still in use by
the docking algorithms, all the I/O and operations happening at the boundary between
GeoDock and HDF5/MPI‐IO are now expressed as standard layout types that have been
directly mapped to the HDF5 schema reported above.
The self‐contained nature of the results dataset’s entry enables the working tasks to write
each one to its own private view of the single, whole output file.
This property become extremely useful when the support for MPI parallel I/O has been
introduced as a backend for the HDF5 operations. The MPI‐IO standard has been designed
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to scale over large communicators by grouping producer tasks in sets in which each task
would send its own output data to a single aggregator task whose duty is to collect and
coalesce data in order to fit the underlying parallel file system constraints.

Figure 2: Output file parallelization schema with disjoint write views over the output
data space
After the pre‐processing phase completed, which is an operation required just once, the full
docking workflow is composed of the following steps (see also Section 4.1 of D4.5 for more
details):
1. Large scale geometrical docking and scoring, without any pose filtering. Just the
evaluation result for each pose is written to the output file. The absence of an
immediate filtering is crucial to be able to precompute the amount of output data
each task is going to produce and correctly set the parallel writing windows
accordingly;
2. Post processing and evaluation, with a filtering based on the score. The typical
filtering factor suggested by Dompé is 10 poses out of the initially 256 evaluated;
3. LiGen run on the selected poses, re‐calculating the full geometry of the pose atoms
(discarded by step 1) and finally its chemical scoring.
4.2 Intra‐node thread‐based parallelization
In order to address the issues with MPI scaling to a communicator bigger than 30k tasks, the
need for a intra‐node shared memory parallelization became essential to lower the pressure
on the management overhead of the communicator itself. Considering its large adoption as
the de‐facto standard approach for shared memory parallelization in HPC applications,
OpenMP has been chosen. Given the worker task’s loop pseudocode on P (the set of target
pockets) and L (the set of ligands assigned to the worker task), we have:
∀pocket p
P
∀ligand l
L
∀pose index i

{0,1,...,255}
scorei,l,p = dock i of l against target p

The loop on the ligands assigned to the task (L) has been parallelized using a simple
parallel for directive following the consideration that given the large simulation scales
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that constitute the GeoDock final target, the set would be large enough to scale the number
of threads up to the whole KNL node. In order to enable the maximum degree of
parallelization at the application’s call stack higher levels, the API for the docking function
has been refactored to the scalar form shown above where a single invocation takes a
ligand, a pocket and the wanted pose’s index and computes the geometrical score for the
requested pose only.
Despite the fact that on the KNL microarchitecture the Intel stack is recommended to be
able to easily tackle OpenMP tasks topology, the instance of the Intel compiler available on
Marconi (2018.0.3) is unable to correctly build a working HDF5 instance with MPI‐IO support
enabled so a standard OpenMP approach has been pursued. The Intel documentation
reports how to replicate the proprietary KMP_AFFINITY setting via standard OpenMP
knobs:
● OMP_PROC_BIND=spread when OMP_NUM_THREADS is less than 272 (the full
hardware threading capability), or
● OMP_PROC_BIND=close when OMP_NUM_THREADS equals to 272.
The settings above combined with OMP_PLACES=threads have been used during all
benchmarks.

5 UC1‐FP Release: benchmark and validation
In Figure 3, the weak scaling results for the original approach (geodock/ligen) and the
high‐throughput final version (geodock/ht) are reported. The original version shows a
higher throughput until the scale can be sustained by the underlying runtimes; this is
expected since the weak scaling test campaign has been geared towards evaluating this
original implementation using a constant amount of only 100 ligands per task while the
geodock/ht has been tuned to sustain much larger scales. For example, the block size set
for all HDF5 operations on Marconi is ~16MB, a size that matches exactly the underlying
GPFS block size. That value, that happens to be the maximum possible for GPFS file systems,
means that all I/O operations are highly unbalanced towards exploiting the available
bandwidth when dealing with large amounts of data, e.g. in the weak scaling comparison,
even if each task had to write only ~1MB (the dataset space needed to store evaluation
results for 100 ligands with 256 poses each, as shown in Section 4.1), a minimum amount of
data (the block size of ~16MB) had to be written and read anyway. As a result, the
behaviour shown in Figure 3 highlights the geodock/ht version’s linear throughput
improvement despite the small amount of ligands (and thus, data to be moved to and from
storage) assigned to each task (100 ligands per worker). This linear behaviour shows the
ability of the underlying MPI‐IO implementation to scale flawlessly to communicators
including thousands of nodes despite being tuned for much larger amounts of data to be
managed.
In Table 3 the results for geodock/ht in the same weak scaling campaign as for
geodock/ligen are presented. The difference in Wall Time [s] between the new version
and the previous (Table 2) is a symptom of the small amount of data used for the test
imposed by the need to scale the latter up to meaningful scales without having the runtime
issues that plagued it to show up (to reach 256 nodes a maximum amount of 100 ligands per
task has been used), while the scaling behaviour is linear, as shown in Figure 3 and Figure 4.
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Table 3: Weak scaling results for the new version of GeoDock application
N Size
[no. of nodes]

T Size
[no. of tasks]

P Size
[no. of ligands]

Wall Time
[s]

Size of results
data [GB]

8

544

54400

1648

0,656

16

1088

108800

1655

1,2

32

2176

217600

1662

2,3

64

4352

435200

1659

4,4

128

8704

870400

2393

8,6

256

17408

1740800

2489

15,4

512

34816

3481600

2532

33,3

1024

69632

6963200

2627

68,5

2048

139264

13926400

2871

138,5

Page 12 of 21

H2020‐FETHPC‐1‐2014 ANTAREX‐671623
D4.4 – V01

Figure 3: Throughput comparison (in terms of ligands/s) between the original
(geodock/ligen) and new (geodock/ht) versions of the application
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6 Conclusion and
applications

lesson

learned

towards

Exascale

During the activities towards scaling the GeoDock application up to the whole A2 partition,
several difficulties arose that has been tackled as soon as they surfaced during experiments.

1. Parallelization schema
The first activity had the goal to eliminate the barriers posed by the intrinsic latencies
introduced by the traditional master‐slave parallelization schema. The approach focused on
making all the worker tasks equal and capable to operate independently from each other,
especially when carrying out I/O operations.
By using a traditional master‐slave schema, the latency of the master tasks' receive‐and‐
store loop was long enough to have the MPI buffers filled with results sent back by other
slaves. This pressure lead to failures with all the tested MPI implementations, mainly due
to internal errors and resources exhaustion.

2. Data format and I/O schema
The original I/O data format used a legacy, ASCII‐based format (mol2) that was deemed
unfeasible to be used in extreme scaling situations due to the size needed to store input and
output data and, as a regular file on POSIX systems, unable to be written concurrently by
multiple processes, let alone by multiple distributed MPI tasks.
The first attempt has been to enable each task to write its own mol2 file, but this approach
introduced much more severe issues due to the large number of files produced by a single
run (one for each task): the underlying parallel file system (GPFS) became unresponsive
and laggy to the point that accessing the result files (even a naive directory listing with ls)
took several hours.
The need for a file format suitable for large scale I/O operations and concurrent writing
became clear during the first benchmarking phase and given the properties of HDF5+MPI‐
IO, it has been an easy choice for the I/O refactoring. No explicit communication is done and
the whole balancing of aggregator tasks versus producer tasks is completely managed by
the underlying implementation of MPI‐IO that is capable to coalesce data to fit the
underlying parallel file system characteristics. Moreover, all the results from multiple runs
can now be concurrently written to the same file, greatly reducing the metadata burden for
the underlying parallel file system.

3. Sustained I/O bandwidth
Given the ability of the MPI‐IO implementation to balance the ratio between producer tasks
(the workers) and aggregator tasks in order to evenly distribute the I/O load, one essential
step towards its adoption was to tune the runtime parameters to let them match the
characteristics of the underlying parallel file system. An extensive benchmark campaign
has been carried out to establish a performance baseline (set by the original GeoDock code)
and a peak bandwidth limit (inferred with the help of the IOR benchmark suite). Both input
and output datasets have been converted to a proper chunked layout, needed by the
parallel HDF5 implementation, and optimal values for essential parameters such as chunk
size and chunk alignment have been deduced during this tuning phase. The final sustained
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bandwidth obtained by GeoDock of about 20 GB/s in the face of a real production
environment (where the measured 60 GB/s peak bandwidth has to be shared among all the
running jobs on the same machine) has been deemed as realistically near‐optimal.

4. MPI and job scheduler scalability
During the first attempts at scaling the new I/O implementation to an increasingly large
number of nodes, we experienced several blocking issues with all of the MPI
implementations available (OpenMPI and Intel). When the number of tasks involved in the
communicator exceeded a threshold observed at about 30K (about 450 nodes without
hardware threading), the MPI implementations began to fail due to several internal errors
and timeouts.
In addition to MPI issues, the scheduler managing jobs on Marconi, a Slurm instance, began
to fail due to unavoidable timeouts: our Slurm instance uses PMI2 (Process Management
Interface) to manage and distribute tasks across nodes but that protocol implies a huge
overhead by design since it is required to ship a copy of the whole process database to all
the tasks, causing Slurm to fail due to timeouts during this initial communication phase.
However, it has to be noted that according to Slurm documentation, the solution could be
to build Slurm istelf enabling PMIx (Process Management Interface ‐ eXascale) support, a
brand new facility that should be intended to handle large scale applications using a shared
process database and thus avoiding the need to distribute a full copy to each task.
Unfortunately, enabling it in our installation has been evaluated as a disruptive change that
would have required a full machine stoppage for maintenance and a subsequent pre‐
production period of several days, so the path has been deemed unfeasible given the
ANTAREX deadlines and production needs.
Given the fact that a proper experimentation with PMIx should be carried out prior any
definitive conclusion, a shared memory approach (OpenMP or any other kind of task‐based
approach, our choice prioritized portability) has been considered crucial to the goal of
reaching the scales we are pursuing. OpenMP directives have been introduced in order to
parallelize across the whole ligands set allocated to the task; during an extensive single‐
node benchmarking campaign, a work‐stealing scheduling policy (OMP_SCHEDULE=guided)
has been measured as the most efficient in masking the latencies caused by the intrinsic
computational imbalance between different ligand sizes.
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Figure 4: Throughput (in terms of ligands/s and GB/s) results for the new version of GeoDock
application
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5. System availability
One of the goal of ANTAREX UC1 is to target the full machine capacity by running the large
test case GeoDock UC1 experiment on the Marconi A2 partition as a whole, to collect
feedback in view of future exploitation of Exascale systems.
This task proved to be quite tough, since a number of issues arisen during the execution of
the full scale test, which was not related to the application but to the system.
In particular, the actual feasibility of the prospect had to face the real production needs of
the Marconi system. At the time of writing, the procedure that has to be carried out in order
to be allowed a large scale run requires to:
1. Identify the next scheduled maintenance stop, happening roughly once every two to
four months;
2. Request a run window to be scheduled after the maintenance operations; the
maximum duration of such a window is not known in advance and depends on the
smooth outcome of the maintenance tasks;
3. The job must be submitted immediately after the successful conclusion of
maintenance operations;
Another constraint was posed on the actual availability of compute nodes: while we were
initially aiming at the full 3600 KNL nodes capacity of A2, the only run we were allowed to
allocate comprised a subset of just 3200 nodes due to sanity checks that had to be carried
out prior the system reopening and concurrently any other job running on the same
partition.
We then understood that for HPC high‐end machines regular high‐end jobs have a size
which is roughly 1/8 ‐ 1/4 the full size of the system, and full scale job are allowed only
under special conditions. We expect this not to change for future Exascale system, for which
the typical job may take a partition with a performance in the order of 100PFlop/s.

6. System reliability
The first slot (under special condition) available to run the final version of the UC1 docking
application at full system scale, occurred on Dec. 4, 2018. Unfortunately, after the
successful MPI initialization phase and initial I/O operations, the GeoDock process crashed
due to a single faulty node and the actual hardware fault is still under investigation.
Given the notoriously brittle nature of MPI in large scale runs where a single, small glitch
can immediately crash the whole communicator, a much more dynamic and fault‐tolerant
distributed computing paradigm or, alternatively, much more accessible ways to run large
scale jobs aside regular production could really play a key role as an enabling factor for
the Exascale.
We then decided to immediately reserve a new slot for another full scale run of UC1, and it
will be available Jan. 15, 2019, after the release of this deliverable. But thanks to what we
learned, we plan two different runs:
(1) repeat the same run with a single MPI context running across the whole system, to verify
if it is possible to have better reliability, and
(2) a second run with a slightly modified version of the application, where we have
embedded fault tolerance in the application workflow by breaking down the execution with
several MPI contexts, in particular we assigned to a single MPI context a single protein
pocket (for the final UC1 test case we have 26 protein pockets, as reported in D4.5), so that
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if a node fails during the execution, only the MPI context insisting on such node will crash,
while all the other will continue to the end (losing then only 1/26 of the total results).
In the second case, the possibly crashed MPI context could be re‐run alone afterwards. With
this strategy, we are then confident to demonstrate the feasibility of a Molecular Docking
run on more than 1.2 Billion of ligands using a full scale HPC system.
Looking at future Exascale systems, for what concern UC1, besides the optimization of the
performance, and scalability, we learned that fault tolerant mechanisms will play even a
more relevant role, to exploit the full capability of the system, since Exascale system will
have much more nodes than Marconi ‐ KNL partition with its 3600 nodes for a peak
performance of 10PFlop/s (1% of 1EFlop/s). We also believe this is a general behaviour not
depending on our specific application.

Page 18 of 21

H2020‐FETHPC‐1‐2014 ANTAREX‐671623
D4.4 – V01

7 Appendix: Pre‐exascale UC1 runs held on Jan. 15th, 2019
In this Appendix, we report about the results of the execution of the UC1 test case on a
10.1PFlops partition of Marconi. As described at the end of Chapter 6, we planned two large
scale runs, using two different approaches, to be executed on a large partition taking
advantage of a maintenance slot of the system to be held on January 15th, 2019. This is
because, under normal operational condition of the system, it is impossible to use such a
large amount of resources allocated to national and PRACE projects. For the same reason,
the time window allocated to ANTAREX to use the full partition of the Marconi system was
limited and not long enough for a complete virtual screening simulation as planned, but
enough to benchmark the application and to collect feasibility information for a future HPC
proposal to be submitted as an industrial PRACE project.
At the end of this Appendix, on the base of our benchmark, we quantify the amount of
resources, in terms of CPU hours that should be required through a PRACE project to
complete the virtual screening study over the full set of proteins associated to the Zika virus.
As reported at the end of Chapter 6, we prepared two types of experiments:
 R1 experiment, run for a virtual screening by using the full set of 1.2 Billion of
ligands docked on a single protein pocket of Zika virus.
 R2 experiment, run by using a subset amounting at 4.6 million ligands, representing
all ligands generated with a single chemical reaction, docked to the whole set of 26
protein pockets of Zika virus.
As planned, January, the 15th 2019 at the end of a maintenance slot of the Marconi system,
a two‐hour window on a 10.1 PFlops partition was allocated to run the ANTAREX UC1
simulation. Out of the two‐hour, one and a half hour was dedicated to run the R1
experiment and the remaining half an hour to run R2. The results of the two experiments
are summarized hereafter.
Results of the R1 experiment.
In order to reduce the risks related to the node instability, we carefully selected the most
stable nodes and leave out those showing instabilities in the previous period. Then, we were
able to run on 3300 KNL (Xeon PHI) nodes with 224400 physical cores and 897600
hardware threads (each physical core is capable of running 4 hardware threads). The peak
performance of this partition is roughly 10 PFlops.
Differently from the previous runs, we do not experience stability problems from the
system, but we had to stop intentionally the run after one hour and a half because we were
running out of the allocated time. In this time slot (1.5h), the application was able to process
the screening of one third of the full set of 1.2 Billion of ligands for a single protein pocket.
Results of R2 experiment.
For this second run, to reduce the risk related to node instability, we setup the simulation to
perform a full screening of a set of 4.6 Million of ligands, representing all ligands generated
by a single reaction (named “reaction4”) over all the 26 protein pockets. Since the docking
of a ligand in different protein pockets are independent tasks, we could split the simulation
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in 26 MPI executables, so that the failure of one of them do not cause the failure of the
entire simulation. The drawback, we learned, is the “pressure” that so many large MPI
executables put on the file systems and to the scheduler dispatching mechanism at the
startup time. Each MPI run was aggregating 8704 physical cores and 34816 hardware
threads. When started all together, 10 out of the 26 MPI executables failed to start because
the startup procedure timed‐out. So we decided to introduce few seconds of delays
between the startup times of the different MPI executables, in order to have them running
all together in a single job.
Another issues we already pointed out in the deliverable is related to the scalability of the
MPI master‐slave parallelization paradigm: the docking of a single ligand is computationally
light and, as the number of MPI task is growing, the latency for servicing all the slaves with
new ligands become dominant. To overcome this problem, we decided to distribute ligands
to the slaves in batches, where each batch contains 50 ligands. This was not a problem for
R1 where the parallelism was managed by the underlining HDF5 aggregation mechanism
(using implicitly a similar solution).
For the R2 experiment, we used 128 nodes for each MPI process, in total 128 * 26 = 3328
nodes, 226306 physical cores and 905216 hardware threads. In the time slot of half an
hour, we were able to complete the virtual screening of the 4.6 Million ligands on the 26
protein pockets.
We should notice that not all the pockets are taking the same time to complete: the fastest
pocket takes 850 seconds, while the slowest 1250 seconds. The average time to complete
over the set of 26 pockets was 1150 seconds per pocket.
Estimation of the computational resources to complete the full virtual screening of the
Zika virus.
From the results of the R1 and R2 experiments, we are now able to estimate the amount of
computational resources required for the virtual screening of the full set of 1.2 Billion of
ligands over all 26 protein pockets of the Zika virus.
Based on the results of the R1 experiment, we can notice that in 5400 seconds (1.5 h) we
can process one third of the full set of 1.2 Billion of ligands for a single protein pocket. Then
for the set of 26 pockets, this would require 5400s * 3 * 26 = 421200s that is 117h by using a
10 PFlops partition with 224400 physical cores. Then in terms of CPU resources (as it should
be specified for submitting a proposal to PRACE calls) this correspond to 26.2 Million
CPU/hours.
Based on the results of the R2 experiment, we used an average of 1150 seconds per pocket
on a subset of 4.6 Million of ligands. To complete the virtual screening, we estimate it would
require 1150s* 1200/4.6 = 300000 seconds = 84 hours using a slightly large partition of the
10.1PFlops with 226306 physical cores corresponding to 19 Million CPU/hours.
The difference of the estimates derived from the results of the R1 and R2 experiments are
due to the fact that not all the pockets and the ligands have the same computational cost. In
R1, we just sample one pocket and 400 Million ligands, while in R2 we used 26 pockets and
4.6 Million ligands from the same reaction.
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The amount of the estimated resources are compatible with the budget typically allocated
to projects through PRACE calls. Therefore we envision an exploitation path for DOMPE’ to
apply to the next PRACE calls to complete the virtual screening for Zika virus.
This is also important because PRACE decided to dedicate a fraction up to 10% of the overall
PRACE budget to projects coming from industry. As a reference, 10% of the PRACE
allocation on Marconi corresponds to 100 Million CPU hours. In principle, on the CINECA
Marconi, four to five industrial PRACE projects of the size of the virtual screening of UC1 can
be allocated each year.
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