
ABSTRACT: Society is dependent on aging infrastructure, which usually operates outside its expected life. Replacing this 

infrastructure is often an unviable option due to its cost and disruption. A structure’s operational life might be extended if the 

features of its aging are better understood, enabling preventive maintenance to compensate. Digital Twins (the continuous 

comparison between sensor measurements and a mathematical model) are one way of enabling this sort of data-driven decision 

making. However, despite the possibilities for this technology, its take up amongst industry has been slow, in part because 

infrastructure managers are unsure of how the technology will support them. 

This work develops a methodological framework to enhance this uptake in the field of systems engineering and the system 
development life cycle, using the developed knowledge to inform how an operational Digital Twin should be created. The 

requirements capture is the most important part of any system design development process. We present a Digital Twin 

development method, grounded firmly in a thorough requirements capture, and illustrate how those requirements inform many of 

the later design decisions. We then present our method through a case study of the Clifton Suspension Bridge, UK. 

Our method provides a series of actionable steps, the completion of which will facilitate the creation of a Digital Twin able to 

support operational decisions. By fulfilling the requirements of infrastructure managers, we hope to encourage the uptake of the 

technology. 
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1 INTRODUCTION 

There is still some confusion around exactly what a Digital 

Twin is [1], however consensus is growing, and for our part we 

agree with the definition provided by [3]. This states that “The 

defining characteristic of a digital twin is its data-connection to 

the physical twin” and that they “enable both retrospective 

analysis of what has happened before and testing in the digital 

realm in order to accurately predict the possible outcomes of an 

intervention in the physical”. Also growing is the realisation 

that if this technology is to be widely adopted it must fulfil an 
operational need [2].  

Present interest in Digital Twins is due to recent advances in 

monitoring, data handling and computational technologies [4]. 

Wireless sensor networks reduce the cost of sensors 

deployment [5], and so enable a significant increase in the 

amount of data that can be collected about a structure. For this 

data to be useful, however, a deeper understanding of the 

structure of interest is needed. Mathematical models have long 

been used to produce this understanding, but comparison with 

recorded measurements is traditionally done in a one-off model 

validation exercise. This approach means that changes in a 

structure (possibly due to aging) are not picked up, and this 
limits the use of traditional models when supporting 

operational decision-making, such as scheduling maintenance.  

A Digital Twin aims to overcome this limitation by performing 

frequent revalidation of the model, providing visibility of 

structural parameters that are not directly measurable as they 

change over time. On a system-level the Digital Twin can be 

thought of as having three distinct, but highly interdependent, 

parts. These are: 

A network of sensors, that take measurements and provide 

visibility of the real structure. 

A mathematical model, that represents as faithfully as possible 

the status of the structure and is able to predict its dynamic 

behaviour.  
A software framework able to interface with element 1 and 2, 

providing the link between them. 

Although structural health monitoring and wireless sensor 

networks are a mature field [7], the integration of this 

technology into a Digital Twin has wide ranging implications. 

By drawing on system engineering ideas of functional 

decomposition [9], our method provides a framework around 

which these implications can be understood, and so support 

appropriate design decisions earlier in the Digital Twin 

development process. 

Our method attempts to ensure that each design decision is 

made to fulfil an operational need that was identified during the 
requirements capture. The creation of a Digital Twin will 

require investment, but by fulfilling the needs of infrastructure 

managers we hope to provide justification for that investment, 

and so de-risk the implementation of this technology. 

2 METHOD 

Our method describes five steps that must be undertaken to 

create an operational Digital Twin and highlights the 
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information flows that must be in place between these steps if 

the most appropriate design decisions are to be made. These 

steps are: 

1) Data and Need Acquisition 

2) Digital Modelling 

3) Sensor System Design 

4) Data/Model Integration 

5) Operation 

The management of a structure depends not just on technology, 

but also on human activity (such as processes and decisions) 
[10]. Many technology-based interventions fail because they 

have not taken some aspects of this ‘soft system’ into 

consideration [11], and our method tries to prevent this by 

enabling enquiry into both the technical and non-technical 

context of the operation. 

We will now describe in more detail each of the five steps. 

2.1 Data and Need Acquisition 

Before a system can be built it is important to understand three 
things: 1) the requirements for that system, 2) the operational 

processes that that system must become part of and 3) the 

physical environment in which the system must operate. 

A thorough requirements capture is the starting point for many 

system development approaches [9], and cannot be avoided if 

there is any hope of a useful system being created. When 

performing the requirements capture for an infrastructure 

Digital Twin there are at least four questions that must be 

answered: 1) what are the risks to the continued operation of 

the structure; 2) what actions could be taken to mitigate those 

risks; 3) what decision must be made before those actions can 
be taken; and 4) what information is needed to inform those 

decisions. This information is what must be generated by the 

Digital Twin if it is to assist infrastructure managers in 

extending the life of a structure. 

Enquiry can then take place into the processes that make up the 

structure operation. Decisions are not made out of nowhere, and 

are invariably triggered, either as part of a process (maybe as 

part of a periodic review) or as in response to some event (e.g. 

the reporting of a failure, or after a storm). If the Digital Twin 

is to inform decisions, it must therefore present its information 

in line with these processes, in a timely manner, and in a 
suitable format. The process will have a significant impact on 

the ‘twinning rate’ (the frequency at which the model is 

validated). For example, if the process is a monthly review, 

then a twinning rate of once a month will be sufficient; if the 

process is some sort of anomaly detection then this rate might 

have to be much faster to ensure the exceptional event is 

identified in time. Different output formats are also better 

suited to different processes. A periodic review requires a 

periodic report, while the reporting of exceptional events might 

benefit from a dashboard or even alarm. All this information 

forms the data output requirements for the Digital Twin system. 

The final step of the enquiry phase is to understand as well as 
possible the physical environment the Digital Twin must 

operate in. The information gathered here is crucial as it will 

form much of the ‘static’ [12] information necessary to build 

the model. The sources of this information will depend on the 

structure in question. Modern structures will likely have BIM 

models that will provide a detailed insight into the composition 

and dimensions of a structure (a BIM model cannot in itself be 

used for this sort of Digital Twin as it doesn’t have the 

predictive capabilities needed). Drawings may exist for legacy 

infrastructure, while operational records, photos or newspaper 

reports might also provide insight into its life and all of these 

may affect the boundary conditions required for the model. 

Besides the static information, monitoring is now 

commonplace on many structures [13], and a survey of any 

operational monitoring should be carried out. Insights might be 

gleaned from this existing monitoring that can be used by the 

Digital Twin, for example readings from operational 

anemometers may be converted to structural loadings. 

2.2 Digital Modelling 

The data output requirements generated for the Digital Twin 

will have a significant impact on the design and scope of the 

model. If information about a specific element of the structure 

is needed then the model design must include that element. The 

scope of the model should then be limited to only include those 

parts of the structure needed to accurately simulate the element 

in question. This reduces the cost of the model, and the 
computational time needed for model validation. 

To be integrated into a Digital Twin the software platform on 

which the model is implemented must have a number of 

application interfaces (or APIs). APIs must: 

1) allow the model to be manipulated by a wider software 

environment, 

2) allow the model to be invoked by a wider software 

environment and 

3) allow the model to output its results to a wider 

software environment. 

Only if these three things can be done will the Digital Twin be 
able to operate autonomously, and automatically validate its 

model to try and identify changes in the physical structure. 

When creating the model, consideration must be given to which 

parameters are likely to change and with what probability. 

Model validation is made complicated by the potentially huge 

number of adjustable parameters, meaning that many different 

model configurations might exist that match the measured 

response. The Digital Twin output is therefore statistical in 

nature [2] with an associated confidence rating. The system’s 

ability to accurately estimate this confidence is dependent on 

the model knowing the probability of a given value occurring 
in the real structure. 

The validation of the model will be implemented by the linking 

software, through comparison with sensor measurements. One 

purpose of a Digital Twin is to give visibility of a feature that 

cannot be directly measured, and so the feature against which 

the model is validated is unlikely to be the same as the feature 

about which information is required. A set of possible 

validation features must be selected from the model, and these 

will provide the requirements for the Digital Twin sensor 

deployment. Validation features can relate to either a single 

element (for example the strain at a specific point) or could be 

emergent behaviours resulting from the interaction of many 
elements (for example mode shapes). Either way, the model 

must have sufficient scope to predict this feature accurately if 

it is to be used for validation. An ability to measure these 

validation features is then part of the sensing requirement for 

the Digital Twin system. 
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2.3 Sensor System Design 

A structural health monitoring system can be divided into three 

parts [5]. They are: 

1) the sensors, that convert the physical attribute into a 

series of data entries, 

2) the network, that transfers these data entries from the 
measurement location to some computing resource 

where they can be handled and 

3) the database, which stores these data points for future 

processing. 

Integration into a Digital Twin puts requirements on each of 

these different parts. 

The sensor system provides the real-world data needed to 

validate the Digital Twin model. The type and location of the 

sensors will be governed by the requirements of the model, as 

they must provide data that can be compared with the simulated 

output as well as information about loadings. There are 

practical considerations around sensor deployment, such as 
how to provision power and communications and how to access 

the sensor for installation and maintenance. These 

considerations limit the set of possible features that can be used 

for model validation. 

The sensors must be networked so that data can be collected in 

a central location where it can be accessed by the linking 

software. If the linking software is to interpret the sensor 

readings, then metadata (such as the timestamp of the 

recording) must be recorded, transmitted and stored alongside 

the datapoint itself. 

Like the model, the sensor system database must have a set of 
APIs that allow the linking software to automatically launch 

queries. Different types of data, recorded by different sensors, 

will need to be processed in different ways, and so the database 

structure must be designed to allow this. A database technology 

must be selected that allows for data from specific time ranges 

to be requested, as this will minimise the data handling 

overheads. 

2.4 Data/Model Integration 

Depending on the validation features selected, the linking 

software may need to perform either pre- and post-processing 

on the data. This process might be necessary to make possible 

a meaningful comparison between the sensor and modelled 

outputs, or may be needed to convert the twinning output into 

a value that can be more easily interpreted by decision makers. 

For example, a common form of pre-proposing is to convert 

acceleration data from the time domain to the frequency 

domain. 

A Digital Twin creates novel insights by comparing the 

recorded data from sensors with the understanding contained 
within the model. Both the sensor system and model generate a 

structural response, one measured and one modelled. The 

output of the sensor system is limited to the validations features 

that are directly measured, while the model will generate a 

much broader set of features including those identified as the 

data output requirement. The Digital Twin linking software 

must automatically identify the model configuration that 

provides the best match between the measured and modelled 

validation features, as this configuration will most accurately 

represent the real world.  

To find the best model configuration, the linking software has 

to rerun the model many hundreds of times, each time with a 

different configuration, hence the model API requirements 

mentioned above. Each time a ‘best match’ is found, this 

represents one ‘twinning event’. This process takes time, and 

so this ‘twinning cycle’ must start sufficiently in advance of an 

eventual deadline for which the information is required. 

The ‘output’ of the Digital Twin may be either a simulated 

output from the validated model (for example the estimated 

strain on a specific element of a structure) or one of the 
parameters that has been updated during the twinning process 

(for example the modelled Young's modulus of an element). 

2.5 Operation 

Our method ensures that the developed Digital Twin delivers 

the information infrastructure managers need. To address this 

aim, we propose a threshold-based approach, as presented in 

[14]. The model can be used to identify the operational 

thresholds of a structure, and different actions taken depending 
on a parameter's proximity to that threshold and the direction 

of change. Decisions are likely to be multifactorial, depending 

not just on the state of the structure but other considerations 

such as the availability of resources. The more of these factors 

that a Digital Twin has visibility of, the more appropriate the 

decisions it makes will be.  

Another potential barrier to the deployment of an effective 

decision support tool is that of ‘trust’. An infrastructure 

manager must have trust in the information being given by a 

Digital Twin if they are to act upon it. Trust cannot be assumed 

however, and those developing a Digital Twin should consider 
how the system can earn the necessary trust. One possible route 

might be through the adoption of a phased deployment of the 

Digital Twin system. Alternatively, a codesign process might 

be adopted, where infrastructure managers are involved in the 

development of the Digital Twin to help them understand how 

it works and what it’s limitations are. 

3 CASE STUDY 

As a case study we have selected the iconic Clifton Suspension 

Bridge in Bristol (UK). This structure, completed in 1864, 

spans 214m across the Avon Gorge. It comprises a bridge deck, 

suspended below six chains by 162 rods. A longitudinal girder 

runs down each side of the carriageway, with each girder 

supported by three chains. The chains themselves are supported 
at each end by two stone towers, and are then anchored into the 

rock at the far end of a 60m backspan. The bridge is open for 

vehicles and pedestrians,  

with two footways separated from the roadway by the 

longitudinal girders. Figure 1 shows a photograph of the bridge, 

and for a more detailed description see [15]. 
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Figure 1. A photograph of the Clifton Suspension Bridge. 

3.1 Data and Need Acquisition 

Following our method, our first action is to identify the 

operational needs of the bridge managers. This may be derived 

from perceived risks, or from a desire to optimise some process. 

A meeting with the bridge manager identified the rock 

abutment into which the chains are anchored as being an 

operational priority. The rock is a natural structure, so its 

specific characteristics are unknown. Therefore, it is desirable 

to limit the lateral force applied by the chain anchors, and not 
let it exceed the values that continued operation has shown to 

be safe. Lateral force is minimised by the action of the tower 

top saddles, whose rollers allow changes in catenary as the 

loading on the bridge changes. The minimisation of lateral 

force therefore depends on the effective operation of those 

rollers, and them maintaining a low coefficient of friction.  

Action can be taken to reduce the friction, namely periodic 

maintenance during which the rollers are lubricated. The 

information required to optimise the scheduling of this 

maintenance is the present friction coefficient, and its rate of 

change over time. The present process for this is a periodic 

inspection of the rollers, however with better understanding this 
could be changed to event driven with maintenance done when 

a specific friction coefficient is reached. 

To understand the physical structure a wide range of different 

data sources were investigated. The structure has no BIM 

model, and so original drawings had to be references to 

understand the geometry. Other sources of information 

included a site survey, photos and maintenance reports. 

A number of models of the CSB already exist. Some were 

created for operation reasons by the bridge's Principle 

Contractor, and a data sharing agreement was drafted so that 

access to these could be granted. Other existing structural 
models have been created during past academic investigation. 

There is also a range of operational monitoring on the bridge. 

This includes wind sensors, toll barriers and weigh-in-motion 

machines that weigh each vehicle before it crosses the bridge.  

3.2 Digital Modelling 

The data output requirement for this Digital Twin is a value for 

the coefficient of friction at the four saddles. To calculate this 

friction coefficient, we must know the force being exerted on 
the saddle by the chains, and the rate of change of saddle 

displacement (in fact, more precisely the saddle acceleration). 

The digital model must therefore calculate a value for the chain 

strain on both the forward and back span. The saddle 

displacement must be measured directly, as this could only be 

modelled if that friction coefficient were already known. 

Previous analysis has suggested that temperature change has 

the largest impact on the strain applied to the saddles, and so 

the model must be able to simulate this. To accurately model 

the strain the chains apply to the saddles it is necessary to model 

all of the chains, rods and bridge deck. The stone towers are 

considered to be static, and so are not included in the mode. 

With so much of the bridge included in the model, one way of 

validating its accuracy is to compare the simulated mode shapes 

with those measured via sensors. Figure 2 shows some of these 

modelled mode shapes. This means that our sensor system must 
provide information about these mode shapes. 

 

 

Figure 2. Some characteristic mode shapes of the CSB model. 

The OpenSeesPy modeling language has been selected for the 

development of this model. It allows for sophisticated 

integration of a finite element model into a wider Python 
software environment, and includes all the APIs that we 

require. 

3.3 Sensor System Design 

To measure the structures mode shapes a number of 

accelerometer cross sections must be deployed onto the bridge 

deck. The one third point on the deck bridge provides visibility 

of most of the bridge deck modes, but additional locations 

could be selected to account for some modes that have low 
amplitude at that point. The chains could also be monitored and 

their mode shapes identified. These measures may allow for 

more accurate validation of the model; however, they will come 

at a much greater cost because of the difficulty of accessing 

these locations.  

Clearly temperature of the chains must be monitored in as many 

locations as practical. The greater the number of monitoring 

locations, the fewer assumptions have to be made about the 

uniformity of the chain temperature, and this may mean a better 

estimation of loadings. Figure 3 illustrates the sensing required 

for the proposed DT. 
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Figure 3. An illustration of the sensor deployment required by 

the proposed saddle monitoring DT application (base image 

taken from Google Earth). 

To enable the automatic validation of the model by the Digital 

Twin linking software, the data must be passed automatically 

to the server on which the model is being run. In this case the 

model will exist on a server situated in offices close to the CSB. 

Different sensors will transmit their data via different 

communications technologies. Previously wireless sensors 

networks have been deployed on the CSB [5], but their 

dependence on batteries makes them unsuitable for long term 
deployment, and wired sensors have been selected for this 

deployment.  

A message broker (Apache Kafka) will be used to gather the 

data, while a time series database (InfluxDB) will be used to 

store the sensor measurements and the associated metadata. 

InfluxDB has the APIs necessary to allow integration into a 

Digital Twin. 

3.4 Data/Model Integration 

If mode shapes are to be compared, they must first be calculated 

from both the accelerometer data and model output. This will 

be done by a Python software package, using the database APIs 

to download a period of acceleration data on which a mode 

analysis algorithm is run. The frequencies of the structural 

modes are already known from past analysis [16], and so filters 

can be applied to the data to pick out specific modes. The 

linking software will then attempt to validate the model based 

on these mode shapes. A template model configuration will be 

used for the first run, and the simulated mode shapes compared 

with the output generated from the sensor data. If the 
frequencies of the modes do no match, changes will be made to 

the model until a better approximation is reached. Detailed 

comparison can suggest specific parameter changes. For 

example, if modelled torsional mode frequencies are 

significantly above the measured values this can suggest the 

model does not include sufficient mass along the edges of the 

bridge deck. 

With a validated model, the Digital Twin must now calculate 

the strain at each saddle. The changes in temperature recorded 

by the temperature sensors will be input into the model, the 

operation of which will convert these temperature changes into 
structural loadings and a figure for the net force being applied 

to the saddles. The Digital Twin linking software takes this 

force value, and combines it with the observed saddle 

displacement to calculate the coefficient of friction experienced 

by the saddle rollers. 

It is important that any changes to this friction coefficient value 

are visible, and so the Digital Twin linking software will store 

each calculated value in the database ready for comparison and 

reporting. This log will then be presented  as a graph on a 

‘Clifton Suspension Bridge Dashboard’ so that it can be 

observed by infrastructure managers. The web-base Grafana 

platform will be used to create the interactive dashboard, and a 

similar dashboard from a previous project [5] is shown in 

Figure 4. 

 

 

Figure 4. A screen shot of the Clifton Suspension Bridge 

Dashboard [5] 

3.5 Operation 

The friction coefficient information can then be used to inform 

operational decisions and optimise the saddle roller 

maintenance regime. A threshold for roller friction can be 

selected, above which the lubrication process will be triggered. 

A second threshold, based on the rate-of-change of the friction 

coefficient, may also be necessary. In a scenario where the 

friction is seen to increase uncharacteristically rapidly, the 

Digital Twin might initiate a detailed visual inspection of the 
rollers to see if a reason for the drop in performance can be 

identified.  

To enable the Digital Twin system to build trust amongst the 

bridge managers it is advised that maintenance regimes are not 

altered straight away after the system is deployed. On the 

contrary, periodic maintenance should still be carried out for a 

few cycles. It is expected that the periodic lubrication of the 

rollers will be clearly visible in the calculated roller friction 

coefficient, and seeing these changes will verify that the system 

works. 

4 DISCUSSION 

Comparing the proposed Digital Twin with the classification 

framework provided by [1], we aim to achieve level 3. In fact, 
the Digital Twin is able to advise on when preventative 

maintenance should be carried out, and can give information 

about the degradation of components. It is not, however, able 

to perform autonomous decision making (Level 4), aiming 

instead to support the decisions of human infrastructure 

managers. For a Digital Twin to make completely autonomous 
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decisions, it must have visibility of all the different influencing 

factors that a human manager must take into consideration. The 

example of resource availability was given earlier, but there are 

many others including budget and even the weather. It is our 

belief that these factors could be quantified and incorporated 

into the Digital Twin decision making system, but that this is 

outside the scope of this paper. 

5 CONCLUSION 

We have presented here our method for developing a functional 

Digital Twin for infrastructure, able to inform operational 

decision making. Ours is a pragmatic approach that aims to 

target specific operational needs, grounding the system in a 
thorough requirements capture. We have demonstrated how 

this requirements capture is then used to inform the design 

decisions made during the development of the Digital Twin 

system. This process, and the systems generated by it, has the 

potential to demonstrate to infrastructure managers the utility 

of Digital Twin technology, and eventually result in lower 

operational costs for infrastructure. 
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