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FOREWORD
STEERING COMMITTEE
DSIE - Doctoral Symposium in Informatics Engineering, now in its 16th Edition, is a series of meetings
that started in the first edition of ProDEI, in the scholar year 2005/06; its main goal has always been to
provide a forum for discussion on, and demonstration of, the practical application of a variety of
scientific and technological research issues, particularly in the context of information technology,
computer science, and computer engineering. DSIE Symposium comes out as a natural conclusion of a
mandatory ProDEI course called "Methodologies for Scientific Research" (MSR), leading to a formal
assessment of the PhD students' first year’s learned competencies on those methodologies.
The MSR course aims at giving students the opportunity to learn the processes, methodologies and
best practices related to scientific research, particularly in the referred areas, as well as to improve their
own capability to produce adequate scientific texts. With a mixed-format based on a few theory lessons
(about a scientific approach to knowledge), practical works (analyzing and discussing published
papers), together with multidisciplinary seminars, the course culminates with the realization of this
meeting/symposium. In this scope, students are expected to simultaneously play different roles, such
as authors of the submitted articles, members of both organization and scientific committees, and
reviewers, duly guided by senior lecturers and professors.
Although still at an embryonic stage, and despite some of the papers still lacking maturity, we already
can find some interesting research or promising perspectives about their future work. At this moment, it
is not yet essential (nor often possible, for most of the students in the first semester of their PhD) to
produce sound and deep research results. However, we hope that the basic requirements for publishing
acceptable scientific texts have been fulfilled.
Each year DSIE Proceedings include papers addressing different topics according to the current
students’ interest in Informatics. This year, the tendency is on Intelligent Systems (12 papers) but
including other areas, like Image Graphics & Interaction (2 papers), Natural Language Processing (7
papers) Robotics and Simulation (2 papers) and Software Engineering (3 papers).
The complete DSIE’21 meeting lasts two days and includes one invited talk by an academic researcher,
Professor Koen Bertels, professor at the University of Porto and the University of Leuven at Belgium, as
well as sessions with the industry. Professors responsible for MSR current edition are proud to
participate in DSIE’21 meeting and would like to acknowledge all the students who have been deeply
involved in its success.
Porto, April of 2021
Carlos Soares and A. Augusto de Sousa
(Steering Committee of DSIE 2021)

FOREWORD
ORGANIZING AND SCIENTIFIC COMMITTEES
The chairs of the Organizing and Scientific Committees of the Doctoral Symposium in Informatics
Engineering (DSIE’21) warmly welcome you to the DSIE 16th edition. With great honor, we have
accepted the invitation to be a part of these committees. Organizing an event, like the DSIE, confirmed
to be both a challenging and practical task, in which all the people involved have certainly derived great
value.
The joint effort of our colleagues from the Doctoral Program in Informatics Engineering (ProDEI), was
fundamental in making this event a success. We believe that these efforts are reflected in the quality of
this year’s DSIE.
Our first acknowledgment goes to our supervisors, Professor Augusto Sousa and Professor Carlos
Soares. We would like to thank them for their time and efforts in making this conference possible and
for providing us with all the invaluable concepts. A special thanks to Professor Koen Bertels for
accepting our invitation as Keynote Speaker.

We would like to thank all the senior members of the Scientific Committee for their involvement, the
junior members for their collaboration, and the invaluable support of Sandra Reis and Pedro Silva from
the Informatics Engineering Department (DEI) from the Faculty of Engineering of the University of Porto
(FEUP). Finally, we would like to thank our sponsors because their help undoubtedly reflected on the
quality of DSIE’21.
And, above all, we thank you, our authors, and other participants, for being a part of DSIE’21!

Porto, April 2021
Filipa Ramos (Scientific Committee Chairs)
Hugo S. Oliveira (Scientific Committee Chairs)
Soraia Felício (Organization Committee Chair)
Tiago Costa Mendes (Organization Committee Chair)

Preface
This volume contains the collection of papers and posters accepted for DSIE 2021. DSIE is the annual
Doctoral Program in Informatics Engineering, promoted by FEUP (Faculty of Engineering of the
University of Porto). It is a two-day conference that aims to promote the collaboration between Doctoral
Students among the Portuguese scientific community in the fields of Natural Language Processing,
Pattern Recognition, Image Analysis and Processing, Soft Computing, Robotics, and related areas.
Topics include (but not limited to):
• Natural Language Processing and Data Mining;
• Computer Vision and Signal Processing Systems;
• Artificial Intelligence Machine Learning and Mathematics;
• Robotics and Simulation and Learning;
• Information Systems, Software Engineering, and Security;
• Graphics Computing, Visualization, and Digital Media Interaction;
On its 16th edition, DSIE 2021 was organized by the ProDei Doctoral Students of the University of
Porto and held as a remote event on April 5-6, 2021. In this edition, 26 papers were accepted for
presentation and the best paper submission was awarded a certificate and monetary prize.
Besides the oral sessions, DSIE 2021 also featured:
• an invited talk by Dr. Koen Bertels titled “How to Build a Scalable Quantum Accelerator”
* invited companies presentation and networking session with students
• prizes for the best paper were sponsored by Primavera, LTP Labs, Wakaru, DAB, CTEL,
Ripply, Natixis.
We would like to express our appreciation to all the authors and members of the scientific and
organizing committees which were a key contribution to the success of this conference.
our big Thank You!
Filipa Ramos and Hugo S. Oliveira
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Invited Speaker

Koen Bertels - QBee.eu
Koen Bertels
Biography:
Professor Koen Bertels currently is a professor at the
University of Porto and the University of Leuven at Belgium,
and previously was a professor at Delft University and head
responsible for the Quantum Computer Architecture Lab, His
research activities focus on quantum computing and more
specifically on the definition and implementation of a scalable
quantum micro and system architecture definition. He is the
founder of a company called QBee.eu, a company focused on the specification of micro-architectural
support for the control of the quantum instructions and how the quantum accelerator is connected and
integrated into a larger system design, and how classical logic are combined with quantum logic,
thought the specification of a new programming language OPENQL, a template for the
micro-architecture and the QBeeSim simulator to execute any quantum logic operation. Professor
Bertels is a widely respected and influential researcher in quantum computing with many publications
related to quantum application algorithms.

Title:
How to Build a Scalable Quantum Accelerator

Abstract:
Taking advantage of the recent advancement
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Machine Learning

Empirical Study On The Impact Of Different Sets Of Parameters of Gradient Boosting
Algorithms For Forecasting With LightGBM
Author: Filipa S Barros.
A benchmark comparison of different classifiers for Human Activity Recognition
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Optimizing CycleGAN in the context of Monet Painting Generation
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Empirical Study On The Impact Of Different Sets
Of Parameters of Gradient Boosting Algorithms For
Time-Series Forecasting With LightGBM
1st Filipa S. Barros

2nd Vitor Cerqueira

3rd Carlos Soares

Faculty of Engineering, University of Porto
Porto, Portugal
f.barros@fe.up.pt

Dalhousie University
Halifax, Canada
vitor.cerqueira@dal.ca

INESC TEC
Porto, Portugal
csoares@fe.up.pt

Abstract—LightGBM has proven to be an effective forecasting
algorithm by winning the M5 forecasting competition. However,
given the sensibility of LightGBM to different hyperparameters,
it is possible that the default hyperparameters used may not be
the optimal ones when dealing with time series. As such, this
work aims to answer whether it was essential and efficient to
tune LightGBM hyperparameters to obtain better accuracy. To
do so, a series of experiments through fifty-eight time-series data
frames was run. These experiments consisted of the collection and
processing of data as well as hyperparameters generation and
finally testing. We conclude that for all fifty-eight time-series,
the mean squared error is lowered by a maximum of 17.09%
when using randomly generated configurations in contrast to
using the default one. Additionally, the study the individual
hyperparameters performance was done and a proposal of an
alternative of the used default LightGBM hyperparameters when
dealing with time series forecasting to the found optimized ones
was made.
Index Terms—gradient boosting, forecasting, time series, hyperparameter tuning

I. I NTRODUCTION
A time series is a collection of observations made sequentially through time. [1] Forecasting the value of future
observations of time series is of vital importance in many
areas of scientific and industrial activity. Moreover, forecasting
time-series is particularly relevant in applications such as sales
forecasting and model evaluation.
Gradient boosting has gained interest in the forecasting
community after the LightGBM algorithm [2]has won the M5
forecasting competition [3] achieving also several runner-up
positions.
In the M5 competition, the data on supply and demand
time-series in retail had some specific characteristics, such
as ’intermittency’. Thus, the set of hyper-parameters of the
algorithm in these data may not be the best for another type
of time series.
LightGBM is sensitive to different hyper-parameters
[4].This project aims to understand both which hyperparameters are the most important and which values of the
hyper-parameters are the most promising. This subset of
hyper-parameters/values can serve to warm-start an optimisation process.

This paper is organised as follows. We start with a literature review emphasizing forecasting, LightGBM for forecasting, and the importance of hyper-parameters tuning. Afterwards, the methodology of the work including forecasting and
hyper-parameters formalisation is presented. Subsequently,
follows the experiments section where our study case, hyperparameters generation and search, and results, are presented.
Finally, future work and conclusions are discussed.
II. L ITERATURE REVIEW
1) Forecasting: As stated before, forecasting is an important activity that attempts to predict future values of time series. Another application is dealing with needed forecasting of
stock-keeping unit (SKU) demand. Daily SKU predictions are
particularly challenging for they tend to be characterised by intermittency and erraticness. Some machine learning algorithms
have been shown to have significantly better performance than
previously used statistical ones both in terms of accuracy and
bias. In multiple SKUs, cross-learning has also shown to be
favourable for some of the ML methods [5].
Since forecasting can be too demanding, many techniques
have been applied. Some simple forecasting methods consist of
applying statistical measures such as average, Naı̈ve, seasonal
Naı̈ve and drift.
Another option when no historical data exists can be to
apply judgemental forecasting described in [6] and which is
proven to have when the forecaster has the necessary domain
knowledge up-to-date information.
A distinct choice can be to use linear regression models
such as simple and multiple, assuming that the time series of
interest has a linear relationship with other time series. When a
more complex mathematical relation may be found, non-linear
regression can also be used [7].
Since time series can exhibit various patterns, it is often
helpful to divide a time series into several parts, representing
an underlying pattern category. Such methodology is called
time series decomposition and many algorithms such as moving averages, X11, SEATS [8], and STL [9] have proven to
give reasonably good results in such cases.
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Exponential smoothing is another forecasting method proposed in [10]. The methods produced on top of it use weights
having the more recent observation the bigger related weight.
Exponential smoothing achieves reliable forecasts expeditiously and for a wide range of time series [11].
ARIMA models, which stand for Auto-regressive Integrated
Moving Average and aim to describe the auto-correlations
in data, provide another approach to time series forecasting.
These models are mainly used when in cases where data show
evidence of non-stationarity in the sense of mean, To make it
stationary, in an auto-regressive unified moving average model,
the data is differenced. A model that shows stationarity attests
constancy to the data over time. Most economical and market
data present trends, so differencing aims to eliminate every
trend and seasonal structures [12].
In more complex problems, advanced forecasting methods
such as neural networks [13], bootstrapping and bagging [14]
and vector auto-regressions [15]are used.
Given the described importance of forecasting and the
plethora of available models, forecasting competitions have
become popular in recent years given their objectivity in
evaluating existing forecasting methods, adding brand-new,
innovative ones, and empirically delimiting how to improve
forecasting theory practice.
One of the most recognised competitions is the Mx Accuracy competition which this year had its fifth instance. Each
competition introduces some new features or datasets that can
be exploited for future research and benchmarking while also
addressing the previous ones’ limitations and focusing on a
different forecasting application. This year, the competition
focused on a retail sales forecasting application, specifically
Walmart’s time-series data. The goal was to produce the most
accurate point forecasts for 42,840-time series representing the
largest retail company’s hierarchical unit sales in the world,
Walmart. The forecasting application accurately predicts retail
companies’ daily unit sales across various locations and product categories [3]. The winner of this year’s competition was
the LightGBM algorithm gaining its recent popularity through
such a win.
2) LightGBM for forecasting: The LightGBM algorithm
takes its roots in the Gradient Boosting Decision Tree, also
recognised as GBDT, a widely used machine learning algorithm and useful in many implementations. The authors’ in
[4] have, however, proposed a lighter GBDT implementation,
also known as LightGBDM, that tackles the known issues
GBDT faces with efficiency and scalability when the feature
dimension is large, and the data size is extensive. They
attribute this faced problem to the need of scanning all the data
instances for each feature to estimate the information gain of
all possible split points, which is very time-consuming. They
propose using two new techniques: Gradient-based One-Side
Sampling (GOSS) and Exclusive Feature Bundling (EFB).
GOSS’s primary purpose is to reject a notable proportion
of data occurrences with small gradients and solely use the
remainder to estimate the information gain. With this, it is
determined that since the data instances with more substantial

gradients play a more critical role in the computation of
information gain, GOSS can obtain quite an accurate estimate
of the information gain with much meagerer data size. With
EFB, they bundle ordinarily exclusive features to lessen the
number of features. It is then proven that obtaining the
optimal bundling of exclusive features is NP-hard, but a greedy
algorithm can accomplish quite a good approximation ratio.
LightGBM is shown to speed up the training process of
conventional GBDT by up to over 20 times while reaching
around the same accuracy.
3) Hyperparemeters tuning: Several methods have been
proposed to improve the accuracy of Machine Learning Models given that this section will focus mainly on hyperparameters’ tuning. The authors in [16] propose an automated method
for obtaining weighted forecast combinations using time series
features. The suggested method involves two stages. First,
a time series gathering is used to train a meta-model for
attributing weights to various possible forecasting methods.
Such is done to lessen the average forecasting loss obtained
from a weighted forecast combination. The inputs to the metamodel are features that are extracted from each series. Then, in
the second phase, they forecast a new series using a weighted
forecast combination, where the weights are obtained from
our previously trained meta-model. Such a method is shown
to outperform a simple forecast combination and all of the
most popular individual methods in the time series forecasting
literature. The approach even achieved the second position in
the M4 competition.
Another approach that has been recently explored is the
tuning of algorithms’ hyperparameters. A straightforward way
of selecting a configuration is to use default settings, often
proposed, and the publication and implementation of a new
algorithm. Those default values are usually chosen in an adhoc manner to work good enough on a wide variety of datasets.
Different automatic hyperparameter configuration algorithms
have been proposed to address this problem, selecting an
optimal configuration per dataset.
The importance of hyperparameter setting across datasets
has been thoroughly explored and credited by the literature.
Extensive research has been done on such for algorithms such
as random forests, neural networks and Adaboost. The results
confirm that the hyperparameters selected are indeed important
and that the obtained priors also lead to statistically significant
improvements in hyperparameter optimisation [17].
This principled approach usually improves performance
but adds additional algorithmic complexity and computational
costs to the training procedure. Given this complexity, the
authors in [18] propose learning a set of complementary
default values from an extensive database of prior empirical
results. Selecting an appropriate configuration on a new dataset
requires only a simple, efficient and embarrassingly parallel
search over this set. This approach is demonstrated to be more
effective and efficient in comparison to random search and
Bayesian Optimisation.
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III. M ETHODOLOGY

B. Hyperparameters

A. Data for forecasting
This work followed the methodology described in [19] to
transform a univariate time series, representing a temporal sequence of values, in a data frame later used for forecasting the
next iteration value. Shortly, the time series was reconstructed
as a geometric object by applying a time delay embedding
using the Takens theorem to frame the predictive task as a
multiple regression problem [20]. We constructed a set of
observations of the form (X, y). In each observation, the
value of y is modelled based on the past p values before
it. Conclusively, the time series is transformed into the data
set D(X; y). The learning goal is to produce a regression
model that approximates an unknown function f : X!Y .
The principle behind this method is to model the conditional
distribution of the i-th value of the time-series given its p past
values: f (yi → Xi ).
B. Random Hyperparameters’ search
Despite grid and manual search being the most used strategies for hyperparameter optimization, randomly chosen trials
are proven to be more efficient than trials on a grid. In contrast
to grid search, chosen parameters are not equally spaced and
are searched randomly, providing a wider scope of cases than
grid search [21]. In this work, we follow such methodology
for hyperparameters’ search.
IV. E XPERIMENTS
A. Case study
The used data consisted of fifty-eight time-series
dataframes.
The data was collected from the Time Series Data Library
(TSDL) database [22]. From that database, all univariate time
series with at least 1000 observations were selected. This
condition regarding the minimum of observations is justified
since the methods need a reasonable amount of data to build
a good predictive model. This query to the database returned
the referred fifty-eight data sets.
From there, we limited the maximum number of observations to 10,000 for the computation process to become
faster. Besides, differencing was applied to account for a trend
component that can be found in time series. Differentiation
consists of the process of subtracting the current value of the
time series with the previous value: [23]
0

yi = yi − yi−1
0

(1)

In equation 1, yi corresponds to the i-th transformed value of
the time series.
From the generated matrices our Target variable was t-1
representing, therefore, the next iteration of the time series.

To establish the hyperparameters worth being used in the
specific case of LightGBM, we consulted the LightGBM
documentation. In the documentation it is referred that the
parameters that should be tuned for better accuracy were the
maximum number of bins, which should be large; the reduction of the learning rate using a large number of iterations; the
enlargement of the number of leaves; and the possible use of
the DART algorithm. An important parameter to avoid overfitting is the use of a maximum depth.
It should be noted that the use of a large number of
bins could cause the computation to slow down and that a
large number of leaves may cause over-fitting. Regarding the
components themselves, a short description of each follows.
The number of bins, which is sometimes called a class interval,
is a way of sorting data. Its principle is very similar to putting
data into categories; The learning rate is a hyperparameter that
controls how much to change the model in acknowledging
the predicted error each time the model weights are renewed.
Choosing the learning rate is daring as a value too minute may
issue a lengthy training process that could become stuck in a
local optimum, whereas a value too large may ensue in learning a sub-optimal assortment of weights unreasonably fast or
an unstable training process. An iteration indicates the number
of times the algorithm’s parameters are updated. A tree leaf
is labelled with a class or a probability distribution over the
classes. As such, the tree has classified the data set into either
a specific class or into a particular probability distribution.
Finally, the DART algorithm consists of an algorithm that
drops trees in order to solve the over-fitting [24]. In table I
one finds the used hyperparameters, definitions, default values
and possible range.
To generate the hyperparameters a table containing all combinations possible within a reasonable range was generated.
For the maximum number of bins, a list ranging from 100 to
500 with a step of 11 was created. The learning rate values
tested were 0.01, 0.1,0.2 and 0.5. The number of iterations
values consisted of a fixed amount of 1000 iterations. The
maximum depth consisted of a list of values being these -1,3,5
and 10. The number of leaves consisted of a list comprised of
the values 16, 31, 50, 100 and finally, the boosting algorithm
could either be gbdt, the default algorithm, or dart. As stated
before, these parameters were combined using a mesh grid of
all possible values and stored for later use.
Even though the dart boosting algorithm had several other
parameters we could tune, such as the drop rate, maximum
drop, probability of skipping the dropout procedure during
a boosting iteration and the usage or not of the xgboost
algorithm and the use of uniform drop, we were not able
to generate all possible combinations given the need of nonavailable disk space. A list for each of these hyperparameters
however was created standing in a portion of the ranges
described in table II
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TABLE I
L IGHT GBM HYPERPARAMETERS FOR BETTER ACCURACY
Hyperparameters

definition

default

range

max bin

max number of bins that feature values
will be bucketed in
the rate at which the algorithm learns
number of boosting iterations
max number of leaves in one tree
boosting algorithm to be used

255

>1

0.1
100
31
gbdt

> 0.0
≥0
1 < num leaves ≤ 131072
gbdt,rf,dart,goss

learning rate
num iterations
num leaves
boosting

TABLE II
DART EXCLUSIVE HYPERPARAMETERS
Hyperparameters

definition

default

range

drop rate

a fraction of previous trees to drop during
the dropout
max number of dropped trees during one
boosting iteration
probability of skipping the dropout procedure during a boosting iteration
xgboost enabler
uniform drop enabler
random seed to choose dropping models

0.1

0.0 ≤ drop rate ≤ 1.0

max drop
skip drop
xgboost dart mode
uniform drop
drop seed

50
0.5

0.0 ≤ skip drop ≤ 1.0

false
false
4

true,false
true,false

using:

C. Tests and Results
There were two main concerns and goals in our work. The
first consisted of having a general overview of the impact
of random hyper-parameterization as a whole for forecasting
time series in LightGBM. The second consisted in understanding which of the hyperparameters had the biggest impact/importance in reducing the MSE error which is explained
in brief moments. The following text is as follows: we divide
the algorithm section into the two described goals. For each
of them, we explain the algorithm used as well as the metrics
and benchmarks used to account for the results. The results
are then also presented for each of the subsections.
1) Overview of Hyper-parameterization: To understand the
impact of random search applied to hyperparameters, we
randomly chose two-hundred and fifty-one random configurations of the previously generated table of hyperparameters.
Next, we applied these configurations as hyperparameters of
LightGBM with each of the fifty-eight available data frames.
To measure the impact of each of the configurations we also
applied the default configuration mentioned previously as the
hyperparameter vector with each of the data frames. When
obtaining the predictions from lightGBM we calculated the
Mean Squared Error.
The Mean Squared Error, also known as MSE, measures
the average of the squares of the errors calculated as shown
in equation 2.

M SE =

 X
n 
2
1
Yi − Ŷi
n i=1

(2)

After having the MSE for both the default and the 500
randomly selected configurations we normalized the error

M SEi,j =

(msej − msei,j )
∗ 100
msej

(3)

where j represents the 58 datasets, i represents the 251
configurations, msej represents the MSE of j using the default
configuration and msei,j represents the MSE measured in
dataset j using hyperparameter configuration i out of the 251
randomly chosen ones.
Using the default configuration as a benchmark, we compared all the random configurations and found that most of
the random ones performed better in terms of reducing the
measured MSE.
In table III we represent the top performing absolute normalized scores of MSE for the random configurations for each
dataset and show the MSE absolute results obtained from using
the default and the top performing random configurations. In
this table we represent the top 20 performing best configurations.
We can also observe that our range of reduction varies up
to 17.0885% in larger default MSEs.
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TABLE III
MSE ERROR USING DEFAULT VS BEST RANDOM CONFIGURATION FOR
EACH TOP 20 DATASET
Dataset

MSE default

MSE
configuration

percentage

31
22
30
27
8
32
4
55
36
28
15
14
17
57
16
26
49
50
40
10

6.6961
6.6512
12.2616
1.8329
1555.5078
3.5683
65.4232
2346221920.0316
11.6343
0.4885
0.2913
0.1720
0.3689
1857.4013
0.4198
1.6819
8.8914
0.6349
1.6091
0.1933

5.5518
5.6677
10.7960
1.6151
1446.0572
3.3678
61.7804
2218452501.5272
11.0822
0.4669
0.2785
0.1644
0.3537
1786.8202
0.4042
1.6194
8.5655
0.6144
1.5576
0.1873

17.0885
14.7875
11.9528
11.8828
7.0363
5.6198
5.5682
5.4458
4.7460
4.4302
4.4201
4.4138
4.1310
3.8000
3.7246
3.7139
3.6651
3.2326
3.1982
3.1004

In figure 1 we can observe all of the top configuration
performance regarding MSE percentage improvement for each
dataset

with a reduction of the MSE value of approximately -2.63
on average and that corresponds to the default configuration
The maximum number of bins that minimizes MSE is 400
with a reduction of the MSE value of approximately -0.9 on
average The maximum depth that minimizes MSE is: -1 T
with a reduction of the MSE value of approximately -1.7 on
average and that corresponds to the default configuration.

Fig. 2. Boosting plot

We further analysed the impact of using different categories
of each of the values to see the difference made by using
one configuration or the other. Such analysis was majorly
executed using box plots. We analyse the impact of the
boosting algorithm in figure 2.
As discussed before, in average the DART algorithm proves
to be a better choice than the default gbdt algorithm.

Fig. 1. Dataset vs percentage of improvement in MSE value using the best
random configuration found.

2) Individual Study of Hyperparameters: To study the individual performance and impact of each of the hyperparameters
we took the previously-stored results and analysed the impact
of each possible different category. To do so we performed the
median value of the MSEs for configurations containing each
of the possible hyperparameter values for each dataset, storing
the result. As such, we obtained fifty-eight median values for
each possible category of the hyperparameter and calculated
the median of the list. Then, we compared the final median
values of each of the categories and concluded that for each
of the different hyperparameters the results were as follows:
The boosting algorithm that minimizes MSE is DART with
a reduction of the MSE value of approximately -2.62 on
average The number of leaves that minimizes MSE is 50
with a reduction of the MSE value of approximately -0.89
on average. The learning rate that minimizes MSE is 0.1

Fig. 3. Number of leaves plot

The analysis of the impact of the number of leaves is shown
in figure 3.
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As discussed before, in average the number of leaves that
minimizes the MSE in our range of used categories is 50
proving to give better accuracy than the default 31 number
of leaves.

Fig. 5. Learning rate plot

Fig. 4. Maximum bins plot

In figure 4 we analyse the impact of the number of bins
used. It can be seen that 400 gives a better accuracy than the
default 255.
Finally in figures 5 and 6 we show that the default configurations prove to have the best results out of our selection of
values.
TABLE IV
S UGGESTED HYPERPARAMETERS
max bin

learning ratenum iterations
num leaves boosting

max depth

400

0.1

-1

1000

50

dart

It should be noted that despite some parameters showing
better accuracy one should be aware of over-fitting when augmenting the value of the maximum number of bins and number
of leaves. It was also expected that the default configuration
of the maximum depth would provide better results but one
should also beware of over-fitting.
With that in mind, we propose that an alternative for better
accuracy in a time series forecasting problem using LightGBM
by using the hyperparameters shown in table IV
V. C ONCLUSIONS AND F UTURE W ORK
Our work consisted of exploring the importance of hyperparameter tuning in lightGBM for forecasting time series.

Fig. 6. Max depth plot

We started by establishing hyperparameters that could be
tuned for better accuracy for LightGBM. We then applied
251 randomly selected for each one of the 58 time-series
dataframes available using LightGBM and calculated the MSE
error of each of the configurations.
On a wider scope, using the default configuration as bench11

marks we concluded that randomly selecting configurations
can lower the MSE up to 17.09%.
We then studied the individual performance and impact
of each of the hyperparameters and suggested an alternative
beginning configuration for LightGBM when faced with a time
series forecasting problem.
As future work, we would like to be able to test the DART
boosting algorithm in order to further enhance our solution
especially given the impact of DART in lowering the MSEs
in our case study.

[24] R. K. Vinayak and R. Gilad-Bachrach, “Dart: Dropouts meet multiple additive regression trees,” in Artificial Intelligence and Statistics.
PMLR, 2015, pp. 489–497.
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ABSTRACT
With the rapid evolution of smartphones, the recognition
of human activities becomes more common and straightforward. Human Activity Recognition is now used in a range
of applications such as healthcare monitoring and fitness
tracking, where a model capable of instantaneous recognize an activity performed by the user is needed. To make
a HAR system reliable, activity classifications must be as
accurate as possible in the applications of these systems in
smartphones. This paper presents several Machine Learning
algorithms and Deep Learning-based approaches for human
activity classification to maximize a HAR system’s accuracy.
The proposed approaches’ accuracy is evaluated on a commonly used PAMAP2 dataset containing labeled data from 9
different users. The results show that the best Machine Learning approach obtained an accuracy of 93.04% and the Deep
Learning approach obtained an average accuracy of 94.26%.
These results allow us to conclude that taking into account
only the accuracy, the proposed Deep Learning approach is
the most suitable for a HAR system.
Index Terms— Data Mining, Machine Learning, Deep
Learning, Human Activity Recognition, Classification, Smartphone, Ensemble, kNN, Decision Tree, Naı̈ves Bayes
1. INTRODUCTION
Human Activity Recognition (HAR) has emerged as a key
research area in Human-Computer Interaction (HCI) and
mobile and ubiquitous computing [1]. HAR aims to automatically recognize activities performed by humans through
the analyses of sensing data [2]. Human activity recognition has enabled novel applications in different areas, such
as, health and fitness monitoring, security, internet of things,
smart cities and entertainment [3, 4, 5]. Most of the these
approaches employ Machine Learning methods, including
Decision Trees [6, 7], Naı̈ves Bayes [8, 9], kNN [10, 11], and
Deep Learning techniques [12, 13].
In the early stages of sensor-based HAR approaches,
users had to attach multiple motion sensors to their body
(legs, arms, and waist). Although these systems achieve high

accuracies, they required elaborate setups, that are uncomfortable, and not suitable for long term usage [14]. According
to [15], a HAR system must be the least intrusive as possible
to the user.
However, in recent years, sensor-base HAR approaches
have received much attention due to the availability of smartphones. Smartphones have been increasingly used to develop
HAR systems, due to the capability and diversity of the sensors embedded in these devices [5]. The advantage of smartphones over other wearable devices is associated with (a) their
ability to collect and process sensor data [5], (b) the increase
in their processing power, and (c) battery capacity [3].
Smartphones allowed to overcome some limitations that
the initial HAR systems had. These limitations include: obtrusiveness of current wearable sensors; lack of fully pervasive systems able to reach users at any location any time;
privacy concerns regarding invasive and continuous monitoring of activities; difficulty of performing HAR in real-time;
battery limitations of wearable devices [5]. However, it is
still necessary consider energy consumption, which becomes
more important in these devices since it is a essential device
in people’s lives.
Not all HAR systems are feasible for implementation
in smartphones, mainly because of its high computational
cost [16] and energy consumption [17]. In order to reduce
the computational cost and the energy consumption that a
HAR system has on a smartphone, some approaches (see
e.g. [18]) have chosen to use only the smartphone to collect
data from the sensors, after which these data are sent to a
server where they are processed and classified and then sent
to the smartphone the result of this classification. Thus, the
computational cost is not a problem, as classification is performed in the server and a more complex processing can be
used. On the other hand, these approaches require that the
smartphone is constantly connected to the internet, which in
many situations is not possible. Furthermore, the intensive
use of the network communication has a high impact on the
energy used [19]. Another strategy commonly employed
by many authors is to reduce the sampling frequency (see
e.g. [20]). However, such approaches may negatively affect
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the HAR accuracy.
The main purpose of this paper is to propose a smartphoneinertial-sensor-based architecture for a HAR system. In this
paper several algorithms, such as kNN, Naı̈ves Bayes, Decision Trees, Ensemble and Deep Neural Network (DNN), are
compared in terms of accuracy using the PAMAP2 dataset.
The content of this paper is organized as follows: Section 2 presents the related work regarding HAR systems. In
Section 3 we describe the algorithms used in this work. Section 4 describes the experimental setup used and Section 5
shows experimental results. Finally, Section 6 presents our
main conclusions and future work plans.
2. RELATED WORK
Due to the low complexity in implementation, Decision Trees
are used as the primary classifier in many activity recognition
systems [4]. For example, in [6], the authors used Decision
Trees (C4.5 algorithm) to classify three genre of activities:
running, walking, sitting, obtaining an overall accuracy of
92.64%. Nurwulan and Selamaj [21] used a Random Forest
algorithm to classify six different activities: walking, walking upstairs, walking downstairs, sitting, standing, and lying
down. An accuracy of 87.16% was obtained using Random
Forest. kNN has also been used extensively in HAR systems.
For instance, in [22], kNN was used to classify six activities:
walking, walking upstairs, walking downstairs, sitting, standing, and laying. The authors obtained an accuracy of 91.25%
using kNN. In [23], kNN was also used to classify eleven different activities: jumping, jumping jacks, bending, punching,
waving two hands, waving one hand, clapping, throwing, sit
down/stand up, sit down, stand up. An accuracy of 86.40%
was obtained using the kNN as a classifier. Another Machine
Learning algorithm widely used to recognize human activities
is Naı̈ves Bayes. In [24], Shen and Fang used Naı̈ves Bayes
and Gaussian Naı̈ves Bayes to classify ten activities (go to
the washroom, have breakfast, go to bed, programming, have
dinner, do laundry, leave home, have lunch, night wandering, and take medicine) and obtained an accuracy of 82.70%
and 89.50%, respectively. Gadebe et al. [25] also used Gaussian Naı̈ves Bayes in the PAMAP2 dataset and obtained an
accuracy of 89.51%. Another method that is also widely used
for HAR is ensemble learning. Catal et al. [26] used a set
of classifiers, including J48 Decision Trees, Logistic Regression, and Multilayer Perceptron, to recognize specific human
activities like walking, jogging, sitting, standing, upstairs, and
downstairs. The proposed model applied Vote classifier and
obtained an accuracy of 91.61%.
Most HAR systems are implemented using Machine
Learning approaches. However, and more recently, Deep
Learning approaches have also been used in the HAR field.
The most significant advantage of Deep Learning models is
their capability of learning complex features from raw data.
This eliminates the need of pre-knowledge and handcrafted

feature extraction. For instance, in [27], the authors proposed
a Convolutional Neural Network (CNN) for feature extraction
and classification using the PAMAP2 dataset. The proposed
CNN achieved an accuracy of 91% for the PAMAP2 dataset.
In [28], the authors proposed a CNN with Long Short-TermMemory (LSTM) layers (CNN+LSTM structure). This CNN
was used to feature extraction and classification. They evaluate the proposed method with the PAMPA2 dataset. The
CNN-LSTM obtained an accuracy of 88.49% for repetitive
movements (walking, running, cycling, nordic walking, ascending stairs, descending stairs, vacuum cleaning, ironing,
and rope jumping) and accuracy of 84.97% for postures (lying, sitting, and standing).
Due to the increasing computer power available in smartphones, many researchers have begun to use smartphones to
replace wearable sensors in HAR. Also, smartphones contain
various sensors, such as accelerometers and gyroscopes, and
have wireless communication capabilities, making this device a suitable tool for activity recognition. Smartphones also
have fast processing capabilities and are easy to deploy, making them more practical to use. Smartphones contain inertial
sensors that are suitable to obtain human activity recognition
data. For example, in [29], a HAR system was developed to
identify, in real-time, if the user was watching a video or just
listening to the audio from the video, in which data from 10
smartphone sensors were used for classification. In [30], they
developed a smartphone app that performs activity recognition. The app can recognize seven activities, providing to user
a report of their physical activity level, and estimate the calories expended.
3. ALGORITHMS
The Machine Learning algorithms used in the experiments
were: kNN, Naı̈ves Bayes and Decision Trees. An Ensemble
algorithm was also used with these three individual individual
algorithms. The Ensemble uses a majority vote on top of the
predictions of the other inner learners. The algorithms used
are described in more detail in the following sections.
3.1. kNN
k-Nearest Neighbour (kNN) [31] is an instance-based classifier based on the majority voting of its k neighbours [4]. kNN
uses a local-learning approach since it only uses the class information of those objects most similar to the new object. The
value of k defines how many neighbor objects have their class
label consulted. Figure 1 exemplifies the classification process for a new object. In this example, the star represents the
new object and with a k = 3, 2 instances of class B and 1 of
class A are the nearest neighbors. If k = 3, the new object will
be assigned to class B. If on the other hand the value is k = 6,
the object will be assigned to class A.
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3.4. Ensemble

Fig. 1. Impact of value of k in classification.

kNN is a lazy learning algorithm, because it does not
have a learning phase and instead it “memorizes” the training
dataset. A lazy learner simply stores the training data, and
only when it sees a test instance starts an instance-based approach to classify the test instance based on its nearest stored
training instances (i.e. the k nearest neighbors).

Ensemble Learning instead of using a single learning algorithm, this method strategically generates and combines the
output of several classifiers to improve classification accuracy. Ensemble Learning has been shown to be an efficient
way of improving predictive accuracy. The selection of classifiers is an important factor. An ideal ensemble includes individual classifiers which are characterized by high diversity
and accuracy. It is also important to propose a combination
rule, responsible for the final decision of the ensemble, which
should explore the strengths of each individual classifier. For
example, in the Democratic Ensemble the votes of each classifier in the ensemble are collected, equally scaled, and added.
In the end, the final classification is the most voted class. The
Ensemble used in this work will consist in three individual
algorithms, namely kNN, Decision Tree and, Naı̈ves Bayes.
Figure 2 shows the Ensemble diagram used in this work. We
use the democratic vote as combination rule.

kNN

Instance

3.2. Decision Trees
A Decision Tree (see e.g. [6, 7]) is tree like structure, where
each internal node denotes a test on an attribute, each branch
represents an outcome of the test, and each leaf node (terminal
node) holds a class label. Each branch from the root to a
leaf node is called a classification rule. Numerous decision
tree algorithms have been developed over the years, e.g. C4.5
[32], CART [33], SPRINT [34]. For being an algorithm with
low complexity in implementation, Decision Trees are used as
the main classifier in many activity recognition systems.

Naïves Bayes

Combination
Rule

Classiﬁcation

Decision Tree

Fig. 2. Diagram of the Ensemble algorithm.

3.5. Deep Neural Network
The deep neural network used in this paper included 3 fully
connected layers. Figure 3 shows the deep neural network
structure used in this paper.

3.3. Naı̈ves Bayes
Naı̈ves Bayes (see e.g. [8, 9]) is a probabilistic classifier
based around Bayes’ theorem (see Equation 1) and computes
probabilities in order to perform Bayesian inference. Naı̈ve
Bayes is a generative algorithm. This type of algorithm induces classification models based on joint probabilities, the
probability that a given object belongs to a particular class.
Pr(A|B) =

Pr(B|A) Pr(A)
Pr(B)

(1)

The Naı̈ves Bayes classifier is very popular due to its simplicity and ease of implementation [35]. Naı̈ves Bayes has
proven to be effective in many practical applications, including text classification, medical diagnosis, and systems performance management. The Naı̈ves Bayes classifier is also quite
effective in various data mining tasks [36].

Fig. 3. Deep Neural Network structure.
The inputs to the deep learning structure were organized
in a 2D matrix with N x M dimensions. N corresponds to the
number of input signals and it depends on the dataset. In case
of PAMPA2, nine sensors with X, Y and Z axis were used,
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so N was equal to 27 signals. M was equal to the size of the
analysis window when using raw data as input data. In this
paper, the value of M was set to 300. This value was chosen
based on the sliding window used in the feature extraction
(see Section 4.4). In this way, the number of windows used
in the neural network is approximately equal to the number of
windows used in the Machine Learning algorithms.
The output of the 3 fully-connected layer is flattened into
a one-dimensional vector and used for the classification. The
output layer uses the softmax function to classify among different classes and categorical cross-entropy as the loss metric
to minimize the distance between predicted and actual probability distributions.
4. EXPERIMENTAL SETUP
4.1. Desktop
All the experiments were performed on a Legion Y54015IRH-PG0 laptop, with the following technical specifications: CPU: Intel(R) Core(TM) i7-9750H @ 2.60 GHz; GPU:
NVIDIA GeForce GTX 1650; RAM: 16 GB; OS: Windows
10 Home.
4.2. Tools
4.2.1. RapidMiner
RapidMiner1 is a data science software platform developed
by the company of the same name that provides an integrated
environment for data preparation, Machine Learning, Deep
Learning, text mining, and predictive analytics. It includes a
collection of algorithms (classification, regression, clustering)
and tools for evaluation. The Machine Learning algorithms
used in the experiments were implemented in RapidMiner.
RapidMiner Studio (a comprehensive data science platform
with visual workflow design and full automation) was used to
carry out experiments with Machine Learning algorithms.

and recurrent neural networks. It supports other common utility layers like dropout, batch normalization, and pooling.
4.2.3. Optuna
Optuna [37] is an open source hyperparameter optimization
framework to automate hyperparameter search. It can be used
with any Machine Learning or Deep Learning framework.
This tool was used together with Keras in order to optimize
the hyperparameters of the neural network that maximizes the
accuracy.
4.3. Dataset
The PAMAP2 [38, 39] dataset contains 1, 926, 896 samples
of raw sensor’s data from 9 different users and 18 different activities. The data were collected from 3 Inertial Measurement
Units (IMU) positioned in different body areas (wrist, chest
and ankle), at a sampling frequency of 100 Hz and a HeartRate Monitor at a sampling frequency of 9 Hz (see Figure 4).
Each IMU has 4 sensors embedded: a 3-axis accelerometer, a
3-axis gyroscope, a 3-axis magnetometer and a thermometer.
The activities are: walking, running, nordic walking, cycling,
lying, sitting, standing, ascending and descending stairs, ironing, vacuum cleaning, and rope jumping. In addition, the
users were encouraged to perform optional activities (watching TV, computer work, car driving, folding laundry, house
cleaning and playing soccer).

4.2.2. Keras
The neural network used in the experiments was designed,
implemented and evaluated using Keras. Keras2 is a deep
learning API written in Python, running on top of the Machine Learning platform TensorFlow3 . Keras is one of the
leading high-level neural networks APIs. It is open source
and supports multiple back-end neural network computation
engines. It contains numerous implementations of commonly
used neural network building blocks such as layers, objectives, activation functions, and optimizations. In addition to
standard neural networks, Keras has support for convolutional
1 https://www.rapidminer.com
2 https://keras.io/
3 https://www.tensorflow.org/

Fig. 4. Position of IMUs.

4.4. Data Preparation
After analyzing the PAMAP2 dataset, it was possible to verify
that the data from the Heart-Rate Monitor were mostly invalid
data (null data). For this reason, data from this sensor will not
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be considered. We also chose to discard the IMU thermometer data as it is not useful at this stage, since we only intend
to use the data referring to the movements made during the
activities when collecting data for the dataset. Apart from the
Heart-Rate Monitor and the thermometer, all other sensors
will be used in the experiments, as they do not present any
anomalies in their data.
Figure 5 shows the number of samples per user. As we
can see, user 9 has a much lower number of samples than
other users and mainly from one activity (rope jumping). For
these reasons, it was decided not to use user 9 data in the
experiments.
300000

Number of Samples

250000
200000

Table 1. Parameters used in the Machine Learning algorithms.
Algorithm
Parameters
k=4
measure type = NumericalMeasures
kNN
numerical measure = EuclideanDistance
Naı̈ves Bayes N/A
criterion = accuracy
maximal depth = 10
apply pruning = true
confidence = 0.1
Decision Tree apply prepruning = true
minimal gain = 0.01
minimal leaf size = 2
minimal size for split = 4
number of prepruning alternatives = 3

150000
100000
50000
0
1
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6

7

8

9

Users

Fig. 5. Number of samples per User.
After preprocessing the data, the features were extracted.
Features were extracted from fixed-size sliding windows of
raw data. It was used a sliding window with 300 data samples
and an overlapping of 10% between consecutive sliding windows. This We extracted 10 features for each 3D sensor: xaxis Mean, y-axis Mean, z-axis Mean, Mean of the sum of the
x, y, and z axes, x-axis Standard Deviation, y-axis Standard
Deviation, z-axis Standard Deviation, x and y axes Correlation, x and z axes Correlation, and y and z axes Correlation.
We obtained a total of 90 features. These features will only
be used in the Machine Learning algorithms. Raw data will
be used for the Deep Learning approach. The values of the
window size and overlap, as well as the features used, were
obtained based on [10].
4.5. Training Parameters
In this paper, we used a variety of classification algorithms in
Machine Learning for comparison. Table 1 summarizes the
employed parameters. These parameters were determined by
grid search to find the optimal parameters which maximizes
the accuracy of the algorithms. In the Ensemble, the individual inner algorithms have the same parameters identified in
Table 1.
Table 2 lists the hyperparameters used in the Neural Network. These hyperparameters were determined using Optuna
to find the optimal hyperparameters which maximizes the accuracy of the Neural Network. Optuna was used to tune 5

different hyperparameters, namely: number of hidden layers; learning rate; number of estimators per layer; number
of epochs; batch size. According to [40], to get the most
out of hyperparameter tuning, the maximum number of trials shouldn’t be lower than 10x the number of hyperparameters used. So, as we are optimizing 5 hyperparameters, 50
trials were carried out to determine the optimal values for the
hyperparameters under study.
Table 2. Hyperparameters used in the Deep Neural Network.
Hyperparameter Value
Number of Layers 3
Learning Rate
0.00014449602289227885
Estimators
170
Epochs
160
Batch Size
250
Optimizer
Adam

4.6. Experiments Description
The experiments carried out aim to evaluate the predictive capacity of the considered algorithms. The algorithms will be
evaluated based on accuracy. In order to evaluate the algorithms with PAMAP2 dataset, we split the the dataset into a
training set and a test set. To split the dataset we use a holdout approach. User 7 was selected to represent the user of the
system (i.e., the test set) and the remaining users constitute the
training set. We chose user 7 for the test set and the rest for
the training set, because according to [41] this is the most suitable division in order to maximize the accuracy of the dataset.
This dataset division was used both in the Machine and Deep
Learning algorithms. For the Deep Learning algorithm, the
experiments were repeated 10 times and the results presented
are the average of the accuracies of the executions performed.
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We also use a Early Stopping technique in this Neural
Network to avoid overfitting. This technique stop the training when a monitored metric has stopped improving after E
epochs. In our Neural Network, we use the ’val accuracy’ as
monitored metric and after 15 epochs with no improvement
in the ’val accuracy’ metric, the training will be stopped.

a minimum accuracy of 93.85% and a maximum accuracy of
94.78% were obtained.
Figure 7 shows the results obtained by the Ensemble (Machine Learning algorithm that obtained the best results) and
by the Deep Neural Network (average accuracy).
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94.26

94.50

5. RESULTS AND DISCUSSION
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Figure 6 shows the results, in terms of accuracy, obtained by
the evaluated Machine Learning algorithms.
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Fig. 7. Comparison between the Ensemble algorithm (Machine Learning) and the Deep Neural Network (Deep Learning).
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Fig. 6. Classification results on PAMAP2 dataset for Machine
Learning algorithms.
Analyzing the chart in Figure 6, it is possible to observe
that the Ensemble algorithm obtained the best result among
the various methods analyzed, improving the best individual
classifier’s accuracy by approximately 2%. Individually, the
algorithm that provided the best accuracy was Decision Trees,
with an accuracy of 91.07%. On the other hand, kNN obtained the worst result of all the studied algorithms. Naı̈ves
Bayes had a better result than kNN but inferior to Decision
Tree and Ensemble. From the point of view of accuracy, Ensemble is the most suitable Machine Learning algorithm to
implement a HAR system on a smartphone.
Table 3 shows the results obtained, in terms of accuracy,
for the Deep Neural Network used. Since the results may
vary, 10 executions were carried out and the average accuracy
was calculated. Table 3 presents the minimum (MIN), average (AVG) and maximum (MAX) accuracy obtained in the 10
executions.
Table 3. Classification results on PAMAP2 dataset for Deep
Learning.
MIN
MAX
AVG
Accuracy 93.85% 94.78% 94.26%
As can be seen from the results present in Table 3, we
can see that the Deep Neural Network’s average accuracy
was 94.26%. During the experiment, we can also see that

Analyzing the graph in Figure 7 and comparing the results obtained by the different methods, we can conclude that
the Deep Neural Network achieved, on average, better results
than the Ensemble. The Deep Neural Network allowed us
to improve, on average, the accuracy of the Ensemble by approximately 1%. Based on the results obtained in the various experiments carried out, we can conclude that considering only the accuracy, the best algorithm to implement a HAR
system on a smartphone is the Deep Neural Network.
6. CONCLUSIONS AND FUTURE WORK
With the rapid development of smartphones, these devices
have been increasingly used in Human Activity Recognition,
mainly due to the increase in computing power and memory and the numerous sensors embedded in these devices.
In order to implement a HAR system on a smartphone, this
paper evaluates four different Machine Learning algorithms,
namely Naı̈ves Bayes, kNN, Decision Tree, and an Ensemble
of the previous three algorithms and a Deep Neural Network
in terms of accuracy using the PAMAP2 dataset. The goal
is to find the most accurate approach to recognizing human
activities.
The results obtained allowed us to conclude that the Ensemble was the one with the best results in the evaluated Machine Learning algorithms, having an accuracy of 93.04%.
Individually the best algorithm was Decision Trees, with an
accuracy of 91.07%. On the other hand, kNN was the worst
result with an accuracy of 87.82%. Ensemble improved the
accuracy of the best individual algorithm, Decision Trees, by
about 2%. Regarding the Deep Learning approach, the proposed Deep Neural Network obtained an average accuracy
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of 94.26%. This may be due to the fact that traditional Machine Learning models have been trained with a limited number of features that had to be manually extracted before training, while the Deep Learning model finds the features that are
most important for classification automatically. With these results, it is possible to conclude that the method that allows recognizing the activities with more accuracy is the Deep Neural
Network. So this approach is the best way to implement a
more accurate HAR system on a smartphone.
As future work, we intend to try the approaches present
in this paper in other datasets in the HAR domain to verify if the conclusions are the same as those obtained for the
PAMAP2 dataset. In addition to other datasets, we also intend to evaluate other algorithms, such as Long short-term
memory (LSTM), Random Forests and Support-Vector Machine (SVM). Another study that may be useful in the future
is the exploration of features for traditional Machine Learning models, through the addition of a greater number of features and the use of algorithms to find the subset of features
that maximize the accuracy of the models. It should be noted
that the objective of this paper was to find the method that
allows obtaining greater accuracy for a HAR system. This
paper does not consider the energy consumption or the computational cost that these algorithms bring to the smartphone.
Therefore, as future work, the algorithms used in this paper
will be evaluated in terms of energy consumption and execution time to find a compromise between accuracy, execution
time, and energy to select the best method to implement a
HAR system in a smartphone.
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OPTIMIZING CYCLEGAN IN THE CONTEXT OF MONET PAINTING GENERATION
Filipa M. Ramos
Faculty of Engineering of University of Porto

Fig. 1: Some paintings generated from photographs by the Encoder-Decoder architecture after tuning.

ABSTRACT
The field of painting generation is a subset of image-to-image
translation problems where the goal is to map an input image
to an output image without presence of paired data. Focusing
on the specific translation of photographs into Monet paintings, this work analyses the potentials of CycleGAN on these
specific domains. Some improvements to the base model are
proposed, including an encoder with shared weights, a tuned
architecture and an asymmetry enforcing parameter. These
configurations are explored using both qualitatively and quantitatively evaluation methodologies, showcasing significantly
better results than the initial baseline.
Index Terms— painting generation, CycleGAN, imageto-image translation, deep learning
1. INTRODUCTION
Image-to-image translation is the field of computer vision that
studies the learning of a mapping between an input and output
image. Many applications can be identified for this problem,
starting from, but not limited to, collection style transfer, object transfiguration, season transfer and photo enhancement.
Learning a mapping between an input and output image
is a process that encompasses several challenges of interest.
Firstly, how can we define the output in a rigorous and scientific way? The lack of definition of the output is common. Rather, the output is many times subject to interpretation, such as the case of painting generation [1]. Secondly,
how can this task be successfully formulated in an artificial
system? How to direct the learned mapping towards the expected output? And, just as important, how to objectively

evaluate the quality of the translation? Finding a solution to
these questions could have a heavy impact on a wide range
of scientific areas including image processing, medicine and
linguistics just to name a few.
Even though the area of image-to-image translation in itself is of high interest to the scientific community, there are
several demanding challenges faced in these studies. The existence of paired data, for a direct definition of the target, is
many times impossible to obtain due to high costs of collection or the inability to even find such samples in nature. For
this reason, it is of interest to study these classes of problems
using unpaired data, modifying the premise in order to learn a
mapping between an input and output image that is not comparable to a direct pair but rather belonging to the target set.
This work focuses on a specific field of image-to-image
translation. Leveraging unpaired data, the objective is to
obtain a mapping of photographs into what could be Monet
paintings. The data and a suitable evaluation method are
sourced from a Kaggle challenge entitled I’m Something of a
Painter Myself [2].
The field of painting generation presents difficulties of its
own. Some of the initially considered questions, upon analysis of the data, are related to the distribution of the target set.
In fact, Monet presents paintings with a high variance in style
- some look almost blurred, with less definition in the brush
strokes whilst others look almost like photographs. Some feature dark, strong colours whilst others are fuzzy all over. A
perfect translation could perhaps only be achieved when and
if we can transfer artistic and subjective concepts to machines.
The reversed translation showcases a much more well defined
target as photographs all have the same visual characteristics,
changing more of the content rather than the visual style.
Specifically, the starting point of this work will be CycleGAN [1], due to the fact that it has been one of the most
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prominent solutions since its first publication in 2017. Even
though the model is not particularly recent, there have been
few to none improvements proposed. For this reason, the
starting point of this work will be the original model proposed
by Zhu et al. The expected learning outcomes can be highlighted:
• Creation of a working CycleGAN model [1] using Pytorch.

3. METHOD
The goal in sight is to learn a mapping from a domain X to
a domain Y . Depicting the generator as G, our objective is
then to learn G : X −→ Y . The discriminator that is tasked
with distinguishing the generated Y from a real sample is represented as DY . The adversarial loss, LGAN , in Equation 1,
enables the equilibrium learning for both networks [12].

• Analysis of possible improvements for the CycleGAN
model on the field of painting generation.

G∗ = arg minG maxDY Ey∼Pdata (y) [log DY (y)]

• Experimentation with different ideas to gain insight
into the workings of the model.

The negative log-likelihood on this loss might cause gradients to become infinite which leads to unstable training
procedures. For this reason, the mean squared error is also
considered for adversarial training, with modified parcels
Ey∼Pdata (y) [(D(y)−1)2 ] and Ex∼Pdata (x) [[(D(G(X))−1)2 ].
CycleGAN proposes the addition of two terms to the target loss function in order to restrain the output space and guarantee that the learning is successful. Considering generators
G : X −→ Y and F : Y −→ X, the cycle consistency,
in Equation 2, reinforces the reconstruction’s similarity to the
original image, i.e., F (G(X)) ∼ X and G(F (Y )) ∼ Y .

2. RELATED WORK
Paired image-to-image translation Pix2pix [3] is one of the
major references for supervised image-to-image translation.
Conditional GAN’s [4] are used to learn both the mapping
and loss function automatically. The model is applicable to a
wide range of domains without overhead since the loss function does not need to be tuned.
Unpaired image-to-image translation The baseline model
of this work, CycleGAN [1], proposes the addition of cycle consistency in order to restrain the set of possible output
transformations. The concept is based on the idea that if X
is translated to Y, Y can be translated back to X. To fulfil
this, the authors leverage two generators, G : X −→ Y and
F : Y −→ X and the corresponding discriminators DX and
DY . The accuracy of reconstruction is enforced through the
addition of a cycle consistency loss.
Other works assume a shared latent space [5, 6]. The hypothesis of the shared latent space is based on the idea that
images from different domains can be mapped to the same
space by a variational auto-encoder [7]. These systems usually comprise two different GAN’s [8], one for each domain.
MUNIT [6] expands this idea by having a content and a style
space.
More recently, contrastive learning [9] has proposed maximising the information between patches of the input and output through the sampling of unrelated patches that are used
as negative examples. These are drawn from the input image
itself, minimising overhead.
Style Transfer One of the original approaches, proposed in
[10], makes use of the intermediate layers from an object detection network, VGG19 [11], in order to transform an image
into a reference style and content. The features extracted by
VGG19 are used to approximate the output to both the content, using the mean squared error, and the style, using gram
matrices.

+Ex∼Pdata (x) [log(1 − DY (G(x)))]

Lcyc (G, F ) = Ex∼Pdata (x) [kF (G(x)) − xk1 ]
+Ey∼Pdata (y) [kG(F (y)) − yk1 ]

(1)

(2)

Further than this, an identity term is also considered in
order to discourage the network from changing the original
tints of the image too much, Equation 3.
Lid (G, F ) = Ex∼Pdata (x) [kF (x) − xk1 ]
+Ey∼Pdata (y) [kG(y) − yk1 ]

(3)

The full CycleGAN objective can then be expressed
through Equation 4. The cycle consistency and the identity term are weighted in order to further tune their impact on
the loss function.
LCycleGAN (G, F, DY , DX ) = LGAN (G, DY , X, Y )
+ LGAN (F, DX , Y, X)
+ λLcyc (G, F )

(4)

+ λid Lid (G, F )
4. IMPLEMENTATION
The full implementation is achieved with the help of the PyTorch framework for Python. The initial model, as a baseline,
was constructed based on the CycleGAN paper, leveraging a
U-Net based generator and a pixel discriminator. Further than
this, two other versions were implemented. The first was a
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Fig. 2: Best performing architecture for the generator. Based
on the U-Net [13] model, the output of the downsampling layers is concatenated with the corresponding upsampling layers.
complex encoder-decoder style generator paired with a deeper
discriminator. Noise sampled from a normal distribution with
mean 0 and variance 1 is added to the output of the encoder
before feeding it to the decoder. Residual blocks are present
in both the encoder and decoder. Transposed convolutions
are not performed on this version, and nn.UpSample is used
instead. The other version was based on the original U-Net
generator with a more tuned architecture and a discriminator
with 5 convolutions. Contrary to the previous version, transposed convolutions are used for the upsampling.
Following the original paper, discriminators are fed a random sample from a buffer of 50 previously generated images,
the learning rate is linearly decayed in the last epochs and the
batch size is kept as 1.
4.1. Network Architectures
For simplification, only the best performing architectures are
illustrated. The final generator architecture is presented in
Figure 2. The model features 5 downsampling convolutions
with instance normalisation, reflection padding and a leaky
relu activation. Through experimentation, it was observable
that removing the normalisation from the first layer increased
results significantly. The upsampling is achieved with transpose convolutions including instance normalisation and a relu
activation. All convolutions performed maintain a filter size
of 4x4 and a stride of 2.
The discriminator’s architecture is very close to the original Patch discriminator, with slight adjustments. Figure 3
showcases the full architecture. The model is composed of
5 convolutions followed by instance normalisation (except on
the first layer) and leaky relu activation.
5. EXPERIMENTS
The dataset available for experiments comprises 300 Monet
original paintings and 7038 random photographs. The pho-

Fig. 3: Best performing architecture for the discriminator is
very close to the original Patch discriminator with slight adjustments on the final layers.

Fig. 4: Some of the samples from the first split of Monet
paintings. These paintings showcase consistent colours and
a similar brush technique.

tographs are mainly representative of natural landscapes with
a few featuring people and strongly contrasted scenes. Upon
careful inspection of the set of Monet paintings, it becomes
apparent that there is a wide range of styles and techniques
in between samples. In fact, the distribution seems hard to
describe, even in natural language.
Numerical evaluation is performed through Kaggle’s platform. Their evaluation methodology uses the Memorizationinformed Fréchet Inception Distance, short MiFID, which is
a variation of FID [14] that takes into account training sample memorisation. The FID [14] between real and generated
images is calculated using the extracted features from an intermediate layer of an Inception network [15]. The features
are modelled as a multivariate Gaussian distribution and the
Fréchet distance expresses the distance between the distributions of features of the real and generated images. The FID
is then divided by the minimum cosine distance between all
training samples in feature space, which composes the final
MiFID score. The lower the MiFID score, the better is the
general quality of the translations. Further evaluation is performed through visual analysis of the intricacies of generated
images.
5.1. Experimental Variations
As previously mentioned, several different architectures were
tested for both the generator and discriminator. A history of
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Model

MiFID score

Baseline
Encoder-Decoder
Improved baseline

71.89
62.95
44.77

• Addition of a penalisation term to the Monet discriminator loss. Destined to create asymmetry in training objectives. Loosely based on [18]. Under the premise that
M onet −→ photograph could be considered a more
defined translation than photograph −→ M onet.

Table 1: Best MiFID scores obtained for each implemented
version.

experiments is summed up for each specific model.
Baseline architecture The initial parameters were based on
the usually recommended GAN procedures, including a leaky
relu activation with a slope of 0.2, batch normalisation, a 2x2
stride for downsamples and the adam optimisation methodology with a learning rate of 0.0002 and momentum of 0.5.
The adversarial loss considered for the baseline is the mean
squared error. After some optimisation, a MiFID score of
71.89 is obtained.
Encoder-Decoder architecture During the training process
of these experiments, a steep increase in GPU memory consumption was noted, with a batch size of 1 using around
4.5GB of memory. Moreover, training time exponentially
increased, from around 4 to 12h. With some optimisation,
and using the negative log likelihood loss in Equation 1, the
evaluation outcome is a score of 62.95. Figure 1 showcases
paintings generated with this architecture.
Improved baseline architecture Several experiments were
carried out using different λ and λid values. λid was varied
in the interval [0, 5]. With a λid of 2, the best score was
achieved, 44.77. The extension of the generator from 5 to 7
layers was also tested, however, results deteriorated slightly.
Further than the tuning of the several implemented variants, Table 1, some additions to both the encoder-decoder architecture and the improved baseline were considered:
• Injection of noise sampled from a normal distribution in
the discriminators. The premise is that this could break
the initial training advantage of the discriminators in
face of the generators.
• Varied data augmentation settings. Data is augmented
in place and randomly through the training epochs.
• Improved WGAN [16, 17] loss strategy and gradient
penalty for training stability and result refinement.
• Creation of sub-datasets of Monet paintings that present
more similarity in style between each other.
• Shared weights between the Monet and photo encoders.
The idea is to indirectly enforce the shared latent space
assumption [5, 6].

(a) Translation with red spots. Obtained with
parameters λid = 0.2 and λcyc = 10.

(b) Translation with black spots. Obtained with
parameters λid = 0.4 and λcyc = 10.

(c) Translation with black spots. Obtained with
parameters λid = 0.5 and λcyc = 10.

Fig. 5: Artefacts commonly seen with data augmentation during training. The variation of the weight given to the identity
loss makes the artefacts more prominent.
As for the injection of noise, no clear improvements were
seen. For the data augmentation study, however, some interesting results were obtained. Alternating random crops, flips,
perspective wraps and gaussian blur lead to the appearance of
strange artefacts in the translated images, Figure 5. The only
data augmentation techniques that did not lead to the appearance of these were the flips, both horizontally and vertically.
Even though these did not lead to deformations in the output,
impact on performance was not noticeable.
The addition of gradient penalty and the adequate adaptation of the adversarial loss, following [17], demonstrated a
lot more training stability, however, the model could not converge to the desired output, degenerating to reconstructing the
input images. This behaviour was equally observed with the
identity term and without it.
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Fig. 6: Samples from the AMT perceptual tests given to the participants. Each pair has a real Monet painting and a generated
one.
The creation of sub-datasets was carried out through splitting the original set of paintings into two sub-sets, with 153
and 147 respective samples. The first set contained only
paintings with a more defined brush stroke pattern, consistent
colours and subjects - these could be considered in the style
that Monet is most known for, Figure 4. The other set showcased much more varied painting styles, with either strong or
faded colours and more exotic scenes. Experiments on these
sub-sets of paintings did not seem to have a significant impact
on the translation outcomes, neither positive nor negative.
Furthermore, using the Encoder-Decoder and the improved baseline architectures, a shared weights approach was
tested. The shared weights were respectively applied to the
encoder and/or decoder and the downsampling and/or upsampling layers. The best performing experiments were with
shared weights only on the encoding layers, i.e., the encoder
and the downsampling. Comparing the same configuration
with and without the shared weights setup, even though the
MiFID score worsened slightly, visually, it was observable
that the shared weights setup produced consistently paintings
with less overall noise and better scene definition, Figure 7.
Finally, the asymmetry hypothesis was tested directly in
the Monet discriminator’s loss with a penalisation of 0.5 and
0.3. The averaged values of the real and generated discriminator loss values were multiplied by this term. Using a penalisation of 0.5, the equilibrium is too strongly broken which lead
to worse translations and less training stability. However, with
a penalisation term of 0.3, the results showcased great visual
accuracy, even though the best obtained score was worsened
slightly, and the training stability of the Monet generator and
discriminator was benefited.

5.2. AMT Perceptual Study
A small perceptual study [19] was also conducted in order to
ascertain the visual quality of the generated paintings. With a
sample of 4 participants, this study provides only a reference
of the common visual accuracy of the obtained translations.
The experimental setup consisted of 10 tests with pairs of one
original Monet painting and a generated one. The participants
were asked to choose, for each pair, which they thought was
the real painting and the generated one. Figure 6 represents
the tests that were given to the participants.
On average, participants achieved 77,5% of accuracy in
choosing the correct Monet painting. The last test was the
one that proved most difficult for participants with only 50%
being able to point out the real Monet painting. Participants
with previous knowledge of Monet’s works were more efficiently able to point out the real paintings, however, they still
described the test as difficult and challenging.
5.3. Ablation Study
The original CycleGAN paper [1] presents an ablation study
in regards to the forward and backward consistency parcels of
the loss function. However, since the identity loss is only used
for painting generation, the authors did not include this parcel
in the analysis. For this reason, it is of interest to analyse
how impactful the presence of the identity loss term is to the
model’s performance.
In order to fulfil this, two experiments were carried out,
using the previously optimised parameters. For these experiments, it is important to take into consideration two different
metrics, MiFID score and training stability. Table 2 denotes
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Fig. 7: Some visual differences found in the translations made
by the without/with shared weights configurations, respectively from left to right.
Identity Loss Configuration

MiFID score

present, λid = 2
not present

44.77
51.71

Table 2: MiFID scores for the identity loss ablation.

the contribution of the identity loss to the model’s accuracy.
Further than this, it was also observed that the removal of the
identity parcel made the training process more unstable, Figure 10, with the adversarial loss in particular unstably rising
through time.
Through a visual analysis of the obtained paintings, many
good results are found, as showcased on Figure 8. Even
though the translations seem positive, there is more noise
found in the output when the term is removed. Moreover,
Figure 9 reveals strong negative examples on which it is
possible to denote that the model makes some drastic colour
changes when the identity term is absent.

entire set. The brush strokes found on the originals were still
not present on the translation outputs which might indicate
that the discriminator is not using these visual details in classification. An interesting improvement of the discriminator
would be to enforce its attention on smaller patches that detailed the painter’s techniques. Overall, the obtained paintings
seem to indicate that the discriminator is effective in classifying images as being paintings or not, however, it is not capable
of enforcing concretely the style of Monet. Figure 1 describes
this well. We can certainly classify these translations as paintings. Could we classify them as a work of Monet?
Forcing the shared weights configuration might not lead
the encoding of both domains into the intended shared latent
space. The encoding of the different domains might even
have isolated semantic meanings, independently of the encoder weights. This could explain the lack of an obvious improvement in performance. Further than that, the learning optimisation could lead to similar weights on both encoders even
without these being forced since the reconstruction loss has
a great impact on the learning process. Pairing a generatordiscriminator after the shared weights encoders could force
the mapping to a shared space and possibly improve results.
As for the asymmetry hypothesis, more testing is needed
in order to ascertain its true impact. However, asymmetry
has been proven to be beneficial for GAN training and the
idea that a photograph −→ M onet translation carries a lot
more information than the opposite translation might indicate
that the learning objective is asymmetric in itself. CycleGAN
indirectly carries the idea that a translation X −→ Y and
Y −→ X have the same cost. One could argue that turning a
painting into a photograph is a much more defined translation
and even easier to perform than the opposite one.

6. DISCUSSION
7. CONCLUSION
Concerning the data augmentation artefacts, a reasonable explanation for this could be the fact that the transformations are
applied randomly through training. This means that the target distribution will be changed during learning by a stochastic process which might cause the degeneration into the seen
anomalies. Furthermore, since the distribution is changed
suddenly, the next output from the generator can be classified
as being fake even if its translation is of high quality which
leads to higher loss values for the generator that can deteriorate its optimisation path. Horizontal and vertical flips change
the content and the style the minimum and should, in theory,
make the modelling of the distribution rotation invariant. It
is not clear whether this could be beneficial or not. The style
that is trying to be replicated describes natural scenes with
minimal changes in colour. It is arguable whether a perfectly
translated, however vertically flipped image should be classified as a Monet painting or not.
The results obtained with the sub-datasets were below expectations. Several configurations trained on the defined set
of paintings showcased similar results to the training on the

The main objective of this work was to identify possible improvements for the CycleGAN model in the context of a direct
translation from a photograph to a Monet painting. Further
than this, it was of high importance to study the visual quality
of the painting generation and the training procedure of the
GAN’s.
In order to fulfil this, different architectures were tuned
towards better results. Using the optimised networks, several
hypothesis were tested as additions to the improved CycleGAN model. Furthermore, an identity loss ablation study was
provided in order to give insight into the inner workings of the
model, especially its training procedure.
Having improved massively upon the initial baseline
score, it is considered that some relevant and efficient improvements were proposed. A thorough analysis of the target
paintings and the generated ones demonstrate that the employed methodology is able to produce good results. In fact,
it might even be possible to fool human testers in some cases.
However, the modelling of the target distributions lacks
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Fig. 8: Some positive examples observed without the identity loss term. Even though the translations are fairly good, the
instability of the training is showcased through the added noise.

Fig. 9: Negative examples are more prominently observed without the identity loss term. The lack of the loss term for the
consideration of the photograph’s identity leads to strong colour changes and added noise to the translation.
the attention to intricacies of artistic quality. Further than
this, it was noted during the perceptual tests that the main reason for identification of the generated painting was the slight
noise that is consistent through all the translations, especially
in the corners of the images. The inclusion of an image quality term to the loss function might be an interesting open point
of investigation. Moreover, the pursuit of the idea of asymmetry in the painting generation setting can be a study of great
value for the field. Other interesting ideas would be to introduce negative examples from paintings of other painters.
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ABSTRACT
Taking advantage of the immersive technologies as an interactive medium of communication a serious game was developed
to reinforce the awareness of the increase the pollution in the
oceans. The game has two different approaches to interact
with the simulated underwater environment: a grabber with
a claw that mimics the movement of the human arm and a
robotic arm attached to a submarine capsule. The interaction
metaphors were evaluated through usability surveys, questionnaires and game metrics. However due to the COVID19 pandemic and limitations in sharing personal devices like
Virtual Reality headsets, a small number of users took part
in the experiments. Both interaction approaches have similar results, and it was not possible to distinguish which one
is the better. Nevertheless, the players claim that the use of
Virtual Reality has enabled the experience in first-person of
the problem of plastic debris being present in the oceans.
Index Terms— Immersive Systems, Virtual Reality, Marine Pollution, Serious Games, Human-Computer Interaction

facing at the time the experiments were conducted, and it is
difficult to share virtual reality headset devices and to ensure
health and security conditions for all participants.
The quantitative results of the usability surveys reveal
that both approaches have similar results and the mean of the
scores are equal. The collected game metrics reveal that there
is a tendency to decrease the time to accomplish the mission
objective with the increase of the number of trials.
The rest of the paper is structured as follows. Section 2
presents the literature review related to the use of multimodal
interfaces, immersive technologies, how to recreate an underwater computer-generated environment, the use of serious
games in museums and science centers and human-robotic
interfaces for underwater vehicles. Section 3 describes how
the experimental design was set up, the objectives of the serious games, how virtual reality touch control was mapped to
control the claw and the robotic arm and ends describing the
methodology for evaluating the two interaction approaches.
Section 4 presents the results of collected data and in section
5 discusses the results. Finally, Section 6 presents the conclusions.

1. INTRODUCTION
Science centers and museums are dedicated habitats to spread
scientific culture. The use of immersive technologies in these
cultural spaces can provide new level of interaction and dynamism to the visitors.
A serious game was developed using virtual reality with
the objective of raising awareness about the problem of increased pollution in the oceans caused by plastic debris [1].
The visitors have a limited period to play the game, so two
different approaches were designed to interact with the underwater environment and recover the plastic bags deposited
on the ocean floor. In the first approach used a grabber with
a claw that when selected mimics the movement of the arm
while in the second approach used a robotic arm controller by
virtual reality touch controls. In this work, the objective is to
evaluate which is the best interaction metaphor for picking up
plastic bags from a game interaction perspective.
The prototype was evaluated with a small group of users.
This limitation due to the COVID-19 pandemic the world was

2. LITERATURE REVIEW
Before immersive technologies, the learning process in museums and science centers was mostly static and passive. Immersive technologies enable new possibilities to disseminate
the cultural context and its legacy [2] [3].
Multimodal interfaces make it possible to explore different levels of immersion to enhance the visitor’s experience
[4] by combining multiple device sensor data to mimic the
human natural interaction modalities (visual, auditory, tactile,
vestibular, gustative and olfactory). The visitors can interact
with exposed artifacts enabling an active and dynamic cultural
learning process in situ [5]. Immersive technologies can be
characterized by their level of immersion. Multimodal kiosks
are the most basic interactive system and are characterized by
the lack of fully immersive features [2].
Augmented Reality(AR) is a combination of real-world
objects and virtual objects [6] using specialized devices like
31

glasses, cameras, and projectors. Using the cameras on visitor’s mobile phones it is possible to point to a work of art and
have detailed information about the author. It is also, possible
to recreate the missing parts of an artifact, superimposing the
complete 3D model on the recovered artifact [7].
Virtual Reality(VR) is the most immersive technology,
where the users interact with a fully computer-generated
world [4]. The use of virtual reality technologies provide
a higher level of immersion and can be an important ally
in science communication [8]. Since Ivan Sutherland introduced the concept of virtual reality [9], a constant rate of new
hardware and software has been dedicated to make it possible
[10].
VR technologies can be grouped by two factors: the
type of technology used in the building system and the level
of mental immersion [6]. Basic virtual reality systems are
screen-based and pointer devices, e.g., cell phones. Partial
immersive virtual reality systems use projectors to present a
virtual world on a large screen and use gloves to interact with
the virtual world. Fully immersive virtual reality systems
are room-based [6] and use Head-Mounted Displays (HMD)
in which the eye has one screen dedicated to it and the user
position is tracked.
To recreate a computer-generated world that is the closest to the real world it is necessary to understand the particularities and the mechanics of the selected environment.
To simulate an underwater environment, some visual components must be taken into consideration: the bathymetry (ocean
depth data), vegetation, water surface, particle systems (e.g.,
bubble effects), fog to give an obscure and murk effect. These
visual components can be computationally heavy so they have
to be optimized to meet the device hardware constraints [11].

3. METHODOLOGY
A serious game was developed using VR technologies and
the selected HMD to perform the experiment was the Oculus Quest version 1. Two different strategies were explored
to interact with the underwater environment through virtual
reality touch controls. The first approach used an interaction
metaphor that copies the movement of the arm (the technique
used on I SEA [14] project). It is possible to select a virtual
object that looks like a claw and replicates the movement of
the touch controls in the real world into the virtual space e.g.,
when the hand goes forward the virtual claw also goes forward.
The previous approach is playful from the practical point
of view. In the real word, the submarine capsules use robotic
arms to collect samples from the ocean. Inspired by HumanRobot Interfaces and VR a robotic arm was added to the submarine capsule controlled by the VR touch controls.
3.1. Virtual reality commands mapping
3.1.1. Grabber
To use the grabber, the player selects the 3D representation of
the claw (Fig. 1) using Oculus touch controls, and at the same
time presses the side button. When pressed, the claw (Fig. 2)
mimics the movement of the arm in the game. To collect the
plastic bag, the player must press the grip button and put it on
the submarine basket.

Serious Games using virtual reality environments have
been used in museums to provide a memorable experience
putting the focus on the process of learning and augmenting
the mental stimulation [12]. Designing serious games promotes experimental learning by allowing testing things that
cannot be done by just observing what is behind the glass
[13].
As an example of using immersive technologies in science centers, the project I SEA [14] was designed to improve
the process of communication and emphasize the urgency of
preservation deep sea ecosystems. Also, the immersive virtual reality story-telling Oceans We Make [15] was implemented to draw a social awareness about the dangers of the
disposal of plastics on the ocean.
From the operational point of view, studies about the use
of virtual reality in Human-Robotic Interfaces (HRI) that teleoperating underwater robotic vehicle is possible [16]. Also,
virtual reality allows the reduction of the number of devices
(e.g., joysticks and monitors) necessary to perform an underwater survey [17].

Fig. 1. Selecting the grabber.

3.1.2. Robotic Arm
The submarine’s robotic arm (Fig. 3) was controlled using the
Oculus touch controllers. To command the Degrees of Freedom (DoF) of the robotic arm, the focus was on the gamepad
and grip buttons (Fig. 4).
There are three degrees of freedom to control the robotic
arm. The DoF1 rotates the base of robotic arm. The DoF2
rotates the middle of the robotic arm to the backward and forward directions relative to DoF1. DoF3 rotates the top of the
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Fig. 4. Mapping of the robotic arm’s degrees of freedom to
the Oculus touch controllers.
Fig. 2. Grabber’s claw.

Fig. 5. Video game workflow.
Fig. 3. Robotic arm.
robotic arm to the backward and forward directions relative to
DoF2. To pick up a plastic bag deposited on the ocean floor,
the player needs to use the claw of robotic arm and simultaneously press the grip button in the back of the touch controller.

3.4. Visual feedback about mission status
To inform the player about the mission status is displayed
on their Field of View (FOV) monitors, the current mission’s
time and the number of collected plastic bags (Fig. 8).
3.5. Participants

The objective of the video game was to collect three plastic
bags from the ocean floor using a submarine capsule (Fig. 5)
illustrates the workflow of the game.
The player starts the mission by unlocking the submarine
capsule. The locomotion of the capsule is controlled by two
virtual handles placed on capsule control center (Fig. 6). To
recover the plastic bags, depending on the mechanics correspondent of the chosen level, the player must pick up the selected plastic bag and put it on the submarine capsule basket.
The mission ends when the player collects three plastic bags.

An explanation was given to the participants about the rules
of the game and how the touch controller works. Then a free
attempt was granted to the players so they could get used to
the virtual environment. After the training session, the players
had 3 attempts on each level.
At the time of the writing of this article, the world was
facing a pandemic. Due to the necessity of sharing HMD, it
was not possible to guarantee health and safety conditions to
test with many people. Only 2 testers participated in the trials,
1 male and 1 female with ages around 40 years old. Each one
has different levels of experience with video games but none
of them have ever tried a VR headset.

3.3. Switching between cameras and haptic feedback

3.6. Data collection

The player has two different camera perspectives available
(Fig. 7). One camera is placed in front of the claw, and the
other is placed back of the grabber or the robotic arm. The
result of the camera rendering is displayed on the submarine
capsule virtual monitor.
When the user presses a button on the pilot cockpit there
is short haptic feedback on Oculus touch controllers.

The quantitative data were collected by asking the participants to answer a System Usability Scale (SUS) [18] survey. The objective of this survey is to measure the effectiveness, efficiency and satisfaction of the serious games related
to its usability based on player’s perception. SUS scores range
from 0 to 100, but they are not percentages, instead, they represent a total score out of 100. A SUS score above 68 is con-

3.2. Design and implementation of the serious game
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Fig. 8. Mission status.
Table 2. NASA-TLX score [0-100] per user by game level.
Fig. 6. Submarine capsule control handles.

Level
Grabber
Robotic Arm

User1
57.67
23.33

User2
20.67
19.33

4.2. Game metrics
During the game metrics were collected about the number of
trials and the time to complete the mission Fig. 9 and Fig. 10.
Fig. 7. On the left side, the rendered camera is in the front of
the claw. On the right side, the rendered camera is above the
robotic arm.
sidered above the average.
To measure the cognitive workload the NASA-TLX (Task
Load Index)[19] survey was used. The task’s workload score
is the result of the weighted average of six components:
mental demand, physical demand, temporal demand, performance, effort and frustration. The NASA-TLX rating scale
goes from 0 to 100, where the low scores are associated to a
better performance.
Player metrics (time to complete the mission and number
of collected plastic bags) were also collected during the game.
The qualitative data was based on open questions about
the experience after the player ended both levels.
4. RESULTS
4.1. SUS and NASA-TLX surveys
After the end of trials of each level, each player was asked
to answer the SUS survey (Table 1). The mean of the SUS
score per level (Grabber and Robotic arm) are the same: 77.5.
The NASA-TLX values (Table 2) for the Robotic arm level
are similar but for the Grabber level User1 reported a higher
level of cognitive workload.

4.3. Open Questions
At the end of the game the players were asked a group of
questions about the experience:
• It was easy to control the submarine capsule?
Both agree that it was easy.
• Do the different camera perspectives help?
The utility was not immediately perceptible.
• It was easy to identify the plastic bags?
Both participants said that it was easy.
• What were the difficulties in controlling the robotic
arm?
They agree it that was easy to use the robotic arm.
However, one user says that on the first attempts it was
a little bit difficult to coordinate both hands. Also, initially they had some depth perception issues when they
were close near to catching the plastic bags.
• Do you report some physical discomfort using the VR
headset?
There were no claims about this topic.
• Does the video game make you more sensitive to the
issue of pollution in the oceans?
Both users argue that the use of the VR headset allows
for an educative first-person experience.

Table 1. SUS score [0-100] per user by game level.
Level
Grabber
Robotic Arm

User1
72.5
70

User2
82.5
85

5. DISCUSSION
Due to limitations in ensuring health and safety conditions to
the testers, it was not possible to test with many users. From
the results of the SUS survey, both levels have the same score,
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Fig. 9. Grabber mission time per user.

it was the first time that both testers had tried a VR headset.
Nevertheless, none of them have reported problems related
to cybersickness (testers have used the HMD for less than 1
hour).
One feature that was not immediately perceptive was the
utility of having different camera perspectives (Fig. 7). They
were planned to overcome the limitations of a narrow operator
field of view. However, the camera locations were not the
best, the camera attached to the front of the claw, displays a
narrow FOV. New places to attach the video cameras, can be
explored, such as place them above the capsule pointing to
the front and to the ground with a full overview on the robotic
arm.
The interaction with the virtual environment was focused
on exploring the available buttons on the hardware of the Oculus touch controllers. Could be added a third new level with a
different interaction strategy to control the robotic arm. Two
virtual handles like those used to control the movement of the
submarine capsule (Fig. 6) could be designed, so that they
would instead command the robotic arm and a button to open
and close the claw. It would be required synchronization between the two hands to control the robotic arm but the mental
cognitive load to remember the number of the buttons and
their action could be less than using multiple physical buttons
on the touch controllers.
To make the visual simulation of the underwater environment more realistic shall be added artificial sea life (e.g.,
fishes, seaweed) and correlates the light intensity with the
depth level. The biggest limitation with the obtained results
is caused by the reduced number of testers. With only with
two players, it was not possible to conclude what was the best
interaction method.

Fig. 10. Robotic arm mission time per user.

6. CONCLUSIONS

and it was not possible to distinguish what was the better
approach to interacting with the virtual underwater environment. The NASA-TLX values are similar except for User 1
on the Grabber level. A possible explanation is because this
was the first level played and User1 had no experience with
video games and VR headsets.
The game metrics reveal that the time to complete the mission tends to decrease with the number of trials. It can be explained because the users start to get used to the Oculus touch
control and already had a perception of where the plastic bags
were. This situation could be overcome by adding some degree of unpredictability by placing the plastic bags in random
places. Even though the testers agree that it could be easier
to identify the plastic bags by adding visual cues, such as a
virtual indicator pointing to the plastic bags to help the users
with less cognitive perception.
The depth perception issues reported on the first attempts
to collect the plastic bags, can be explained by the fact that

It was possible to recreate an immersive experience of the
underwater environment using VR technologies. Two virtual
environments were designed each one with different interaction metaphors. The first method uses a grabber with a claw
that mimics the movement of the arm. The second approach
uses a robotic arm to collect plastic bags from the ocean floor.
There were limitations concerning the number of participants on the trails because it was not possible to share the
VR headset with many users while ensuring health and security conditions. Regarding the small sample, usability surveys
were carried out, game metrics were collected, and open questions were record from an interview after finishing the serious
game. With the analysis of the results it was not possible to assert what was the best interaction approach to collect the plastic bags from the ocean floor. Nevertheless, the users claimed
that the feeling of being in first-person using VR technologies
was educational as it increase their perception of the problem
of plastics being deposited on the ocean floor.
As future work the number of trials and the time spacing
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between them could be extended. Also, could be improved
the compatibility with other head-mounted displays beside
the Oculus Quest v1.
Supplementary Material
https://tinyurl.com/3y9f4aza
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ABSTRACT
Several interaction techniques can be used in virtual
environments. In this paper, a study that evaluates two
different interaction techniques to perform a simple task is
presented. These techniques consist of a self-avatar to
represent the user’s body in the environment, and a hand
representation placed as if it were the user’s real hands. The
prediction that self-avatar would perform better or equal to
the hand representation was refuted, as it is concluded that
the hand representation technique performed better in
completion time and was less prone to errors in a trial test
with different participants.
Index Terms— Virtual Reality, Interaction Fidelity,
Human-Computer Interaction, Self-Avatar
1. INTRODUCTION
As virtual reality (VR) has become more widely available,
several applications and studies have also risen in relevance.
In healthcare, this increase has also been observed and
several different studies show that VR can help in specific
treatments, such as phobias [1], cognitive [2][3] or physical
problems [4] or in the training of the healthcare
professionals [5].
In this paper, the author presents a pilot study that aims
to help understand what should be the best approach in
object interaction in virtual environments (VEs). The need
to evaluate this came from a previous study from the author,
who developed an application to be used in occupational
therapy [6]. The application consisted of a VE that is
represented by a virtual city, and around this city, there are
different tasks to be performed by the user. These tasks can
vary in their goals. The goals of these tasks are set up to
make the user perform some type of activity that can create
a cognitive or physical stimulation while performing the
task.
For the current study, the selected task is to shop for fruit
in a street market stall, as seen in Fig. 1. This task was
chosen because in the previous study the users had difficulty
in performing the designated task, revealing that the object
interaction that was implemented was not intuitive, felt

Fig. 1. Street Market Stall
inadequate, and users found it hard to perceive distances
between objects and their presence in the VE. Therefore, it
is important to assess the best approach in object interaction.
Within this paper, in section 2 an analysis of related
work is presented. In section 3 the application is described
and how the study was conducted is shown. The author will
evaluate object interaction, comparing two different
techniques: self-avatar, that represents the full body of the
user, and the representation of the user’s hands. Some
experiments are performed to evaluate the effectiveness of
each of the concepts, the results are present in section 4. A
discussion in section 5 is then presented on what the best
approach would be for the case study to show an
improvement in the object interactions’ performance.
Section 6 presents the conclusions of the author. The main
motivation to do this study was to try to answer the
question: can a human-like self-avatar be better at
improving the performance of object manipulation in a VE
if compared to a hand representation with a high sense of
agency and interaction fidelity? The author predicts that
self-avatar should perform better.
2. RELATED WORK
One important factor in developing VR applications is to
create an immersive environment where the user feels that
he is present in the VE. To be able to create the immersion
effect two key aspects need to be taken into consideration,
which will be explored in the following paragraphs.
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Fig. 2. (A) Oculus Rift Bundle; (B) Hand Model; (C) Avatar Model
The first key aspect is described by Kilteni et al. [7] as a
sense of embodiment, with the following definition “Sense
of Embodiment toward a body B is the sense that emerges
when B’s properties are processed as if they were the
properties of one’s own biological body”. A visible selfavatar is known to be an effective implementation to
establish embodiment in VE [8][9]. To achieve a good sense
of embodiment three subcomponents [7] need to be taken
into consideration: a sense of self-location (the feeling that
the virtual body is located in the same place as the real
body), sense of agency (the feeling of having control of the
virtual body) and sense of body ownership (the feeling that
the virtual body is the same as the user body).
The sense of body ownership can be compared to an
older study that describes the rubber hand illusion [10] that
reveals a three-way interaction between vision, touch and
proprioception, and supply evidence concerning the basis of
bodily self-identification. In the work of Patrão et al. [11], a
study is presented where biosignal data is explored in a VE.
In this experiment, people using the application had the
illusion of being in a virtual place, carrying out actions as if
the situation and events depicted were really happening.
Accompanying these actions, the authors observed
physiological changes (heart rate, body temperature, skin
conductance, and respiratory rate), and reflexive behaviours
(eye blinking or smiling at a virtual human character).
The second key aspect that should be considered in the
immersion effect of the user is the fidelity of both visual and
interaction elements. McMahan et al. [12] define these two
concepts: interaction fidelity is defined as “the objective
degree of exactness with which real-world interactions can
be reproduced”, and visual fidelity as “the objective degree
of exactness with which real-world sensory stimuli are
reproduced”.
Furthermore, Fribourg et al. [13] present the idea that a
better avatar control (i.e. a sense of agency) and point of
view (i.e. a sense of body ownership, self-location) are more
important to establish a better sense of embodiment than a
high visual fidelity of the avatar. Also, Lugrin et al. [14]
results show that human-like avatars can have a lower
illusion of virtual body ownership when compared to using

avatars that have a cartoon or robotic-like appearance.
However, interaction fidelity techniques should be of low or
high fidelity as stated by McMahan et al. [15].
Argelaguet et al [16] study show that to achieve a high
sense of agency, a realistic visual fidelity is not necessary,
provided there is a high interaction fidelity. As presented in
the study, all virtual hands representations were collocated
with the real hand to provide the best sense of agency and
interaction fidelity.
3. MATERIALS AND METHODS
As stated above, interaction techniques and immersion in a
VE can be dependent on several different factors. To this
end, in this study, the author compares the effectiveness in
object interaction of a self-avatar representation of the user
versus a virtual hand representation of the user’s hands.
3.1. The application
The application was developed in Unity game engine, this
game engine was chosen because it can support physics
simulations in real-time, and the integration with the
interaction hardware is also available as a default package.
Its libraries simplify the integration of the head-mounted
display (HMD) in what concerns the visualization of virtual
objects according to the user movements and a pair of touch
controllers and their associated sensors to track the user
hand movements.
To interact with the application and be immersed in the
VE, the Oculus Rift Bundle (Fig. 2A) was used, which is
composed by the HMD, two Touch Controllers, and two
tracking sensors.
The main goal of the task present in the application is to
collect different pieces of fruit available in the market stall.
To do that, the user first needs to pick the green basket on
the left, then collect in the basket the designated number of
pieces of fruit (present in a list behind the market stall), and
finally return the green basket with the pieces of fruit in it,
to the original position. During the performance of the task,
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the user will be able to see either, a virtual representation of
his hands (Fig. 2B), or a human-like self-avatar (Fig. 2C).
The avatar 3D model was downloaded from the Unity

participants ranged from 28 to 35, and one of the
participants had experience with VR and video games in
general. This was not the ideal target population for the

Fig. 3. (A) External view of self-avatar; (B) Example of picking a piece of fruit
Asset Store and then was adjusted by the author to meet the
needs for the application. Also, an armature structure to
the model was made in Blender, and the model exported as
an .fbx file format to be used inside Unity engine. Since the
tracking system used can only support the track of the head
and hands position and rotation, inverse kinematics
technique was used to estimate the position of the lower
arm, and upper arm based on the hand position and rotation
to create the movement animations of the self-avatar. The
same principle was also used to animate the position of the
legs, but for this, the head position plus the height of the
user was used to create the estimation. The inverse
kinematics algorithm used was also downloaded from the
Unity Asset Store and it is named Fast IK.
The 3D model of the hands used was based on the
models found in the Oculus Developer Center and the
grabbing animation was done with keyframes inside unity
editor and the animator component. To grab a piece of fruit
or the basket, the user needs to place the hand close enough
to the virtual object (Fig. 3B), just like a natural way to grab
an object in real life, and then press the trigger button on the
touch controller corresponding to the hand that he wants to
use to grab the object. When the trigger button is pressed,
the grab animation of the virtual hand is triggered. When the
user releases the trigger button the object is released from
the virtual hand, and the hand animation of releasing is
triggered.
To avoid camera errors or virtual object overlap, the
head of the avatar that represents the user body, was
removed from the model as seen in Fig. 3A. Since the user,
while using the application, is not able to view his avatar
from a third-person perspective this should not affect his
sense of embodiment.

application, since the main goal of the study was to evaluate
object interaction techniques to be implemented in an
occupational therapy environment, as described previously.
To evaluate the two different object interaction
techniques, the study was divided into two phases. The first
phase was a learning phase, and the second phase was the
testing phase where the results were obtained. Before
starting each of the phases, the users were asked to centre
themselves in the area in front of the tracking sensors and
then were asked to press the button ‘A’ on the right-hand
touch controller so their virtual position could be calibrated
per their real position. In the learning phase, which lasted
for 10 minutes for each user, the users were able to freely
explore the environment and were able to change between
hand representation to self-avatar and vice-versa as they
wanted by pressing the button ‘X’ on the left-hand touch
controller. To walk in the environment the users used the
joystick in the right-hand touch controller with their thumb,
and pushing the joystick forward would move them forward
in the environment while pulling the joystick backwards
moved them backwards in the environment. The forward
and backwards motion inside the environment was
dependent on the direction the user was looking at, which is
known as the gaze-directed technique [17].
During the testing phase, the users were asked to
perform the task as fast as possible and with the least
number of errors. During this phase, each user performed
three tests for each case, using a self-avatar or using the
virtual hand representation collocated in the same position
as their real hands. The first three tests were conducted with
the self-avatar and the last three tests were conducted with
the hand model collocated.
4. RESULTS

3.2. The study
The study was conducted with three participants, as,
unfortunately during the time the study was conducted, the
covid-19 pandemic was active, so testing with shareable
equipment was highly unsafe and there were only three
people that agreed to participate in this study. The age of the

In this section, we present the main observations made
during the testing phase, as well as the results from a
questionnaire and the logs obtained during the execution of
the experiment. To access the differences among the two
different scenarios, virtual hand representation and selfavatar, the users were asked to fill a questionnaire regarding
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Table 1. Questionnaire regarding user experience with the
application
It was easy to…
… pick the basket
… pick the pieces of fruit
… complete the task
… move in the environment

1

2

3

4

5

Table 2. Table representing the logs that were obtained for
each test in a given scenario
Logs
Time to complete the tasks
Pieces of fruit dropped
Basket dropped

Test 1

Test 2

Test 3

Fig. 4. Results obtained from the logs from all users and tests in the scenario with collocated hands; (A) Completion time;
(B) Pieces of fruit dropped

Fig. 5. Average from the user’s answers to the questionnaire
regarding the collocated hands scenario

Fig. 6. Average from the users answers to the questionnaire
regarding the self-avatar scenario

Fig. 7. Results obtained from the logs from all users and tests in the scenario self-avatar; (A) Completion time; (B) Pieces of
fruit dropped
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Fig. 8. Comparison results of the average values obtained from each scenario (A) Average completion time per user; (B)
Average results from questionnaire answers from users for each scenario
their experience with each of the test scenarios (Table 1).
The answers to this questionnaire were given on a 5-point
Likert scale that represented how difficult it was to perform,
where 1 represented difficult and 5 easy. A log file with
some important information was also collected during the
execution of 6 tests for each person (Table 2): three tests for
the scenario with self-avatar, and three tests with the hand
representation.
Figures 4 and 5 show the results obtained from the
scenario where the users tried to complete the tests with the
virtual hand’s representation collocated in terms of rotation
and position as their real hands. As a first observation, it is
clear that completing these tasks with the hand collocation
model and performing the required actions in the VE had an
average difficulty compared to performing these simple
common tasks in the real world.
Figures 6 and 7 show the results presented from the
scenario where the users tried to complete tests with a selfavatar representation of their real body in the VE.
As a first observation, it is clear that completing these
tasks with the self-avatar and performing the required
actions in the VE was difficult compared to performing
these simple common tasks in the real world.
During all the experiments the author also observed the
users performing their tasks and took some notes that will be
important to further improve the application and some
aspects of the object interaction techniques implemented.
The log results that checked if the user dropped the
green basket during all tests were omitted in this section and
the discussion section because only one participant dropped
it during one test, so in all eighteen tests performed in the
study only once the basket was dropped, and it was in the
first test using the self-avatar technique.
5. DISCUSSION
By looking at the results presented in the previous section, it
is clear that the scenario with the virtual hand representation
technique had a better overall performance in task
completion and was less prone to errors from the users. It

was also clear from the user evaluation that it was easier to
interact with virtual objects in the same scenario. This can
be seen in Figures 8 (A) (B).
These results were a surprise since it was expected that
the self-avatar technique would perform better or equal to
the virtual hand representation technique as it is described in
the work of Brade et al. [18]. These results could be related
to how the avatar animation was done using the inverse
kinematics technique since it was only possible to track the
position and rotation of the head and hands of the users, and
upper body rotation estimation was not implemented. Given
that upper body rotation estimation was not implemented,
users reported that sometimes the avatar’s torso was in their
line of sight when looking at some objects, which resulted in
a reduced sense of body-ownership and sense of agency.
This aspect created difficulties in handling virtual objects,
especially the basket. It was observed by the author during
the experiments, that the users did not assume a natural
position, but instead, kept the basket at the level of the
shoulder, which resulted in an unnatural position. This
unnatural position assumed by the participants during the
experiment had a great impact in the interaction fidelity
while using the application and, as described in the study by
McMahan et al. [15], the interaction fidelity techniques that
perform better are either high or low fidelity, while mediumfidelity techniques perform worse.
Even though the participants had 10 minutes to
experiment during the learning phase, it is clear from the
completion time log during the experimental phase, that
performing task repetition can increase the user performance
to complete the task. This can be observed in both
interaction techniques used, self-avatar and virtual hand
representation.
Choosing the appropriate interaction technique to
manipulate virtual objects can be dependent on several
factors. Previous research suggests that using the self-avatar
technique is not necessary when the focus of the simulated
task lies on manual activities, during which, the view on the
avatar is mainly limited to the hands and arms [18].
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This might explain the results of this study which are
different from the prediction that self-avatar would perform
better than the virtual hand representation for the object
interaction [8]. Similar to Brade et al. [18], this study is also
focused on manual activities easily replicated by the
movement of a hand and not necessarily requiring the
perception of the whole body.
6. CONCLUSION

as a new tool for training healthcare professionals.” Frontiers in
public health, vol 6, pp.44, Feb 2018.
[6] J. Rodrigues, T. Coelho, P. Menezes and M.T. Restivo,
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[7] K. Kilteni, R. Groten and M. Slater, “The sense of embodiment
in virtual reality.” Presence: Teleoperators and Virtual
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The current study presents an evaluation of two
interaction techniques to manipulate objects in virtual
environments. The results show that for the interaction with
small objects, the technique that represents only the user’s
hands performed better, both in task completion time and in
the number of errors that occurred during execution.
It was also found that it was not possible to create a good
sense of agency while using the self-avatar technique when
tracking only the position and rotation of the head and hands
of the users and implementing an inverse kinematics
algorithm to create the avatar animations.
Further work in the evaluation tests needs to be done for
the results to be validated by a representative target
population. Therefore, more data from additional
participants need to be gathered, and the order of the
performed tests should be randomized so task repetition
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application is to apply upper body rotation to the self-avatar,
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A STUDY ON WHAT DEVELOPERS ASK ABOUT ISSUES INVOLVING GIS BY USING TEXT
MINING TECHNIQUES
Soraia Pacheco A. S. Felicio and Rui Maranhão
Faculty of Engineering of the Porto University (FEUP)
ABSTRACT
In big data repositories available on the internet, it can find interesting information regarding geographic information system (GIS) topic, which could contribute with research in relation to this subject. In this study, we evaluate GIS topic
within the scope of the route mapping system, which in this
study will be referenced as a routing system or just routing,
using two big data repositories. In a formal context with scientific works, the Scopus dataset and, in an informal context,
as StackOverflow dataset, which is a question and answer
(Q&A) forum of software developers, were used to obtain
such information. We identify tags of the same topic from the
Stackoverflow repository by using text mining. From analysis
on the tags, ie, topics, we determine the hierarchy and popularity of each topic found in gis and routing topics context.
Our findings have shown a decreasing number of publications
from 2014 until today and few questions about these topics.
However, some interesting results regarding gis and routing
topics were found: the organization of the topics related to
GIS topic, which is what developers have more doubts about.
In relation to the results of the related documents about the
GIS topic within the routing system from the Scopus repository, we found which countries and areas have more publications about these subjects among other results.

Software developers have demonstrated an increasing interest in technologies for big data application. With more than
4 million developer participants and 40 million of questions
and answers, StackOverflow [2] has become a great source to
gather information about topics that real world developers are
interested in and their doubts in finding answers to questions
in these topics, according to [3].
In this work, we conduct a specific study on Stackoverflow about issues involving GIS, with focus route mapping
system or routing system or just routing, using the methodology proposed by [3] adjusted to our work. This study can
help a lot of researchers and developers to deepen their knowledge about the topics mentioned in this research. Thus, the
research questions (RQ) which guide this work are described
below:
• RQ1. Identify related documents How are related
documents involving GIS and routing organized?
• RQ2. GIS topics What topics involving GIS do developers commonly ask?
• RQ3. GIS topic hierarchy How can these topics be
organized in a hierarchical form?
• RQ4. GIS topic popularity What topics are more and
less popular among GIS developers?

Index Terms— dataset, big data, GIS, mining, routing

1. INTRODUCTION
The geographic information system (GIS) is computer system
for manipulation of geospatial data. These geospatial data are
described by geographical location characteristics of Earth´s
surface, according to [1]. Furthermore, the integration of GIS
with global positioning system (GPS) in combination with
the internet, have enabled the development of a wide range
of new applications such as: location-based services (LBS)
that allows mobile phone users to receive location of points of
interest, ATMs, restaurants; interative-mapping websites that
allow users to select map layers; in-car navigation system;
mobile-mapping among others. These applications generate
a growing quantity of data (big data) to be manipulated by
these applications.

To answer these questions, we first select tags related to
GIS topic, from the Stackoverflow site. Second, tags from
the xml gathered and separed by tag names and quantity of
questions by text mining technique using Rapidminer software [4]. The gathered data is from December of 2020. Third,
we identify related documents involving gis and routing topics. Fourth, we considered only tags related to GIS topic and
tags with more than 100 questions, being sorted to identify the
prominent topics. Finally, we discuss the impacts of our results. Furthermore, we evaluate related documents using the
three main topics of our work: Stackoverflow, GIS and Data
mining.
Paper organization. The section 2 summaries our contribution related to prior works. The section 3 describes the procedure, methods and techniques used in our work. The section 4 explores the results of our work. The section 5 shows
an interpretation of the results, i.e, significance of our results.
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The section 6 discusses the threats to the validity of our observations. Finally, the section 7 presents the conclusion of
our work.
2. LITERATURE REVIEW
Stackoverflow Question and answer (Q&A) forums contain a
lot of information that enable to observe several aspects about
software development besides specific questions that permeate the computer systems, such the manipulation of data, how
to deal with data volume or specific kind of information as
georefencied information.
In broader perspective on the Stackoverflow repository,
[5] explore the concurrency questions on Stackoverflow and
observe that questions are more often related to basic concepts of concurrent software development. On other context,
[6] explains all stages of the real large-scale attack on StackOverflow user emails in its work.
In relation to software reuse, [7] explores word embedding1 and machine learning 2 to evaluate the relationship between software reusability metrics and the difficulties encountered by users through information available into StackOverflow repository. The author considered two different kinds
of user communication describing difficulties encountered in
software reuse: ‘problem reports’ that point to potential defects, while ‘support requests’ Is commonly related to questions on clarification of software usage.
Regarding our work that uses the tags as representations
of the ideas for each question, [8] introduced a tag association
scheme (TagAssc) along with code-analysis and strategic tag
sampling schemes to obtain better accuracy scores in predicting tags with limited computing resources. On other context,
[9] configure and apply a supervised multi-label hierarchical
topic model to StackOverflow questions, demonstrating the
quality of the model in several ways: by identifying tag synonyms, by tagging previously unseen StackOverflow posts,
and by exploring how the hierarchy could aid exploratory
searches in this repository.
GIS. The growing significance of contemporary GIS software makes this topic important for a review, mainly within
of a context Internet of Things (IoT) as proposed by [10]
that explores a route optimization technique that reduces both
capital expense (CapEx) and operational expense (OpEx) of
solid waste collection in the city by reduzing the waste collection vehicles (WCV) fleet size and reducing overall distance covered from IoT cloud-based connected smart dustbins
1 Word

embedding is the capture the semantics of words from a corpus
according to their context (i.e. the words that surround them. In the approach
proposed by [7], word embeddings are trained using a large corpus of text
from Q&A forum messages.
2 This author proposes new approach, named LANLAN, to mine information directly from existing Q&A forums and classify posts automatically
using statistical and machine learning techniques from the field of natural
language processing.

(equipped with sensors) for efficient waste management in a
smart city.
To improve data collection process, [11] propose a novel
simplification technique, named COMA, such as (1) reduces
the size of a given road network graph, (2) achieves high mapmatching quality on the simplified graph, and (3) enables the
generated compressed road network graph to be used directly
in map-matching and location-based applications without a
need to decompress it beforehand.
On others context of GIS, to support management and
decision making of geographic information systems (GIS)
into optimization applications, [12], for example, it was observed a review in this topic and highlighted the increased
application of optimization. Differently, [13] analyze Istanbul’s hazmat transportation risk profile using risk analysis
techniques via their interactive Geographical Information
Systems (GIS)-based decision support system.
Following the same idea about optimization applications
involving GIS, [14] have developed a method that calculates
spatially distinct and Pareto optimal path alternatives based
on the same cost surface using an algorithm for determining valleys on a Digital Elevation Model (DEM) enabling to
identify local low-cost points, which were then connected to a
network graph by geometrical rules. This method was based
in Geographic Information Science (GIScience), which provides powerful tools to assist in the determination of feasible
locations for new TLs(Transmission Lines) based on objective criteria and georeferenced data by combining methods
from Multi-Criteria Decision Analysis (MCDA) and Least
Cost Path (LCP) analysis.
Furthermore, GIS recent studies contribute to development of various applications of routing that use geographical
information, following some examples:
1. Fluency of cycling traffic [15] proposes quantify urban cycling quality by estimating the fluency of cycling
traffic using a large set of GNSS trajectories recorded
with a mobile tracking application. Earlier studies have
shown that cyclists prefer to travel continuously and
without halting, i.e. fluently. Their method extracts
trajectory properties that describe the stopping behavior and dynamics of cyclists. Regarding data collection process, [16] discuss the data collection process
for GPS data from HBS (Hamilton Bike Share) and
data preprocessing into routes with map-matching techniques. They analyze a GIS-based map-matching algorithm used to derive users’ routes along the cycling network within Hamilton, Ontario, generating multiple attributes for each route, such as route distance, route directness, average distance between intersections, number of turns, intersections, and unique road segments.
Three route choice models, a global model, a medium
Gn model, and a high Gn model, are estimated, using
Path-Size Logit to determine how route choice is affected by the presence of dominant routes. These mod45

els suggest that HBS (Hamilton Bike Share) users are
willing to detour for some attributes, such as bicycle facilities, but tend to avoid circuitous routes, turns, steep
slopes, and roads with high traffic volume.
2. Coffee shop business classification [17] proposed
from the Geographical Information System (GIS) of
coffee Shop Business Classification in Malang based
on price and comfort level. This system can classify
coffee shop data according to the consumer desires using the Naı̈ve Bayes method. This condition makes the
consumers to find the place that meets with their needs
of the price and comfort level.
3. Mapping all the paths of buildings [18] used a participatory approach to map all the paths, residential areas,
buildings and rice fields on OpenStreetMap (OSM).
The shortest routes are estimated from every household
in the District to the nearest primary health care center
(PHC) and community health sites (CHS) using the
Open Source Routing Machine (OSMR) tool. Then,
remote sensing methods is employed to obtain a high
resolution land cover map, a digital elevation model
and rainfall data to model travel speed. Travel speed
models were calibrated with field data obtained by GPS
tracking in a sample of 168 walking routes.
4. Control of traffic congestioning [19] proposed a system predicts the routing strategy or control the traffic
congestion using the GIS and Vehicular Ad hoc Network (VANET) 3 architecture. This study holds the
information about the traffic routing strategy using
GIS and the prediction of the traffic congestion using
VANET.
Data mining The Data mining is a very popular research
area among researchers from several disciplines, allowing to
identify useful related patterns. Thus, [20] employ data mining research using text mining techniques and GIS was one
of the categories identified with more publications. They lead
the study by Web of Science (WoS) database and considered
each topic separately within of the context of data mining. In
our study, we realize the search using the combination of both
topics (gis and routing).
The following, it is shown some recent studies used data
mining area, demonstrating how wide this area is:
• [21] used a data mining technique, text mining with file
format (xml), similar to our approach, to extract geographic data from Wikipedia from a very large XML
file to create a geographic database. Their technique extract infoboxes from geographic articles using the support machine learning (SVM) technique. Enabling to
3 VANET

system are proposed to support transportation with real time
safety information by using the real time communication possible with every
other vehicle or by infrastructure such as Road Side Units (RSU) in connection are to be made.

create tables containing geographic data (name, longitude, latitude among others) and joins between different
tables.
• [22] realized a study on the perception of city images
using a combination of “big data” and “small data”
methods in the Tri-City Region in Poland. They used
Geo-tagged images and texts were collected from Instagram and Twitter, two popular social media platforms
in Poland, applying different techniques such as: TextMining, Image Processing, Clustering Analysis, Kernel
Density Estimation, and Sentiment Analysis.
• [23] proposed a new linguistic-based semantic mapping
method that uses the letter trigram-based word hashing method (WHSMM) to construct the feature vector
to be mapped the Industry Foundation Classes (IFC)
and City Geography Markup Language (CityGML)
schemas through text mining techniques at schema
level.
• [24] explore heterogeneous sources of spatial, spatiotemporal and textual crowdsourced data as a proxy for
qualitative information of users in movement, within
the scope of the navigation systems quantitative metrics
such as distance, time and energy used to determine
optimal paths. In addition to qualitative features, Points
of Interest (POI) identify the scenery or the touristic
attractiveness of a path. They used different techniques
of extraction of knowledge in their approach.
• [25] described investigations in social media to the detection of hate speech. They used text mining. Moreover, they used the SVM (Support Vector Machine) and
KNN (k-Nearest Neighbor) algorithms. In addition to
used techniques for sentiment classification, such as GI
(Gini Index), DF (document frequency), POS (part of
speech) tagging, and IG (information gain).
• [26] tested several datasets using various digital humanities methods, such as text mining, topic modeling,
and GIS (geographic information system), due to the
burgeoning “collections as data” movement within the
fields of digital libraries and digital humanities.
3. METHODOLOGY
The methododogy was organized in 7 steps described below.
An overview of this methodology is shown Figure 1 based in
the work of [3].
• Step 1: Download Stackoverflow dataset In this step,
the dataset that we called S is obtained from stackoverflow, according to [27]. The dataset S includes Stackoverflow question and answer posts related to metadata.
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The metadata of a post includes its identifier, its question or answer type, title, body, tags, creation date, view
and favorite counts. If the post is a question, then it
includes also score and the identifier of the accepted
answer for the post. A question can contain several related tags. Our dataset S includes 60,764,170 questions
posted, 60,099 tags, over 7 years during 2014 to 2020.
• Step 2: Identify GIS tag set There is a xml tag file
(tags.xml) containing all tags, roughly 60,099 tags
among other files extracted from [27] repository, which
are used in our analysis. A search in the Stackoverflow
using a key word routing is performed to identify some
tag related to GIS topic and routing system.
• Step 3: Mining tags from file xml We employ tokenisation by the use of Rapidminer tool [4] and TextProcess 9.3.1 extension 4 , as shown Figure 6 in the appendice. Additional step to split this file (tags.xml) is created in tags and questions count, according to Table 3.
We select the tags and corresponding quantity of questions from the dataset S obtaining a total of 184,262
questions.
• Step 4: Identify related documents We identify related documents from Scopus site [28]. We use the
gis and routing topics to execute the search of articles
related to this study. It was used as query to search the
string: TITLE-ABS-KEY(gis) AND TITLE-ABS-KEY
(routing) returning 1,310 documents.
• Step 5: Determine GIS topic tag set In our work, we
identify 54 tags related to gis topic, which were considered as relevant. The tags set (T) is composed with the
following tokens, shown also Table 3.
• Step 6: Construct GIS topic hierarchy We grouped
similar topics into lower and higher level categories,
according to the objective of each topic. For example, QGIS and PGrouting are grouped into the higher
level GIS category. The Table 4 illustrates all categories. Topics with less than 100 questions were not
considered.
• Step 7: Determine GIS topic popularity The construction of hierarchy was done by visualization of the
quantity of posts related to tags.

4. RESULTS
In this section, it is shown 8 findings according to research
questions of this study, where the 4 first questions are related
4 TextProcess is the Text Extensions which supports several text formats
including plain text, HTML, or PDF as well as other data sources. It provides
standard filters for tokenization, stemming, stopword filtering, or n-gram
generation to provide everything necessary for preparing and analyzing texts.

Fig. 1. Overview of our methodology.
to the formal context from Scopus repository and the others involve the informal context from Stackoverflow repository. The tables and graphics related to Scopus repository
was extracted of this repository. On the other hand, the tables
and graphics regarding the Stackoverflow repository was built
from the outcomes extracted of Rapidminer tool after running
of the text mining process, as shown Figure 6 in the appendice.
4.1. RQ1. Identify related documents
Finding 1: We identify 1,310 documents involving gis and
routing topics since 1980 to 2021. The year with the highest
of number of publications was in 2014 with 85 publications.
The Figure 2 shows a decline after this year in publications
involving these topics.
Finding 2: The Table 1 shows the Engineering (461
publications) and Computer Science (454 publications) corresponding to areas with higher publications about gis and
routing topics since 1980 to 2021. The Table 1 shows the
results of all subject areas. Thus, we observe that these topics
(gis and routing) awake interest in other areas of the science.
Finding 3: The country that has published the most in the
last few years until today was the United States, according to
Figure 3.
Finding 4: In 2014, year with the largest number of publications, 85, according to Figure 2, the Engineering and Computer had had the same number of publications, 31 publica47

Table 1. Documents by subject area. Source: [28]

Fig. 3. Documents by country/territory. Source: [28]
Fig. 2. Documents by year. Source: [28]
tions, shown in the Table 2. China exceeded the United States
in number of publications as show the Figure 4.
4.2. RQ2: GIS Topics
Finding 5: Table 3 shows the GIS topics that developers
ask questions in Stackoverflow, determined in step 5 of our
methodology. Developers ask questions about a broad spectrum of 54 GIS topics. These topics cover 184,262 questions
about GIS topics identified.
Finding 6: Developers ask most questions about googlemaps and the least about rgeo (a geospatial data library for
Ruby).
4.3. RQ3: GIS Topic Hierarchy
Finding 7: According to Table 4, questions that GIS developers ask can be grouped into a hierarchy with 9 high level
categories: algorithm, arcgis, geocoding, geolocation, gis,

google-maps, gps, here, maps. When we classify by categories, we observe that google-maps category have had more
questions than gis category. However, the gis category individually corresponds to the majority of the related tags in
relation other tags.

4.4. RQ4: Popularity of GIS Topics
Finding 8: The Figure 5 shows the popularity of GIS topics measured using the quantity of questions by tags. We
consider the quantity of questions to express the popularity
of this topic, because we observe that each question generate
several views. Thus, we conclude that the more questions the
more views. Therefore, the questions related to google-maps
tags are the most popular and the questions related to rgeo (a
geospatial data library for Ruby) are the least popular.
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Table 2. Documents by subject area in 2014. Source: [28]

Fig. 4. Documents by country/territory in 2014. Source: [28]
5. DISCUSSIONS
We observe that after 2014 (85 publications) there was a decline in relation to the number of publications about gis and
routing topic. The year of 2021 should not be considered, because we conducted this study until the beginning of this year.
However, the Figure 2 provided by Scopus site [16] shows
that in regular intervals there were years a lot of publications
contrary to other years, where few were produced, but always
with a number of publications below that of 2014. Therefore,
we conclude that the number of publishers has degraded over
of years, after 2014.
We identify various related tags to questions about GIS
topics that in the first moment of our analysis is not considered, such as: arcgis-runtime, geo, geos, geotiff, geopanda,
rgeo, geopoints, heremaps, here-api, sqlgeography among
others. In these tags, the category was chosen considering
the general objective of the topic. Hence, one of the choice
categories was the main topic this paper: gis topic, because
this genre of system has several applications, according to
the classified, such as: global positioning system (GPS),

Fig. 5. Tags by percentual of questions

location-based services (LBS), interative-mapping websites,
navigation system, mobile-mapping among others.
We select 54 tags involving GIS topics total 60,099 tags
that are related to several subjects of development of software.
We note that there are few questions that contains this topic,
just 184,262 questions divided by total of tags found (54 tags).
We also observe that this gis topic in relation to categories
correspont to second most popular with more questions after
google-maps topics. Moreover, we note that within the gis
topic there are a lot of related tags. The openstreetmaps topic
was considered within gis topic, because besides data repository, it is a computer system for locating an address, such as
Google Maps, which allows to download the geographic data
of the selected region or of the whole world.
However, the google-maps topic was considered a separate category to observe the related tags around this topic.
We consider more tools and georeferencial systems in the gis
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Table 3. Tags, categories, related tags and number of questions
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Table 4. Categories, related tags and number of questions

topic, as well as some libraries and projects, as pgrouting.
5

7. CONCLUSION

6

The same idea to the topics: here and arcgis , which
are applications similar to Google Maps that provides a library of manipulation of its functionalities. On other context,
the geocoding is a method to find the coordinates, as latitude
and longitude of a data record, for example, an address or zip
code or of an object, which represents some other geographic
data, as country name, landmark among other. The geolocation is similar to geocoding and it is used to identify realworld geographic location of an object, such as a cell phone
or an Internet-connected computer terminal, but it is used in
specific questions of the W3C Geolocation API. Hence, these
two last topics were separated.

6. THREATS TO VALIDITY
We use just a bibliography dataset, the Scopus, beside of their
analyses. Therefore, the use of just one bibliography dataset
could be one threat. The advantage is that this dataset is trustworthy, because it is used in partnership with several institutions with good reputation in the world. Thus, this fact could
mitigate such threat.
When we use just the routing tag to search any information in the Q&A forum, for example, there is the risk of different context arises in this search. Thus, we avoid this situation
including the gis tag, which is a topic related to geographical
information. Therefore, the results of a search will be related
to route mapping, location geographic etc, which is the goal
of this study.
Using Stackoverflow as a single dataset to study interests
and doubts of GIS developers can be problematic. Thus, the
Stackoverflow questions and answers may not be a representative set for questions that developers questions among with
answers that they provide and receive. However, the large
number of Stackoverflow questions and answers and participant developers could help mitigate this problem. Additionally, we select tags that seem related with GIS topics.
5 Here is a platform providing route planning functionalities regarding
geographic information. It has options to access for the free or pay plan.
6 Arcgis is a proprietary software for working with maps and geographic
information.

In this study, we perform a large-scale study on Stackoverflow to understand developers interest in the gis topic. We
infer gis topic developers ask questions about, organize them
into a hierarchy of topics and measure their popularity. One
idea for future work is to lead similar large-scale studies using
more triangulations with our results and an in-depth analysis
in the methodology proposal by [3], which was the basis of
this work to evaluate the most challenging topic.
In relation to the initial hypothesis of this study, we observe through the results that there was a reduction in the
number of publications in relation to GIS topics. Thus, our
initial hypothesis was rejected, because we suggested in the
beginning of this study that this topic was growing in a formal
context, when in our analyses we evaluated scientific works
from Scopus dataset. We have also suggested that there are
a lot of questions about this topic and we observe that there
are not so many questions of gis and routing topics (184,262
questions) in relation to the total of questions of StackOverflow (60,764,170 questions). Therefore, similar conclusions
regarding an informal context were found. Perhaps, it happens due to choice of the dataset, because this dataset contains
broad topics regarding software development. Perhaps, also,
this topic is more implicit within the area IoT, an area in expansion, since this area requires the comprehension of some
specificities of this subject, mainly in relation to the collection
of data of the sensors and how to handle these data. Thus, a
more careful analysis in the Iot area or other area, as Data
mining, is another suggestion for further work.
Although, we find some interesting results regarding gis
topic: there are 54 tags about this topic that we organized into
9 categories, within these categories, there are many doubts
about maps, gis category and google-maps, while there are
few doubts about algorithm, here and arcgis. Regarding the
related documents, we observed that the United states published more about this topic over the period from 1980 to
2021. In 2014, there was a big number of publications on
this topic. This year, China stood out in publications on the
subject.
Furthermore, in related documents, we query just the Scopus site, involving gis and routing topics. We recommend that
similar search could be done in other bibliography databases
as future work.
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All these results provide us an overview about gis topic
within the routing system, as the country, area and year that
have shown more publications regarding the topic, for instance. Furthermore, it provides us an overview about tools,
techniques, libraries among other subjects which involve the
software development in this topic scope.
This study can contribute with research about this subject,
for example: a further deepening of this work could be performed to find innovative ideas to routing algorithms, as Dijkstra and A-Star, matching with techniques, libraries, tools
found in this work.
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9. APPENDICE

the most appropriate option before finally building the
word vector. In this study, the default settings were
used ”non-letter character”. Still, this setting enable to
deal with non-letter character, leading to the generation
of tokens with similar length of the tags found.
2. Transform Cases: it transforms all characters in a document to either lower case or upper case, respectively.
3. Filter Stopwords (English): filters English stopwords
from a document by removing every token which
matches a stopwords from the built-in stopword list,
for example, the, and, a, an, is, of, that.
4. Stem (Porter): it stems English words using the Porter
stemming algorithm applying an iterative, rule-based
replacement of word suffixes intending to reduce the
length of the words until a minimum length is reached.
5. Generate n-Grams (Characters): creates all possible
n-Grams of each token in a document. A character nGram is defined as a series of characters of length n.
The n-Grams of a token generated by this operator consist of all series of characters of this token which have
length n. If a token is shorter than the specified length
n, the token itself is kept in the resulting document. We
configure to keep the terms of the xml document.

Fig. 6. The process of mining tag. The ”process documents
operator” is shown Figure 7
In addition to the previous tasks described above in this
step, some other tasks are added below:
• We created a process to read the xml file througth operadors of the Rapidminer, as shown Figure 6.
• After that, we use other operator to transform data to
documents.
• Finally, we use the operator ”process documents”,
which creates a subprocess shown in the Figure 7. This
subprocess has 5 operators, all operators are from the
Text Processing extension, described below:
1. Tokenize: it splits the text of a document into a sequence of tokens. There are several options for split
are possible available. It is also possible use non-letter
character, which is one the default settings. This generates tokens containing of one single word, which is

Fig. 7. The document process of mining tag.
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ABSTRACT
In order to deal with today’s dynamic and competitive markets, enterprises must be able to react to the changes around
them. These actions are supported by the information available to decision makers, which is provided by an Information
System (IS). An IS should be a reflection of the current state
of the enterprise, but that may not always be the case. Enterprise Architecture (EA) is a practice that helps with strategic
development and execution, and may have an influence on the
organisation’s IS. In this work, we aim to discover the influence EA has on an organisation’s IS. In order to do so, we
preform a literature review on related papers in order to draw
conclusions from the topics discussed wherein. We found that
EA helps with the alignment of business and IT resources,
which are vital elements in ensuring the system’s adaptability.
Index Terms— Enterprise architecture, information systems, implementation

Zachman framework [3] or TOGAF [4], which can help
with the implementation process if appropriate for the situation. EA can be applied to any type of organisation, such as
governmental agencies and commercial enterprises, among
others [2]. Given the benefits to an enterprise’s strategy and
the way it is organised, one can expect to find EA to have
a positive influence in the IS field. So, in this review, we
aim to learn more about the support role EA can play in IS,
exploring how it relates with the rest of the enterprise and
its systems. In order to do so, a literature review (LR) was
performed.
Given the objective of this work, to find out how EA supports the IS of an enterprise, the main research question (RQ)
was defined as the following:
RQ: How does Enterprise Architecture enable Information
Systems engineering in the enterprise?
Based on and expanding this research question, the following sub-questions were defined:

1. INTRODUCTION
Today’s markets are highly competitive, with its trends and
needs constantly shifting and changing. As a result, enterprises all around the world must have a competitive stance
and be able to react and adapt to changes around them.
An important component to an enterprise’s daily activities is its information system (IS). An IS is a software system
that contains information about the different aspects of the enterprise, including finance, personnel, inventory, among others [1]. In an ideal setting, the IS reflects the organisation’s
current identity, status and activities, being able to provide the
relevant information in a given situation to ease management
efforts. Reality, however, never meets this ideal setting. As
such, an enterprise should be able to support the endeavour
of having its IS being a good representation of the organisation [1].
Enterprise architecture (EA) is a practice that deals with
”analysis, design, planning and implementation” [2], focusing on developing and executing the organisation’s strategies
successfully. There are frameworks for EA, such as the

RQa: Which roles does Enterprise Architecture play in this
process?
RQb: How does Enterprise Architecture support the information system migration from the AS-IS to the TO-BE
planned state?
The main research question (RQ) is directly related to our
study goal, while the secondary questions (RQa and RQb)
provide more flexibility to gather information.
The remainder of the paper is structured as follows. Section 2 outlines the methodology taken for this paper, Section 3 explores the findings of the papers analysed, Section 4
discusses main takeaways from the findings, and Section 5
presents our conclusions.
2. METHODOLOGY
This section explains the methodology used for this paper. As
mentioned in Section 1, in order to find out more about how
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EA supports and benefits IS, we have performed a literature
review.
The literature review performed aims to have rigour, but
still allow for some flexibility to deal with new information
as the research process goes on and, similarly to other review methods such as Systematic Literature Reviews, it contains two main: an initial selection phase, where the Research
Questions (RQs) and search terms are found and the papers
found go through a selection process; and a subsequent analysis phase, where the selected papers are read, and information is gathered, and the main outcomes and takeaways from
the papers are processed, taking into account the topics and
perspectives of the other papers. This section focuses more
on the selection phase.
2.1. Search process and paper selection
In order to find relevant papers, we used the search engine for
the Scopus database1 , as it contains a good number of relevant
publications where we could find interesting articles and other
documents.
Making use of the different search functions to search for
only keywords, as well as searching for the title, abstract and
keywords, the following search term was used:
KEY("enterprise architecture") AND
TITLE-ABS-KEY("information system"
OR "information systems") AND
TITLE-ABS-KEY(implementation
AND "information technology")

Table 1. Papers present in the final review set.
Paper

Type

Year

Citations

Reference

P1
P2
P3
P4
P5
P6
P7
P8
P9
P10
P11
P12
P13
P14
P15
P16
P17
P18
P19

Journal paper
Journal paper
Conference paper
Conference paper
Journal paper
Journal paper
Conference paper
Conference paper
Journal paper
Journal paper
Journal paper
Journal paper
Conference paper
Conference paper
Conference paper
Journal paper
Conference paper
Conference paper
Journal paper

2007
2015
2005
2011
2010
2017
2009
2007
2015
2014
2019
2019
2012
2014
2017
2019
2019
2017
2011

55
81
13
14
12
10
7
6
6
5
4
2
2
2
1
0
0
0
0

[5]
[6]
[7]
[8]
[9]
[10]
[11]
[12]
[13]
[14]
[15]
[16]
[17]
[18]
[19]
[20]
[21]
[22]
[23]

review was organised by the concepts and/or areas of interest
discussed in them: about EA, good practices in EA, EA effectiveness, IT governance, Business/IT alignment, challenges
for EA, and new methods, contexts and techniques.
3.1. About Enterprise Architecture

The search was conducted on November 26th, 2020, and
yielded 51 results. From this initial assortment of papers,
a more relevant subset of documents needed to be defined.
Based on a preliminary reading of the titles and abstracts of
the papers, a review set containing 20 articles was determined.
Out of these, one paper was removed from the review due to
being unavailable, resulting in a final set of 19 articles. The
articles in question are outlined in Table 1.
As one can see in Table 1, ten of the papers were published in journals, while the other nine were presented in conferences. The earliest papers (P1 and P8) were published in
2007, while the latest ones (P11, P12, P16, and P17) were
published in 2019.
After the selection phase, the analysis phase took place.
The following sections, Section 3 and Section 4, approach
what was discovered during this latter phase and analyse the
findings taking everything into account.
3. FINDINGS
This section details the findings from the papers that were
analysed. The critical analysis of the papers in this literature
1 https://www.scopus.com/search/form.uri

Shah and Kourdi [5] explain how EA works and the benefits to
having it present in the enterprise. EA aligns business and IT
resources, conforming them to the principles and methodologies that govern the IS development process. This alignment
is important, as explored in further detail in Section 3.5.
EA tasks are carried out by several different roles, including, among others, chief enterprise architects, enterprise business architects, and enterprise IT architects [5]. The people
performing these roles focus on different parts of the architecture [5], and their collaboration ensures cohesion in the
end result.
Shah and Kourdi [5] also mention EA frameworks, which
list standards and products to implement an information system, simplifying the development of the architecture and
using a common terminology to cover all architectural dimensions. The general EA framework process involves three
main components: baseline and target architectures, which
represent the ”as-is” and ”to-be” states, respectively; architectural roadmaps, which represent intermediary alternatives;
and transition plans, which document the activities that are
to be taken during the process moving from the baseline
architecture to the target one [5].
Kamogawa and Okada [7] place EA in a position of high
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evolution and innovation, combining attributes of Business
Architecture and Technology Architecture. The technology
side of EA, which shows high evolution, is related with IT
Governance (see Section 3.4), as it can lead to better EA effectiveness and easier maintenance [7].
The positive influence EA has on IS is also mentioned, as
the IS and the business processes enjoy a greater visibility and
IS development productivity is accelerated [7].
Rouhani et al. [6] mention the concept of Enterprise Architecture Implementation Methodology (EAIM), which is an
approach that, alongside EA frameworks, supports EA implementation by noting the enterprise’s needs and helping with
the migration plan, which details the migration from the ”as-is” to the ”to-be” state [6].
3.2. Good practices in Enterprise Architecture
Working with EA involves dealing with several processes and
moving parts, which has its own share of challenges (see Section 3.6). As such, it is important to keep in mind good practices, as they can make some tasks easier.
Abunadi [20] developed a set of best practices for EA,
which, through the use of business tactics and information
analysis, can enhance an organisation’s strategic fulfilment.
In order to do so, they performed a literature review and a
multi-case study where they focused on horizontal practices,
spanning the entire organisation. The resulting best practices
include the adoption of EA frameworks, use of EA methodologies and shared strategies, having effective governance and
modelling the architecture, among others [20].
Meanwhile, Rouhani et al. [6] focused their efforts on the
implementation process, finding in the literature the best practices for EAIMS. They found common ground with Abunadi’s
work, as governance and modeling were among the practices
they deemed to be highly influential. However, they also
found other practices, including but not limited to having a
transition plan, defining the baseline and target frameworks,
employing a business strategy and ensure the business strategy is aligned with IT resources [6].
When approaching the topic of EA management (EAM),
Löhe and Legner [17] found a series of challenges that add
some difficulties to these tasks (see Section 3.6). However,
they also documented a set of design principles to mitigate
such challenges, such as complementing IT processes with
EAM practices and EA artefacts, having continuous maintenance of the EA, and ensuring EA artefacts are granular
enough, with clear scopes, viewpoints and quality criteria [17].
3.3. Enterprise Architecture effectiveness
As is the case with most activities an organisation partakes
in, EA projects have their costs, both in terms of time, effort
and money [22]. As such, being able to maintain an effective
workflow can ensure that these costs are kept to a minimum.

Nkundla-Mgudlwa and Mentz [22] developed a set of
constructs to measure effectiveness, which include: commitment by the part of top management; governance, namely
regarding business, IT and suppliers; having a clear scope
related to the ”as-is” and the ”to-be” states; the skill levels
of team members, as well as their education and training;
alignment between business and IT; and good communication skills. The authors also established relationships between
these constructs, and noted that alignment and communication were at the centre of these relationships, as their presence
influences the other ones.
Rouhani et al. [6] focused their efforts on the implementation step. Having performed a literature review, they identified some factors that Nkundla-Mgudlwa and Mentz also
mentioned [22], such as effective communication, alignment,
and clear scope and purpose. Additionally, they also identified other factors that have a positive influence on effectiveness, such as step-by-step guidelines, adequate tool support
and efficiency [6].
In another work by some of the same authors, Rouhani
et al. [13] conducted a survey and developed a model to measure and predict effectiveness, which is composed of different
factors that have different weights on the final result. These
factors are, in order from the most to least influential, innovation, binding, adaptiveness, alignment, and support [13].
3.4. IT Governance
IT Governance is the administering of IT resources through
processes such as decision making and and strategic planning [12]. This management of IT resources can have several
beneficial uses.
The first benefit of having governance in EA is the ability
to improve the alignment of IT and business, as the people
who manage IT resources have the autonomy to adjust course
as needed [11].
Another benefit of governance is the ability to react. Enterprises have to remain competitive and this may entail having to reflect the latest developments in the market, and being
able to manage resources and set things in motion is highly
important [7].
The other result of governance has to do with risk management. Through the aforementioned ability to react, the
organisation can also be aware of threats and be able to avoid
them, ensuring their advantages in their environment [12].
3.5. Business/IT Alignment
As EA bridges the gap between the enterprise’s business activities and its IT resources, these two elements must be in accordance with each other. As such, we can define alignment
as being the degree to which the IS/IT and business strategies
support each other [8]. EA helps with this alignment process
by providing organisation guidelines [8], but also thanks to
governance and other factors [11].
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Understanding IT alignment between business processes
and enterprise goals is necessary for the IT applications to
work properly, being able to show the relevant information as
necessary. This alignment is a complement to the EA, providing a focused view of the organisation [12].
EA frameworks deal with models to structure and operate the enterprise thanks to being aware of different views, as
these provide different data depending on the relevant context.
In their work, Cuenca et al. [9] propose an alignment framework that can interface with existing EA modelling frameworks. This alignment framework defines a set of different,
additional views, such as Business, Resource, Organisation,
Information, Data, Application, and Technological; and also
adds building blocks such IS/IT Conceptualisation and the
”as-is” and ”to-be” portfolios. The alignment framework’s
building blocks are related to each other to ensure the modelling framework’s integrity [9].
In their work, Bartenschlager and Goeken [11] discuss the
importance of aligning the enterprise’s IS with its own structure, processes, and goals. EA approaches have explored this
concept of alignment with layered perspectives (strategy, organisation/process, and IS layer). The authors extend the existing approaches by making the governance aspect more explicit and by separating the business and IT strategies, making the need for coordination more evident. These changes to
existing architectures attempt to strengthen business and IT
alignment, as important factors are made more visible [11].
3.6. Challenges for Enterprise Architecture
As EA deals with a plurality of factors, systems and people,
it is expected that successfully applying EA methodologies to
an enterprise will not be a straightforward task, and that it will
require dealing with challenges.
Rouhani et al. [14] set out to discover challenges relating
to EAIMs, finding them related to three different areas: modelling, development, and maintenance. Modelling challenges
relate to complexity, the absence of complete tools, and proprietary, time consuming and ineffective modelling practices.
Development challenges include the need for a comprehensive methodology that supports all processes, encompassing
analysis and development. Maintenance challenges relate to
the question of keeping the EA repository up to date, and
the need for a holistic plan that can maintain and reuse EA
artefacts. From these challenges, they conclude that there
is no silver bullet regarding EA methods, and that organisations should adapt methods (or parts thereof) to address their
needs [14].
Löhe and Legner [17] explored challenges regarding
EAM by studying three enterprises and their efforts to manage their EAs. From this study, they discovered the effort
related to the initial documentation regarding EA models and
standards; the fact that EA artefacts are not used during the
enterprise’s daily activities; a lack of acceptance of EAM in

the organisation; and that the EAM initiative and IT processes
would have communication problems and rivalries. In order
to mitigate these challenges, they devised the set of design
principles mentioned in Section 3.2 [17].
Iyamu [15] conducted a literature review in order to find
out the factors that cause EA complexity. This research resulted in a set of four interrelated factors: organisational
structure, technology, social context, and processes. Complexity related to the organisational structure comes from
the different roles, hierarchies and powers within an enterprise can make differences and affect the outcomes of EA
implementation. Complexity from technology comes from
its interactions with people and connectivity with each other
are a source of complexity, as people choose the tech being
used depending on their knowledge and experience. Challenges about the social context relate to the importance of
communication to ensure EA implementation is successful,
as poor interactions between architects can derail progress.
Finally, process-related complexity comes from governance,
as it allows for policies, standards and principles to be formulated [15].
3.7. New methods, contexts and technologies
Just like in any other field, EA has plenty of room to grow and
to find something new that can bring value to the community.
Some of the papers that were selected for this literature review
also mentioned new methods or different application contexts,
which are presented in this section.
As already mentioned, Cuenca et al. [9] propose an alignment framework that can interface with existing EA modelling frameworks. This is an interesting transformative work,
as it expands the scope of existing EA frameworks and allows
enterprises to strengthen their alignment efforts.
Bartenschlager and Goeken [11] attempted to extend existing models by adding more dimensions; the governance aspect was made explicit and the responsibilities between IT
and business were divided, in an effort to drive home the point
that the two areas in question have to work together.
In an attempt to improve EA implementation efforts,
Nikpay et al. [10] propose a new EAIM composed of an iterative cycle with five phases: planning, understanding the
current state, describing the desired state, implementation,
and governance efforts. Each of these phases has its own set
of practices that aim to provide effectiveness, and the proposed EAIM was featured in a case study conducted by the
authors, with favourable results [10].
In addition to other methodologies, one can introduce new
technologies altogether to the EA field. Taking into account
the complexity of EA activities, Rouhani et al. [18] combine
EAIMs with Agent-Oriented software development. Agent
software can solve problems that have either been considered
to be beyond the scope of automation due to cost issues or
a lack of appropriate technology; or to refine existing pro58

cesses by reducing costs and increasing efficiency or speed.
Agents can mitigate the complexity of EA processes such as
analysis, development and maintenance. They provide levels of abstraction, establish interdependencies between systems (which helps with communication and interactions), and
figure out their behaviours based on their concepts and principles. The presence of agent-oriented methodologies can
have a positive influence on the aspects of modelling, requirements, development practices, alignment, and effectiveness of
the EAIM [18] .
As mentioned in Section 1, EA is not restricted to just enterprises and commercial organisations. Getter [12] and Kabanov et al. [21] provide examples of EA application in governmental agencies, as is the case for the US Capitol Police
and the Russian transportation infrastructure, respectively.
4. DISCUSSION
This section provides an overall reflection on Section 3 and
the topics discussed within.
The papers that were evaluated mentioned a diverse plurality of topics about EA, discussing good practices, effectiveness, governance, alignment, challenges, complexity and
even new outlooks on the field. We found that some topics are
often related to each other, as is the case with how supporting governance helps the alignment between business and IT.
Good practices often had things in common with the subject
of EA effectiveness, and would also appear as a reaction to
challenges of the field.
The aim of this work was to learn more about how EA
can benefit an enterprise’s IS, and the analysis of the papers
conducted in Section 3 has given us information to address the
research questions (RQ, RQa and RQb) outlined in Section 2.
RQa: Which roles does Enterprise Architecture
play in this [IS engineering] process?
EA plays a support role in the IS engineering process,
more specifically one of a mediator. With the help of governance methods and EA frameworks, it assists the IT/business
alignment process, ensuring that the IT resources (the IS) is
in concordance with the enterprise’s reality.
RQb: How does Enterprise Architecture support
the information system migration from the
AS-IS to the TO-BE planned state?
EA supports the migration process through frameworks
and EAIMs. The ”as-is” current state should be mapped onto
a framework, allowing us to reflect on the enterprise’s current
status, its organisation, its resources and its needs. The ”to-be” state should also be mapped, allowing us to better define
our goals and to know what is the path that should be taken.
These are steps that are commonly found in EAIMs, as well as

Enterprise
Architecture

makes use of

IT Governance

facilitate

makes use of

Implementation
Methodologies

assist

supports

Information
System

EA Frameworks

map

Migration
(AS-IS → TO-BE)

Business/IT
Alignment

models

supports

Adaptability

requires

Enterprise

Fig. 1. Relationships between concepts related to EA.
the creation of a migration plan that ensures that the enterprise
does not deviate from its path.
Taking these two answers into account, we can now answer the main research question:
RQ: How does Enterprise Architecture enable
Information Systems engineering in the enterprise?
EA, with its support role, aligns business and IT resources, conforming them to the principles and methodologies that govern the IS development process. An enterprise
is a living system that reacts and adapts to the ever-shifting
environment where it resides. As such, in order for its IS to
remain relevant and up-to-date, applying EAIMs iteratively
can ensure that the enterprise’s constant evolution will not
have a negative influence on the IS, as they grow and change
together.
Figure 1 provides a summary of the relationship between
EA, IS, and the related concepts, based on the previous discussion.
5. CONCLUSIONS AND FUTURE WORK
In this paper, we performed a literature review in order to discover more about how EA influences and benefits IS engineering.
We analysed nineteen papers relating to different topics
about EA, including general information, good practices, effectiveness, governance, alignment, challenges, and new applications and methods. We identified relationships between
some of these topics, such as alignment with governance, as
well as practices with challenges and effectiveness.
We found out that EA aligns business and the enterprise’s
IT resources (the IS), and that making use of EA frameworks
and applying iteratively EA implementation methods can ensure that the IS remains aligned with the enterprise and that
the latter’s goals and needs are known at all times.
Limitations of this work include the fact that only one
database was consulted for the selection of papers; we can
assume that there are potential other insights to discover by
expanding the sources of our review.
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In the future, this work could be expanded upon by exploring each different area related to EA in more detail, and
widening the search methods and engines to potentially include a wider variety of papers, allowing us to potentially discover more interesting insights.
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Abstract— The defense and performance of
companies through the resource-based view (RBV)
brings a better understanding of the impact of the
various resources of information systems (IS). An
organization and study dedicated to each of the IS
resource categories is a facilitator for companies to use
it correctly and obtain a competitive advantage. A
rigorous combination to identify important research
and to assess progress within this field of research is
Bibliometry plus Content Analysis, so it was possible to
identify among the comparison categories by Wade, M.,
Hulland, J. (2004) one that does not present a properly
structured literature review, called IS development,
whose competitive advantage attributed to it is
sustainable as stated by Väyrynen K., Iivari J. (2015).
Thus, this review seeks to organize in a well-structured
manner all the concepts that permeate the development
of IS to analyze scientific publications to identify the
competitions for the development of IS in relation to
RBV from the point of view of researchers in an
academic and industrial context.

I. INTRODUCTION
Bibliometrics combined with Content Analysis presents
a rigorous combination to identify important research and
assess progress in a field over a given period of time [2].
Using citations and metadata to provide general
research guidelines, research groups, gaps, impact, trends,
strengths, and limitations in the literature, we find a guide
to an in-depth content analysis that is collected from
different sources and then examined. categorized
according to its content and contribution [4].
The preliminary analysis begins in the field of
Information Systems Integration and its contributions to
the competitiveness of companies, these demonstrated
through a cocitation analysis a link through the ontology as
shown in Figure 01.

Index Terms— Information Systems (IS), Visão
baseada em recurso (RBV), desenvolvimento IS

Organization of work
The first topic presents the introduction of the research
with its motivation and justification of the work, the
second topic presents the basic concepts to understand the
RBV and IS; the third topic is the methodology of
scientific work, it's planning, and execution, the fourth
topic presents the development of the work and the main
aspects of the theme. The fifth topic presents a conclusion
and the results achieved and at the end are corrected as
bibliographic references.

Fig. 01: Ontology
The competitiveness and performance of companies
with the use of information technology systems have been
heavily researched in recent years as can be seen in the
hundreds of approaches in thousands of important
researches with real data and mainly with vigorously tested
and validated information, so we find in Figure 02 the
keywords that indicate an inclination to approaches that
describe the performance of companies.
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Using Content Analysis in an RBV context, we find the
main authors and their approaches, among which we can
identify:

Fig. 02: Firme Performace
When analyzing research that addresses the different
tools for company performance, Everett Rogers' Theory of
Innovation Diffusion (1983) is the one that remains in
strong evidence, and through it, it is possible to identify a
growing number of publications that use the Vision Based
on Resources (RBV) as shown in Figure 03 the 2,842
documents resulting only in the SCOPUS database with
the keyword “resource-based view”.

●
Wade, M., Hulland, J., Review: The
resource-based view and information systems research:
Review, extension, and suggestions for future research
(2004) mis quarterly, 28 (1), pp. 107-142
By organizing and synthesizing the main authors in a
coherent way until 2004, the research demonstrates
relevance and its deeper analysis brings light to the entire
context.

II. Preliminary Concepts
RBV seeks the necessary resources to design, choose
and implement strategies to generate competitive
advantages through its resources, which are valuable, rare,
inimitable, and non-replaceable [3].
Among the many existing resources, IS resources are
presented as sources of competitive advantages and Barney
(1991) presents the competitive parity, the temporary
competitive advantage, and the sustainable competitive
advantage generated from the resources, as shown in
Figure 05: VRIO adapted from Rothaermel (2013).

Fig. 03: Resource-based view
Thus we seek to understand in depth the whole concept
that permeates this theme, as well as its use, testing, and
validation. Understanding its importance and exoneration
in the corporate world, its interest increase in recent years
is shown in Figure 04.

Fig. 05: VRIO
For example, Mata et al. (1995) argue that IT skills are
rare and specific and, therefore, serve as a sustainable
competitive advantage, easily accessible IT resources, for
example, do not have a competitive advantage, and each is
in one of the eight RBV categories described by Wade, M.,
Hulland, J. (2004), below:
01 - Manage external relationships

Fig. 04: Documents by year
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It is the company's ability to manage the links between
the IS function and stakeholders outside the company. It
can manifest itself as an ability to work with suppliers and
infrastructure requirements for the company, to manage
relationships with outsourcing partners or to manage
relationships, support and customer service.
02 - Market responsiveness
It is the market's ability to respond by collecting
information from sources external to the company, it
includes the ability to develop and manage projects and to
react quickly to changes in market conditions.
03 - IS-business partnerships (manage internal
relationships)
This is the ability to represent the processes of
integration and alignment between the IS function and
other functional areas or departments of the company,
aligning IS and the business strategy.
04 - IS planning and change management
It is the ability to plan, manage and use appropriate
architecture and technology standards, its main aspects
include the ability to anticipate changes and future growth,
choose suitable platforms and effectively manage the
resulting technological change and growth.
05 - IS infrastructure
The IS infrastructure feature has generally not been
used as a source of sustained competitive advantage for
companies, as the types of IS infrastructure mentioned in
most existing RBV-IS studies are proprietary or complex
and difficult to imitate.
However, a more global definition addressed by other
authors deals with the information processing capacity,
hardware and software and the entire information
technology infrastructure.
06 - IS technical skills
These are up-to-date and appropriate technological
skills, related to hardware and software, which are
maintained by IS / IT employees, and also include the
ability to deploy, use and manage this knowledge. Thus,
this feature is focused on advanced, complex and therefore
difficult to imitate technical skills. Although the relative
mobility of IS / IT staff tends to be high, some IS skills
cannot be easily transferred, such as enterprise-level
knowledge assets and technology integration skills, and
therefore these resources can become a source of sustained
competitive advantage.
07 - IS development
It is the ability to develop or experiment with new
technologies, as well as a general level of alertness to
emerging technologies and trends that allow a company to

take advantage of new developments quickly, this is
future-oriented, and includes resources associated with
managing a cycle systems development life that is capable
of supporting competitive advantage.
08 - Cost effective IS operations
It is the ability to provide efficient and economical IS
operations on a continuous basis and with greater
efficiency, developing a long-term competitive advantage
and using this capacity to reduce costs and develop a
position of leadership in costs in your sector. In the context
of IS operations, the ability to avoid large, persistent cost
overruns, unnecessary downtime and system failure is
likely to be an important precursor to superior
performance.

III. Methodology
The methodology adopted in this work was divided
into two stages according to the specific objectives
defined: (i) Bibliometrics plus Content Analysis to
identify, evaluate and interpret relevant research and (ii)
Systematic Review (SR), a formal process defined to
achieve results with scientific value and present a fair
result from a research topic, using a reliable, rigorous and
auditable methodology. Figure 06 illustrates each step of
the methodology:

Fig. 06: Methodology
In the bibliometrics phase, we identified the work of
Wade, M., Hulland, J., Review: The resource-based view
and information systems research: Review, extension, and
suggestions for future research (2004) quarterly, 28 (1), pp.
107-14 2
This review, cited 1714 times in the last 15 years, as
evidenced by the graph generated by SCOPUS, is of
singular importance for the systematization of several
studies.
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Fig. 07: Citations
Among which it was possible to identify forty-eight 48
reviews using the search expression: (REF( "wade, m."
AND "hulland, j.") AND TITLE(review)).
Then a content analysis was carried out in these
reviews and they were classified into one or more of the
eight categories.
IS-business
partnerships
(manage
internal
relationships) was the most discussed topic among all
reviews, this is included in at least fourteen of the
forty-eight surveys.
On the other hand, the theme that was not addressed in
any review was IS development, so the question arises
about its real importance and the very need to carry out a
review on the topic.
RS was based on the work of Kitchenham and Charter
(2007), Kitchenham (2004), Silva (2012), Sena et al.
(2014), and Gaspar (2015) and was defined in three stages:
(a) Review Planning: in this step, the research objectives
are listed and the review protocol is defined; (b)
Conducting the Review: during this phase, the sources for
the review are selected, the studies are identified, selected
and evaluated according to the criteria established in the
review protocol; and (c) Review Analysis: at this stage,
data from the studies are extracted and synthesized for
publication.

IV. Development
The goal of Wade, M., Hulland, J., 2004, was to
explore and critically evaluate the use of RBV by IS
researchers, he provides a brief review of RBV theory and
then suggests extensions to make it more useful for
empirical IS research, and its main contribution was to
organize previous studies into IS resource categories.
Among the eight categories, mapping was carried out
with the 48 reviews, identifying the most researched, most
complex, most controversial, and even less researched
themes, as is the case of IS development that defines the
research objective.
Objective: to analyze scientific publications with the
purpose of identifying competitive approaches to the
development of IS in relation to RBV from the point of

view of researchers in an academic and industrial context,
we seek to answer as a result of this work a research
question:
What is the competitive advantage of IS development
at RBV?
Defining the protocol for the realization of SR we have
as a bibliographic source the database of SCOPUS, as the
language English, as search expressions after several
rounds of refinement were defined on 12-12-2020:
(ALL("is develop*") AND ALL(rbv)) 51 document
results
And as Wade, M., Hulland, J. (2004) makes references
to several authors who use different terms to address the
same theme, the search expressions were defined after
several refinement wheels:
(ALL("Technical innovation") AND ALL (rbv)) 19
document results, and ALL(alertness) AND ALL(rbv)) 21
document results.
This adds up to 91 documents, which now pass through
the systematic review filter, which consists of reading
everyone's title and summary and identifying whether they
address the proposed topic in the context of RBV and IS
development.
As a result of this filter step, 66 documents were
excluded and 25 documents were selected for the
following data extraction phase:
Table 01 contains the list of documents selected for the
data extraction phase.
Table 01: Selected documents
Priem R.L., Butler J.E.

2001

Wade M., Hulland J.

2004

Wagner H.-T., Weitzel T.

2005

Parnell J.A.

2006

Maoz H., Fink L., Pliskin N., Heart T.

2007

Desarbo W.S., Benedetto C.A., Song M.

2007

Leimeister S.

2010

Street V.L., Marble III H., Street M.D.

2011

Molodchik M., Shakina E., Bykova A.

2012

Gibbons P.M., Kennedy C., Burgess S.C.,
Godfrey P.

2012

Madhani P.M.

2012

Hassan N.H.B., Arshad N.I.B., Mustapha E.E.B.,
Jaafar J.B.

2013

Hassan N.H.B., Arshad N.I.B., Mustapha E.E.B.,
Jaafar J.B.

2014
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Zhou Y., Zhong W.-J., Mei S.-E.

2015

Suhardi, Juliarto R.D.

2015

Väyrynen K., Iivari J.

2015

Sangari M.S., Razmi J.

2015

Parida V., Oghazi P., Cedergren S.

2016

Hirzel A.-K.

2017

Abu Hasan N., Abdullah N.L.

2018

Pham L.M.T., Tran L.T.T., Thipwong P., Huang
W.T.

2019

Pradana M., Pérez-Luño A., Fuentes-Blasco M.

2020

Hu Q., Hughes M.

2020

Rozaq M.K.A., Riani A.L., Harsono M.,
Setiawan A.I.

2020

Xue J., Swan K.S.

2020

Each document has distinct competitive advantages and
is of great importance for preliminary analysis, however
some contain data similar to other documents and other
data that need further study. All were duly analyzed and
grouped as follows:
Companies willing to innovate need people with
experience and knowledge to develop these new ideas [7]
A high level of capacity to develop innovations is a
competitive advantage ([8]; [9]; [10]; [17]; [18]; [1])
Valuable and unique knowledge will lead to better
performance and competitive advantages ([7]; [17]; [30])
Development of dynamic organizational capacity
contributes to the performance of achieving and sustaining
competitive advantages. ([11]; [14]; [19]; [20]; [24]; [1])
Significant relationship between intellectual capital and
IS development performance. ([12]; [13]; [23]; [27]; [1])

supporting decision-making operations. ([12]; [20]; [21];
[26])
High quality IS is the basis of the business application
of information technology to obtain competitive
advantage. ([15]; [27]; [1])
An IT value model is necessary to generate superior
performance and obtain a competitive advantage. ([16];
[27]; [1]; [1])
IS development is a sustainable competitive advantage
([17], [22]; [27]; [1])
Only IT assets do not generate competitive advantage,
but if they are added to knowledge and technical capacity,
they are capable of generating sustainable competitive
advantage ([17]; [29])
Resources that are valuable, but not uncommon among
competing companies, can only lead to competitive parity
[17]
Intangible resources are building blocks for developing
and maintaining a competitive advantage. [21]
Sustainable competitive advantage is achieved by
offering products or services that are perceived by
customers as: quality and price. [28]
Unique, valuable and inimitable resources are critical
to most successful business strategies, especially those that
emphasize value. ([28]; [1])
The creation of value from IT investments needs an
alignment between the business and the IT strategy ([29];
[1])

V. Conclusion
The competitive advantage attributed to the
development of IS based on RBV is capable of generating
sustainable advantages and this has a direct impact on
organizations and their decision-making process.

Training and development for innovation is a resource
of skills necessary for technological innovation process.
([12]; [25]; [26])

All categories presented by Wade, M., Hulland, J.
(2004) have their role in a competitive context, the
clarification of these and the use of their maximum
potential must be discussed, tested, and validated.

The inability to hire or develop innovative resources
due to the high cost has negative effects on competitive
capabilities ([12]; [27])

One of the great findings of this research revolves
around resources that, even available, need adequate
intellectual capital to become a differential.

ISs support the development of intellectual capital and
play an important role in formulating strategies and

A scope restricted to the development of IS and RBV is
not able to elucidate all the issues that lead companies to
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obtain immediate results, but it does illuminate great
questions about the parity of resources and their use.

innovations: Evidence from micro and small-sized
tech enterprises in China.

With this, it is possible to envision a great contribution
to the competitive advantage of IS development in an RBV
context.

[11] Pham L.M.T., Tran L.T.T., Thipwong P., Huang
W.T. (2019) Dynamic capability and organizational
performance: Is social networking site a missing link?
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ABSTRACT
While Argument Mining has been having great success in
monolingual settings, especially for the English language,
other less-resourced languages are still lagging. In this paper,
we perform sequence tagging and test annotation projection
for the Portuguese language. Towards this goal, we translate
a CoNLL-formatted corpus, align the translations with the
ground-truth and project the translations (according to the
alignments) into a Portuguese-translated CoNLL-formatted
file. Then we perform sequence tagging on both the original
version and the newly built machine-translated corpus and
compare the achieved performances. Our experiments on the
Persuasive Essays corpus did not achieve the same performance as of the reference values for cross-lingual projection.
Nevertheless, our results constitute a foundation for posterior research for end-to-end learning in Portuguese Argument
Mining.

Fig. 1. General sequence tagging workflow. Annotation projection module used for Portuguese AM.

Index Terms— natural language processing, argument
mining, annotation projection, translation, alignment
1. INTRODUCTION
The ability to engage in the process of argumentation is central to human communication. Humans use argumentation to
convey inclinations or opinions and reason over them. With
the advent of computer technology, the process of automating
argumentative reasoning has seen a growing interest. This
process is named Argument Mining (AM). Argument mining aims to automate the identification and extraction of inference structures and reasoning expressed as arguments and
contained within pieces of natural language mediums.
Understanding argumentative structures enables the assessment of the adopted positions and the opinions that sustain said positions. The provided insights span across multiple domains, like, discourse analysis, summarisation, debate modelling, and law, among others [1]. As crucial as
AM might be, the ambiguity of natural language text, the different writing styles, the implicit context and the complexity
of building argument structures make this research area very
challenging. In AM, there are yet not much work emphasising cross-lingual approaches [2], almost exclusively per-

formed monolingually in English [3], German [4], or Chinese
[5]. Moreover, the expensive effort of acquiring high-quality
datasets for new languages, which entails hiring expert annotators or querying large crowds in crowd-sourcing experiments, makes working in AM for less-resourced languages
harder. In the absence of good quality datasets, cross-lingual
approaches are of utmost importance to train Natural Language Processing (NLP) systems in AM. This is in line with
current trends in NLP, which increasingly recognise the possibility and the necessity to work cross-lingually [2].
Recent studies [6, 7] view arguments as consisting of
claims and premises and aim to train classifiers on annotated text fragments to identify these text units. Our focus
is similar, aiming towards token-level argument component
extraction, that is, keyword-based retrieval of arguments from
an argument-tagged corpus. Accordingly to the full-fledged
AM task proposed by [8], this work is framed within the third
subtask, argumentative discourse unit (ADU) type classification.
In this work, we address the problem of cross-lingual AM
for the Portuguese language. We build a machine-translated
version (using the annotation projection module as in figure
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1) of one of the most popular AM datasets, the English dataset
of persuasive student essays (PE) published by [9], and compare the performance of current state-of-the-art techniques
for sequence tagging on both the original and the machinetranslated versions of the dataset.
In summary, the contributions of this paper are:
• We build a machine-translated CoNLL-formatted version of the Persuasive Essays corpus in Portuguese.
• We propose an annotation projection algorithm resilient
to verbose languages.
• We perform token-level sequence tagging for BIO
scheme and component type inference and compare
our results with the state-of-the-art and empirically
assess the quality of the built dataset.
2. RELATED WORK
Existing approaches for AM focus, for instance, on specific
subtasks like argument unit segmentation [10], identifying
different types of argument components [3, 11], recognising
argumentative discourse relations [12]) or extracting argument components and relations end-to-end [7]. These are
sequence tagging tasks. Sequence tagging consists of assigning a label to each member of a sequence - for NLP,
these members are words. In recent years, there has been
an increased interest not only in evaluating sequence tagging
models within multiple individual languages [13], but also
cross-lingually [14, 15]. [7] proposed an end-to-end learning
pipeline for AM, which models the problem as a joint component type and BIO scheme (inside-outside–beginning) prediction. Nowadays, Transformer-based models, like BERT
[16], are the best performing architectures on multiple NLP
tasks, including AM. In [17], the authors propose a multiscale BERT-based model that branches the prediction of each
component type based on its scale dependency. As far as
we know, this is the best performing solution for component
tagging in the Persuasive Essays corpus.
However, most of these approaches are specifically designed for English, and there are much fewer resources for
other languages. There are very few works studying AM,
for both mono and multilingual NLP tasks [2], and very few
datasets with attested high quality: according to [7], only the
student essays dataset [9] has annotations for components, relations and their types. For Portuguese, only a dataset built
from a mixture of opinion articles has annotations according
to the claim-premise scheme [18].
For cross-lingual methods, a standard approach to try to
exploit information from a resource-rich language to a lessresourced one is annotation projection [19, 20]. This technique entails using parallel data to project annotations from
one language to another. [2] adopts this approach for AM and
shows a very narrow deficit from the results obtained using

machine-translated corpus compared with the results obtained
using the human-labelled corpus. The work described in this
paper is based on the work of [2].
To build a projected dataset, translation is required. For
this, neural network-based machine translation (NMT) [21,
22] uses multilingual word embeddings to map the relative
position of each word in the source language to the target language. Moreover, they are at the basis of modern direct transfer techniques, where we directly infer in a model trained in
another language, as shown with part-of-speech tagging [14],
parsing [23] and document classification [24].
To better align the translations to the source corpus, alignment techniques are regularly used. While this can be done
separatly, some works pursue a multitask approach for jointly
learning to align and translate [22, 25]. However, most systems require parallel data in sufficient amount to train highquality NMT systems, and their performance deteriorates
when parallel text is scarce [26]. This makes statistical word
aligners still widely used for alignment, such as Giza++ [27]
and fast-align [28]. There is recent research on unsupervised
multilingual embedding algorithms that use only non-parallel
data provide high quality static [29, 30] and contextualized
embeddings [16, 31]. SimAlign [32] leverages these embeddings for word alignments – by extracting alignments
from similarity matrices induced from embeddings – without
relying on parallel data.
3. CORPORA
As noted in [33], for NLP tasks in a cross-language setting, argument annotated corpora are required in different languages
and should ideally: (a) contain annotations of arguments in
different languages, (b) follow the same argumentation theory and (c) belong to the same genre of text and similar domains. The only publicly available AM corpus following
the premise-conclusion argumentation model is the dataset
of Persuasive Essays (PE) from [9]. This dataset comprises
various essays written by students on essaysforum.com in response to controversial topics such as ”competition or cooperation - which is better?”. Table 1 details some of the corpus
statistics. In this dataset, the annotation distinguishes between
major claim (the central position of an author with respect to
the essay’s topic), claim (controversial statements that are either for or against the major claims), and premises, which
give reasons for claims or other premises and either support
or attack them. Overall, there are 751 major claims, 1506
claims, and 3832 premises. There are 5338 relations, most of
which are supporting relations (> 90%) [7].
4. ANNOTATION PROJECTION
We build a machine-translated Portuguese version of the PE
dataset using annotation projection and perform token-level
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Paragraphs
Sentences
Vocab Length

Train
1587
4866
106082

Dev
199
586
12662

Test
449
1383
29553

Table 1. Statistics of Persuasive Essays corpus.
sequence tagging using the original (English) PE corpus and
the machine-translated Portuguese version of the PE corpus.
4.1. Input Data
In [7], the authors stated that the argumentation structure is
completely contained within a paragraph. Paragraphs have an
average length of 66 tokens and are much shorter than essays,
which have an average length of 368 tokens. Thus, prediction on the paragraph level is easier than prediction on the
essay level. There are fewer components in a paragraph and
fewer possibilities of source and target components in argument relations. As such, for this work, the data used is the
CoNLL-formatted, paragraph-level preprocessed version of
the students essay dataset, provided in [7]’s GitHub repository 1 .
The CoNLL format scheme in this data provides a tokenlevel annotation for non-argumentative units, argumentative
units and relations. It encapsulates the BIO scheme notations
to denote tokens as non-argumentative (O) or begins (B), or
continues (I) a component. The component types can be either claim (C), premise (P), or major claim (MC). Also, the
distance measured in the number of components between the
current component and the component it relates to is encoded
as a positive integer, if the component the current token relates to follows it, or as a negative integer if the component
the current token relates to precedes it. Finally, the relation
type (”stance”) between two components and its value may
be Support (Supp), Attack (Att), or For or Against (Ag).
For the task of sequence tagging and building the machinetranslated version of the dataset, the relations and component
distance from the source data are disregarded. The label space
is structured as proposed in [7] for a multitask sequence tagging problem, predicting both BIO scheme and component
type, i.e., the label space is composed of 7 classes: ’O’,
’B-MajorClaim’, ’I-MajorClaim’, ’B-Claim’, ’I-Claim’, ’BPremise’, ’I-Premise’. With this structure, predictions can be
used to reconstruct argumentative segments.
4.2. Translator
For translation, the CoNLL-formatted data was converted into
free text, which was segmented into sentences and chunked
into paragraphs. That is, each batch sent through the network for translation was a paragraph. Given the previous
1 https://github.com/UKPLab/acl2017-neural

/data/conll/Paragraph Level

end2end am/tree/master

remarks on argumentation structures being completely contained within a paragraph, we found batches of paragraphs to
yield the required context for better translations. This translation was made using a pre-trained transformer-based translation model [34], from the HuggingFace framework 2 . This
model was pre-trained on the OPUS dataset and has a reported
BLEU score [35] of 50.1 in the Tatoeba 3 English to Latin
languages dataset. Finally, the original sentences and their
translations were concatenated, separated by special characters for further parsing, tab-splitted per paragraph and saved
into a single file.
4.3. Alignment
The above-mentioned file containing original and translated
sentences from the student essays dataset was aligned using
[32]. This work claims superior performance over various
statistically-based alignment methods for text alignment without parallel training data. In this work, the authors propose
three different approaches: Argmax - a fast solution which
finds just local optima, with a naive solution for tied similarities; Itermax - a greedy algorithm applying the previous algorithm iteratively; Match - a slower solution which finds the
global maximum using a bipartite weighted graph and frames
alignments as an assignment problem. We empirically test
these three models on how much tokens in the source language were left without alignment and got, for the dev set:
• Argmax: 80.39% of ADUs with at least one missing
token in the respective alignment;
• Itermax: 32.4% of ADUs with at least one missing token in the respective alignment;
• Match: 4.55% of ADUs with at least one missing token
in the respective alignment;
The slower, graph-based approach was by far superior to the
others in this dataset. The train and test sets achieved a similar percentage of ADUs with missing alignments, 2.4% and
3.86% respectively.
4.4. Projection Algorithm
Once we have word-level alignment information, we go for
the annotation projection task. For this, we follow the approach of [2], and use their implementation 4 (with slight
tweaks). For each argument component c(s), in the English
version of the PE corpus, of type a (e.g., MajorClaim, Claim,
Premise) with consecutive words s: the word tmin with the
smallest index in the corresponding Portuguese sentence that
is aligned to some word in s, and the analogous word tmax
with largest such index. We then label all the words in the
2 https://huggingface.co/Helsinki-NLP/opus-mt-en-ROMANCE
3 https://tatoeba.org/eng/
4 https://github.com/UKPLab/coling2018-xling
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Portuguese sentence between tmin and tmax with type a, using a correct BIO structure, resulting in c(t). We repeat this
process for all the components. This projection strategy does
not resolve much of the conflicts that can arise. If two Portuguese components would overlap according to the abovedescribed strategies, we increment the beginning counter of
one of the components until they are disjoint. If our above
strategy fails, i.e., c(s) cannot be projected, e.g., because the
words in an English component are not aligned to any words
in Portuguese, then we ignore the projection of c(s) to the
Portuguese sentence, labelling the corresponding words in
Portuguese as non-argumentative instead. This approach assumes the quality of the alignments and resilience of the subsequent systems to cope with the noise in the projections.
Algorithm 1: Annotation projection (from [2]
Result: CoNLL-formatted Machine Translated file
(without relations)
c(s) is an ADU in L1;
a is the component type (MajorClaim, Claim,
Premise);
s is the set of consecutive words in c(s);
sent align are the alignments of current sentence;
L2 align ← alignment(s);
idx min ← argmin(L2 align);
idx max ← argmax(L2 align);
if L2 algn[idx min − 1] not in sent align then
idx min ← idx min − 1;
end
for tn in translation(c(s)) do
if t min < tn .index() < t max then
c(tn ) ← a;
end
end
return c(t);
To account for the verbosity of Portuguese when compared with English, more specifically, the Portuguese articles
that have no correspondence in English, we add to the ADU
every token to the left of the ADU that has no alignment correspondence. Check the following example:
• Biomedical engineers could make a significant effect
on increasing life expectancy the world .
• Os engenheiros biomédicos poderiam ter um efeito
significativo no aumento da expectativa de vida no
mundo .
• Alignment: 0-2 1-1 2-3 3-4 4-5 5-7 6-6 7-8 8-9 9-13
10-11 11-14 12-15 13-16
In this example, the token ”Os” is not in the alignment and
the ADU, in this case a Premise, would begin from ”engenheiros”. This would be sub-optimal as the segment ”Os engenheiros biomédicos” has the same meaning as ”Biomedical

engineers”. The addition of tokens not aligned to the ADU
brings some advantages as it fixes most article and preposition issues of this kind.
4.5. Evaluation
To assess the quality of the created corpus, we perform the
inverse method to recreate the English corpus from the previously created Portuguese one. The intuition is that using
the same algorithms, with the source and target languages inverted, we should be able to remake the original English corpus with little to no loss in information. Because translating
and back-translating yields severe noise between the source
and the recreated sentence, we use the same translations firstly
computed for Portuguese. We then recompute the alignments
and projection with swapped source and target languages.
This approach inherently carries some noise from recomputing alignments, now from Portuguese to English. The
graph-based approach of the SimAlign (see subsection 4.3)
yielded a percentage of ADUs with missing alignments of
68.51%, 71.98% and 65.5%, respectively for train, dev and
test sets. In this reverse projection task, the padding operation described in section 4.4 had negligible effect, with such
instances occurring ¡1% for each set.
We evaluate this English recreated corpus against the original one using the intrinsic evaluator, Macro-F1. Because the
translations are the same, the resulting corpus has the same
arrangement of words in the file, and the evaluation is made
using the labels from the original corpus as gold standard and
the labels from the created corpus as output labels. The perclass as well as general macro-F1 scores can be seen in table
2.

B-Claim
B-MajorClaim
B-Premise
I-Claim
I-MajorClaim
I-Premise
O
Overall

F1
82.72
81.04
89.24
96.54
95.06
98.65
96.83
91.44

TP / TP + FP
1245 / 1504
607 / 747
3404 / 3797
20776 / 22106
10073 / 10979
62847 / 64082
44825 / 44967
143777 / 148182

Table 2. Token-level macro-F1 evaluation of the English
back-aligned and back-projected corpus.
Even though the alignment quality is much worse from
Portuguese to English then from English to Portuguese, we
achieved overall F1-scores of over 90% for all sets. It is worth
noting that the beginning of an ADU is harder to discern, due
to being more susceptible to the alignment quality.
The newly built corpus is a machine-translated CoNLLformatted version of the Persuasive Essays corpus. It does
not contain data from relations between components, just BIO
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schemes and component types. This newly built dataset compares to the original one as described in table 3.
The verbosity heuristic explained in section 4.4 yielded a
prevalence of 13.04%, 21.05% and 15.64%, respectively for
the train, dev and test sets.
Subset
Train set
Dev set
Test set

Portuguese
Tokens U.W.
101998 8793
11519
9263
27956 10343

English
Tokens U.W
105988 7299
12657 7646
29537 8418

Table 3. Token and unique word count for original and
newly-built Portuguese dataset. U.W. stands for unique
words.

RNNs, namely, LSTMs [36], which are popular for being able
to address vanishing/exploding gradients problems. In addition to considering a left-to-right flow of information, bidirectional LSTMs (BL) also capture information to the right of
the current input token. The most recent generation of neural
tagging models adds label dependencies to BLs so that successive output decisions are not made independently. This
class of models is called BiLSTM-CRF (BLC) [37]. The
model of [38] adds convolutional neural nets (CNNs) on the
character-level to BiLSTMCRFs, leading to BiLSTM-CRFCNN (BLCC) models. The character-level CNN addresses
problems of out-of-vocabulary (OOV) words, which are not
seen during training.
5. EXTRINSIC EVALUATION

Below we show a small-sized randomly selected paragraph from the original corpus, the machine-translated version with projected annotations, and our human translation
and annotation for that paragraph.

We extrinsically evaluate the dataset by gauging its performance for sequence tagging. Sequence Tagging is the
problem of assigning a label to each element in a stream of
input tokens. In a neural context, the natural choice for tag• Original EN - ”In addition , sometimes animals from
ging problems are recurrent neural nets (RNNs) in which a
hot countries have to survive in the cold winter of
hidden vector representation ht at time point t depends on
somewhere in Europe .”
the previous hidden vector representation ht−1 and the input
xt . We choose a particular type of RNNs, namely, LSTMs
• PT-MT-PA - ”Além disso , por vezes , animais de
[36], which are popular for being able to address vanishpaı́ses quentes têm de sobreviver no frio inverno de
ing/exploding gradients problems. In addition to considering
algum lugar na Europa .”
a left-to-right flow of information, bidirectional LSTMs (BL)
• PT-HT-HA - ”Além disso , por vezes , animais de
also capture information to the right of the current input topaı́ses quentes têm de sobreviver no frio inverno de
ken. The most recent generation of neural tagging models
algum lugar na Europa .”
adds label dependencies to BLs so that successive output
In bold and red are Premises. HT/MT stands for human/machine decisions are not made independently. This class of models is called BiLSTM-CRF (BLC) [37]. The model of [38]
translation; PA/HA stands for projected/human annotations.
adds convolutional neural nets (CNNs) on the character-level
The generated sentence projections are of outstanding qualto BiLSTMCRFs, leading to BiLSTM-CRF-CNN (BLCC)
ity. This is in line with statements from the work of [2],
models. The character-level CNN addresses problems of
where they found the obtained machine translations to be
out-of-vocabulary (OOV) words, which are not seen during
of very high quality, similar to human translations. The totraining.
ken highlighted in red is an example of the proposed solution
We train and evaluate a sequence tagging model of both
(detailed in subsection 4.4) to circumvent the lacklustre alignthe
English
and the Portuguese-translated versions of the perment method when one word in English should map to two
suasive
essays
corpus.
words in Portuguese. In this example, the token ”por” would
otherwise be left out of the ADU. Because it is included,
the machine-translated version perfectly matches the human
5.1. Evaluation Metrics
translated one. Empirically, we could not find any errors with
We adopt the standard evaluation metrics for classification
the annotation projection. The translation and even the source
tasks, namely, precision, recall and F1 score. Precision is the
material could be more refined in some instances.
fraction of relevant instances among the retrieved instances;
Recall is the fraction of retrieved relevant instances among
4.6. Sequence Tagging
all relevant instances; F1 score is the harmonic mean beSequence Tagging is the problem of assigning a label to each
tween Precision and Recall. As the problem is multiclass,
element in a stream of input tokens. In a neural context,
the F1 score is micro-averaged (micro-F1, biased by class
the natural choice for tagging problems are recurrent neural
frequency) or macro-averaged (taking all classes as equally
nets (RNNs) in which a hidden vector representation ht at
important). Also, we use the previously mentioned metrics
time point t depends on the previous hidden vector represenboth for token- and component-level. For the former, each
tation ht−1 and the input xt . We choose a particular type of
token predicted label counts as an instance for evaluation.
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For the latter, we use strict component-level evaluation; that
is, the ADUs are the instances of classification and are considered a match if they have the same boundaries as the gold
standard [39].
5.2. Experimental Setup
To perform token-level sequence tagging, we use a PyTorch
implementation of a BiLSTM-CNN-CRF [38], from the
TARGER project [40]. This type of architecture benefits
from both word- and character-level representations automatically, in an end-to-end fashion.
The training settings was the same for every experience.
We train for 200 epochs using patience of 30 for a minimum
of 100 epochs and using a batch size of 8. We apply a dropout
of 50% on the embeddings and LSTM units. We used the
Adam optimiser with a learning rate of 0.001, learning rate
decay of 0.05 and momentum of 0.9. We use the same splits
for the train/dev/test splits as in [7]. In particular, our test
data comprises 80 documents (”essays”) with a total of 29,537
tokens (en).
Because we intended to evaluate the dataset capacity in
direct transfer, we used multilingual word embeddings (embeddings where pairs of translated words are positioned in
close proximity in the vector space). We chose the word embeddings for Portuguese and English from the MUSE GitHub
repository 5 , originated by the work from [30]. These word
embeddings were built using fastText and aligned in a common space. Both word embeddings have a vocabulary of
200,000 words and are of size 300.
We also used Glove-built, open-sourced, language-specific
word embeddings. These are typically information richer and
can be used for in-language sequence tagging. One for English, trained on 6 billion tokens, having a vocabulary of
400,000 words and 100 dimensions, and one for Portuguese
6
, trained on over 1 billion tokens, with 929606 vocabulary
words and also 100 dimensions.

In-Language (GloVe)
In-Language (MUSE)
PT Ann. Proj. (GloVe)
PT Ann. Proj. (MUSE)
Direct Transfer (MUSE)

Macro
T-F1 (%)
67.32
57.93
44.89
41.82
28.25

Micro
C-F1 (%)
62.41
54.71
43.57
34.94
22.80

Table 4. Overall sequence tagging performance on test set
assessed in token-level macro-F1. In-Lang stands for InLanguage, that are results from inference in original dataset;
PT Ann. Proj. stands for Portuguese Annotation Projection
and shows the results for inference in the newly built corpus;
Direct Transfer are the results of inference in Portuguese using an English-trained model. Monolingual embeddings are
GloVe-based and multilingual embeddings are MUSE (see
section 5.2).
Class
B-Claim
B-MajorClaim
B-Premise
I-Claim
I-MajorClaim
I-Premise
O

English
46.76
65.41
74.48
46.56
69.78
83.07
85.15

Portuguese
19.69
22.50
58.05
28.05
37.04
76.68
72.25

Table 5. Averaged token-level macro-F1 results per multitask (BIO+Component) label on the test set. Reported results for the best performing solutions, namely the ones using
GloVe monolingual embeddings.
Method
STag BLCC, [7]
BiLSTM + CNN + CRF (our)

C-F1
on test set
66.69
62.41

Table 6. Comparison of results from state-of-the-art on the
Persuasive Essays corpus.

5.3. Results
The main results for the sequence tagging task are presented
in table 4, where we compare the best performing solution for
each of the analysed languages (English and Portuguese). In
table 5 are the macro-F1 results for the multitask prediction,
that is, the joint classification of BIO scheme and component
type. The reported results in table 4 are aggregated results per
component, but the experience is the same as in table 5. The
global macro-F1 achieved were 59.230 and 45.686, respectively, for English and Portuguese.
In table 6 we compare the results we obtained with [7]’s
approach, both on the Persuasive Essays test set. Although
5 https://github.com/facebookresearch/MUSE
6 source
of the monolingual
http://nilc.icmc.usp.br/embeddings

Portuguese

word

embeddings:

named differently, STag BLCC is also a BiLSTM+CNN+CRFbased architecture. We got a slightly worse performance that
can be addressed to hyperparameter tuning, fine-tuning, or
the used embeddings’ quality.
In [2], for their BLCRF+char model, they obtained performance scores (macro-F1) of 62.45%, 65.92%, 59.20% for, respectively, machine-translated French, Spanish and Chinese.
The current state-of-the-art on languages other than English
surpasses the results we obtained for the Portuguese language
(Macro-F1 of 56.79%). We should expect our Portuguese
version to achieve a similar performance as French or Spanish. However, we address this to our inability to achieve the
English language’s reported performance using the TARGER
framework, which hinders the performance on the Portuguese
74

dataset.
One of the differences between our approach and [2]’s approach is the used method for alignment. While they used
fast-align [28], we used SimAlign [32]. The authors of the latter approach showed convincing results when compared with
other statistically-based approaches, including fast-align.
Another difference was the used embeddings. In [2], they
trained their own embeddings. However, in our experiments,
while using open-sourced word embeddings, we got significant differences (see table 4), primarily based on the number
of tokens in the embeddings. For the English MUSE word
embeddings, we got 322 OOV words, and for the English
GloVe word embeddings, we got 174 OOV words. Also, for
the Portuguese MUSE word embeddings (aligned in the same
vector space as the English word embeddings), we got 916
OOV words, and for the Portuguese GloVe word embeddings,
we got 63 OOV. Comparing these OOV values, we can admit
a prevalent correlation between the number of OOV words
and performance.
6. CONCLUSIONS
We built a machine-translated version of the Persuasive
Essays corpus and performed experiments for a multitask
sequence tagging problem for AM. We used multilingual
embedding-based translation and alignment techniques to aid
in the annotation projection task for the dataset construction.
The final product was a CoNLL-formatted, component and
BIO scheme annotated Portuguese version of the Persuasive
Essays corpus. From empirical testing, our version of the
dataset shows a very high quality of projected annotations.
Our sequence tagging results for the Portuguese language are
not yet aligned with the ones achieved in the literature. To
this end, we made a series of testing to assess the cause of
poor performance and address this issue to hyperparameter
tuning and word embedding quality. Future work will aim
towards employing subword multilingual tokenisation and
transformer-based architectures.
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ABSTRACT
COVID19 was declared as a world pandemic by the
World Health Organization in mid-March 2020, sparking
restricting measures by governments and concerns on the
public. One main repository of feelings, opinions and
perspectives regarding COVID19 was the social media
platform Twitter. As a proxy to taste what the general
feelings are regarding the evolution of the pandemic,
economic fears and health prevention, tweets may reveal
precious information. This study uses a dataset of tweets
collected from July 2020 until the end of August 2020, in
order to extract the main topics that underlie the majority of
tweets during this time and to access the sentiments behind
them. The results show a non-negative polarity score of
70.8% and that negative feelings are more present when it
comes to COVID19 updates and reports.
Index Terms— COVID19, Sentiment Analysis, Social
Media, Topic Analysis;
1. INTRODUCTION
By March 11th 2020, World Health Organization
(WHO) declared the new 2019-CoV (hence-forth named as
“COVID19” or “Coronavirus") as a pandemic virus [1]
which has started a series of restrictions worldwide. As
November 6th 2020, the death toll due to Coronavirus
reached more than 1 million individuals and there were
more than 48 million confirmed infection cases [2].
Chinese government, for instance, took measures
regarding suspension of public transportation and pioneered
mandatory quarantine for a large amount of the population
[3].
Since internet and social media became ever more
present, the availability and retrieving of information from
individuals has also grown, specially, on social media
platforms such as Twitter, Facebook, and others [4]. These
platforms are used by people to freely create and share
contents, on the subjects they are interested in, personal
moods, opinions, activities and diversified social
phenomena [5,6]. In an incident such as a declared global
pandemic, social media platforms become crowded with
content associated with COVID19 delivered by the public
[7].

Such amount of opinions and thoughts, posted and
shared by the users of these platforms, may provide a
valuable source of information to policymakers, healthcare
professionals, and the public itself, to identify some society
emerging concerns’ and perspectives, regarding COVID19
pandemic [8]. Twitter, in particular, due to its wide range of
users (more than 300 million active users) and sharp activity
(500 million tweets sent everyday) [9], it’s more prone to
text mining and text analysis tasks regarding these public
health issues and opinions [10].
Hence, to find useful and objective information on
Twitter and other social media outlets, is one of the most
popular research areas nowadays [11]. The set of techniques
used to extract interpretable and actionable information
from textual data rely on Natural Language Processing
(NLP) field. One of the most used techniques on NLP field
is Sentiment Analysis [11].
Due to the very nature of microblog environment, as
Twitter is, extracting these sentiments may pose serious
obstacles [12]. Valence Aware Dictionary and sEntiment
Reasoner (VADER) (an unigram scorer) has shown good
results when compared to other Sentiment Analysis
algorithms [12], but its application is not straightforward
and is highly dependent, for instance, on the very nature and
context of data to be analyzed [13].
Along with Sentiment Analysis comes Topic Modeling
as a useful complement regarding NLP tasks. Topic
Modeling is an unsupervised Machine Learning technique
that may come before the Sentiment Analysis task in a way
that it will gather tweets around abstracts topics or themes,
for posterior Sentiment Analysis of the tweets inside each
topic [7,8]. Such a popular algorithm for topic modeling is
the Latent Dirichlet Allocation (LDA), which basic
assumption is that documents are represented as random
mixtures over latent topics, where each topic is
characterized by a distribution over words [14].
The present work focus on tweets’ content regarding
COVID19. Two main tasks are performed: the first task is to
classify each tweet regarding its sentiment class (positive or
negative). The second regards topic modelling that underlies
most of the tweets. The purpose is to compare the findings
with other studies, namely [22], in order to perceive some
change or evolution in the opinions and feelings of United
States Twitter users regarding COVID19. The results of this
work may be used as a proxy tool for governments and
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public health agencies to ascertain what direction their
communication and public health measures may take, in
order to keep the public engaged with those measures, as
suggested in [10].
his work is structured as the following: Section 2
presents some related work, regarding social media posts
and render the techniques that will be used on this work to
extract information. Section 3 is meant to present some
features about the data that will be used in the analysis.
Finally, on section 4, conclusions are presented, also leaving
room for some ideas on future work.
2. RELATED WORK
Sentiment Analysis is approached in the literature in two
broad ways: rule-based learning and Machine Learning
based. The rule-based approaches use freely available
lexicons to evaluate the words in a document. These
lexicons categorize words according with diverse
characteristics, either they are positive/negative, semantic
relationships and other metrics. Some of these lexicons are:
General Inquirer (GI), WordNet, SentiWord-Net, SenticNet,
Vader [15]. Machine Learning tasks are performed by
algorithms such as Naïve Bayes (NB), Support Vector
Machine (SVM) and others [15]. These algorithms require
large, labeled datasets in order to perform Sentiment
Analysis [15].
Regarding Sentiment Analysis of social media content
provided by general public, [10] analyzed over 2 million
tweets during H1N1 world pandemic to find some
prevalence of humorous and concern sentiments. On another side, [16] found some evidence of blame feelings
towards national political figures and foreigners, analyzing
posts on Twitter and Facebook during Ebola pandemic.
In their literature review, [17] noticed a wide range of
health topics displayed on various social media platforms
(Facebook, Twitter, Youtube). Another literature review, in
2015, by [6], also concluded that social media platforms
might be a very helpful hand for government and public
health agencies on controlling health issues outbreaks and to
managed them in a better way. These conclusions are
aligned with [17].
Concerning the current Coronavirus pandemic, there are
already some studies aiming to explore the sentiments
behind tweets from many users on the internet. As such, [8]
already presented a study regarding the top concerns of
Twitter users. The data was collected from February 2, 2020
until March 15, 2020. By using LDA, the authors grouped
the tweets in 12 topics, where 10 of them had a positive
mean sentiment and 2 of them had a negative mean
sentiment. These negative sentiments were mostly related
with deaths due to COVID19 and increased racism. One
may conjecture that this latter negative sentiment is coherent
with the blame sentiment findings in [16]. On the other
hand, this study collides with the findings in [17], which
found fear sentiments since the start of their analysis

(January 23, 2020 until March 7 2020). This difference may
be explained by different strategies on collecting, cleaning
and analyzing data.
Another study, [5] took Twitter posts (also from
February to March 2020) and found that in the early phases
of COVID19 arise, there was a high stake of humor, politics
and health risks, which were turned into sentiments of fear
and seriousness as the news and deaths toll due to COVID19
started to in-crease. After several measures for mitigate the
health impact of COVID19, [18] concluded that most of the
analyzed tweets in United States had neutral (14.92%) or
positive feelings (48.27%) regarding the reopening of the
economy, highlighting trust and anticipation feelings as a
support for this positive opening perspective.
Analyzing the presented related work, one may see an
increasingly interest on subjects regarding the analysis of
posted feelings, opinions and perspectives on social media,
on one side, and on the other, some investigation directions
supported on public health measures and ‘‘infoveillance’’
derived from those posted opinions, feelings and
perspectives by the public. As such, COVID19 related
tweets’ Sentiment Analysis may provide insight and useful
information for health agencies and governments. It must be
noticed however, that social media users are just a fraction
of the population so caution is advised when extrapolating
results from such environment for a bigger and
heterogeneous group of people [5], [8].
3. PROBLEM DESCRIPTION
Taking into account all the related work presented so far,
this article focuses on Sentiment Analysis from tweets in the
United States from July 24th to August 30th 2020. To do so,
COVID19 tweets were collected from Kaggle Database
[19]. This dataset is composed by 179,108 tweets, from all
over the world.
All the preprocessing and deployment of models will be
performed using Python 3 coding language.
3.1. Data Description
Some first descriptions on raw data may be assessed in the
dataset supporting this study. The description of variables is
posed in Table 1.
Originally, the dataset was composed by 13 Attributes. It
was decided to drop 3 attributes (user_favourites,
user_description and source) since they were not aligned
with project objectives. During the deployment of this study,
some other these features were dropped since they do not
add any value to the tasks defined in the beginning of this
section.
Attribute
user_name
user_location

Description
The user who
posts a tweet
Very
variable

Type
object
object
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user_created

user_followers

user_friends

user_verified

date
text

hashtags

is_retweet

attribute. It may
consist on real
and
complete
data, as it could
be fake data.
Can be Null
Date time that the
user account was
created
on
Twitter
Number
of
followers
each
account has
Number
of
accounts
followed
by
the user
When
true,
indicates that the
user
has
a
verified account
Date time when a
tweet is posted
Content of a
tweet.
May
contain symbols
and emojis
Branded
keywords
to
favor
their
exhibition when
searched. Can be
Null.
It indicates if that
tweet forwarded

As it can be analyzed from Table 2, most of the attributes
are complete, which is regarded as good integrity proxy for
the whole dataset.
3.2. Preprocessing of Data
datetime 64

int64

int64

bool

datetime64
object

object

bool

Dataset's author made the collection of tweets running a
query for the hashtag (#covid19) for a certain time period
[19], to collect a larger number of tweets samples. As such
no other queries regarding the hashtags of every tweet was
made.
Since the goal of the paper is to perform the analysis on
United States tweets, some cleaning processes had to be
done in order to clean the dataset from other locations. It
was decided, given the high disparity of possible inputs in
user_location parameter, that only those which possessed a
state abbreviature sign (AL, NY, DC, etc.) where considered
legit to proceed in the analysis. Further in the analysis, also
the tweets having on their user location "United States",
"USA" and "U.S.A." were also included. This operation led
to duplicated tweets which were cleaned, keeping only one
instance.
These operations dropped all tweets which had NA
user_location value and elsewhere in the United States. It is
important to be noticed that user\_location values with just,
for instance, "New York City", were also dropped since they
didn't match the abbreviature state or country search criteria.
No operation regarding Retweets or copied tweets was
done since it was considered that retweets and copies may
symbolize the exact opinion of another user. No screening
on institutional or individual users was made. After this
selection, the dataset kept 32,173 tweets.
All the remaining research was done on this set of
tweets. After selecting the proper tweets, other
preprocessing tasks were made both for VADER analysis
and LDA analysis.

Table 1 - Attribute Description

When it comes to the existence of NA values, since the tasks
are highly dependent on the integrity of tweets (”text”) and
date of the tweet(“date”), it is important to assure that there
is little prevalence of NA values in these attributes. This
analysis is performed in Table 2.
Attribute
user_name
user_location
user_created
user_followers
user_friends
user_verified
date
text
hashtags
is_retweet

Non-Null Count
179108 non-null
142337 non-null
179108 non-null
179108 non-null
179108 non-null
179108 non-null
179108 non-null
179108 non-null
127774 non-null
179108 non-null

Table 2 - Non-Null values in Attributes

4. METHODS
4.1. VADER Sentiment Analysis
Following the selection of tweets sample, Extra spaces,
URL, HTML characters, mentions (starting with @) and
hashtags were removed from tweet texts. Stopwords were
also removed, but, since VADER can handle negative
contractions (wasn't, aren't, etc.) and degree modifers (very,
hardly), a list of these negative contractions and degree
modifeirs was kept in the tweet texts. This list was taken
from VADER source code. Emojis, punctuation and
capitalized words were also kept in the analysis since
VADER scores these symbols and words [20].
No tokenization was performed since VADER also
works best when analysis is done at the sentence level.
Stemming and lemmatization were also not performed since
VADER is able to classify different constructions of words.
After performing all operations for noise reduction in tweet
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texts, the Vader Score was built in order to understand if the
analyzed tweets had more positive, negative or neutral
sentiments. This analysis is made with the sentiment scores
labeled as positive, neutral or negative.
These scores are ratios for proportions of text that fall in
each category. The compound score is computed by
summing the valence scores of each word in the lexicon,
adjusted according to the package rules, and then
normalized to be between -1 (most extreme negative) and
+1 (most extreme positive). As such, a tweet is considered
positive if its compound score is equal or superior to 0.05,
neutral if it's between -0.05 and 0.05, and negative if it is
equal or inferior to -0,05.
4.1. LDA Topic Modeling
In order to perform a stable LDA task some additional
cleaning activities were needed, differently from those for
Sentiment Analysis. Tweets were tokenized and
lemmatized. In order to keep the context of each word in the
tweet text, lemmatization was performed with Part of
Speech (POS) tags. As such, each tweet was tokenized and
the POS tag for each token was determined using NLTK.
Then, a correspondence between NLTK tags and WordNet
tags was made in order to make the lemmatization context
dependent. This was done to find the corresponding tag in
WordNet, so the token lemmatization was done based on
that same tag. Finally, all words were lemmatized according
to Wordnet.
After these noise reduction operations, a bag-of-word is
created, using sklearn built-in functions. Among the
parameters, the most important ones is the min_df, which
defines the minimum frequency threshold for a word to be
added to the bag-of-word and the sparsity matrix, the
max_features which defines the number of most frequent
unique words to build the bag-of-word vocabulary.
In order to make results concise for analysis, stopwords
were removed, along with punctuation, emojis and numbers.
Capital letters were normalized to lower case letters. LDA
tasks require the user to feed the model with the number of
topics that documents must be framed in, which would
require iterative tasks in order to find the best topic setup. In
this research it was used a sklearn function (GridSearchCV)
in order to find the best LDA model given a series of
parameters under which that model is tested. The
GridSearchCV returns the best model parameters, which
lead to the best score of the tested model. In case of the
LDA used package, the score is given by the log-likelihood
score.
After tunning the best model, the LDA model with the
best parameters is applied to the sparsity matrix of words
from the tweet’s texts. The result is the distribution of each
topic in each document (tweet texts). Finally, the weight of
each word in each topic is assessed. A selected set of the
most weighted words in each topic is then selected, in order

to find a common word which encloses the lexical field of
all the words in that set in a common subject.
5. RESULTS
5.1. VADER Sentiment Analysis
A total of 32.173 tweets were preprocessed and analyzed in
order to achieve results on Sentiment Analysis. These tweets
span from July 24th 2020 until August 30th 2020.
On the total of analyzed tweets, 12.319 tweets were
regarded with positive sentiment (38.3%), 10.445 tweets
with neutral score (32.5%) and 9.409 tweets with negative
sentiment (29.2%) (Figure 1). Overall, positive tweets
outweighed negative tweets in a 1.31 ratio.

Figure 1 - Polarity Scores for Tweets

The most prevalent words in positive labeled tweets are
some as "help", "today", "pandemic", "thank", "people",
"great", "mask" or "vaccine", as can be seen in Figure 2. The
most prevalent words when it comes to negative sentiments
are depicted in Figure 3

Figure 2 - Positive words Word cloud
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deployed to find a common subject that would encompass
all the set of words. An iterative process was made to gather
words that retrieve meaningful understanding on each topic.
This iterative process was based on drop-out of meaningless
non-contextual words and words that had high prevalence
among all topics. This word drop-out meant to clear
distinctions between topics. The final set is depicted in
Table 5.

Figure 3 - Negative words Word Cloud

5.2. LDA Topic Modelling
The GridSearch method for LDA best model was
performed feeding the model with a set of parameters. The
best model is chosen by its Log Likelihood value. The Log
Likelihood utility comes from comparison with other
models. The model with the highest (non-absolute) value is
the model that fits the data the closest. Given the parameters
on which the model should act, a total of 15 models were
examined. The 15 models come from the number of topics
tested: [3,5,7,9,12] and the learning decay rate [0.5,0.7,0.9].
For the three best models retrieved by the LDA
parameters' grid search algorithm, their log-likelihood
values are depicted in Table 3.
Ranking of the Model
Model 1
Model 2
Model 3

Log-Likelihood
-219984.61
-220705.92
-220676.68

Topic0
test
school
need
vaccine
back
work
home
come
people
family

Topic1
pandemic
mask
people
health
wear
spread
help
life
well
right

Topic2
case
death
trump
state
people
today
report
update
think
county

Table 5 - 10 key words from each topic

Regarding the top 10 words in each Topic, it was decided
that the Topic0 should be labeled as "Community Affairs",
Topic1 as "Health Measures", Topic2 as "Covid Updates
and Reports".
Finally, in order to perceive the relation between each
topic and the sentiment analysis performed in the previous
section, Figure 4 shows that most of the positive Topic
refers to "Health Measures" and the one with the most
negative feelings regards the "Community Affairs".

Table 3 - Log Likelihoods for the best 3 models

Given the results above, the number of topics selected
was three (Topics=3). This comes from the parameters
retrieved from the best fitted model (Model 1). After
deciding how many topics would the data be divided into,
an analysis tweet by tweet was made. This analysis retrieved
the dominant topic in each tweet text and the prevalence of
each one. An example of this scoring can be seen below in
Table 4. The dominant topic for each document is then
given by the topic with the highest score.
Tweet Text
Doc0
…
Doc32172

Topic0
0.268
…
0.056

Topic1
0.666
…
0.389

Topic2
0. 067
…
0.555

Figure 4 - Overall Topic Polarity Scores

Table 4 - Topic prevalence in each tweet

6. DISCUSSION

After assigning each document a dominant topic, it was
necessary to find each topic keywords. This is defined by a
set of words (it was defined to gather the 10 most prevalent
words) that constitutes a pseudo-count representing the
number of times a word is assigned to a given topic. Since,
from this set of 10 words, an ad-hoc procedure was

he overall non-negative polarity scores counts for 70.8% of
all posted tweets in United States between July 24th and
August 30th, 2020. These dates come few months after the
White House Guideline for "Opening Up America Again"
[21] with indications for U.S. economic agents to start
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lifting restrictions on people's daily life. In this study, it was
found a high prevalence of neutral sentiments across tweets.
That maybe is due to VADER underlying structure:
VADER classifies every word it does not recognize as
neutral and on top of that, VADER has 7500 sentiment
features (whereas other sentiment lexicon such as
SentiWordNet contains around 29,000 English words with
defined positivity, negativity and objectivity, ranging from 0
to 1). Since there were no grammatical or misspelling
corrections, it is likely that many words were not able to be
scored.
These overall results are lower, when compared with [4],
(77.8% average non-negative polarity), although this study
does not reveal the time span the data was collected and
there is no information regarding the origin of COVID19
tweets. The analysis is not performed with the presented
methodology and algorithms in this study.
On the other hand, when these results are compared with
[18], one can see that were obtained more positive and
neutral results (84,3% of all analyzed tweets) in a larger
tweets dataset, but with a shorter span time (April 30th to
May 8th, 2020). This positive and neutral differences
between [18] and this study may come from the fact that
there might be some hype regarding the news of the U.S.A
reopening, and tweets on [18] were gathered near those
news.
The study from [22] is the one founded in the literature
that makes a Sentiment Analysis regarding only U.S.A.
tweets, with a time span of about one month (March 20th to
April 19th, 2020). Interestingly, their non-negative feeling
(also using VADER analysis) is quite similar to this study,
counting with 68.9\% non-negative sentiments. This may be
noteworthy since [22] results are "pre-reopening" the
economy statement. One could expect that lockdown
policies would attain a much negative overall feeling than
after the White House declaration. One could assume that
these differences might have come from some drop on
overall confirmed and death cases, but in the dates between
analyzed by [22], there was a sharp increase on daily cases,
while in this study time span tweets there was a sharp
decrease.
Also interesting are the negative and positive
worldmaps, where several words were presented in both
maps (trump, pandemic, people, masks,...). This shared
words may be a mirror of some conflicting positions among
Twitters, for whom the positive and negative feelings may
come from the same subjects, with regards of the political
side, life perspectives, beliefs, etc.. One could guess a
connection between these shared words and the Topic
"Community Affairs” since these shared words are some of
the most prevalent words among this topic. Although, it is
also important to note that there was no particular attention
directed to Institutional or Leadership Twitter users on
dataset preprocessing cleaning activities. As these official
communications tend to pose positive [23], inspiring

positions, that may have some impact on the overall positive
feeling.
Regarding the resultant Topics, these are aligned with
some studies mentioned before, since COVID19 raised
awareness on community and the pandemic control it's also
a matter of community responsibility. [22] founded 5 latent
topics regarding U.S.A. tweets from March to April. When
compared with this study, they found some worries in
"Business Economy" and "Psychological Stress" that were
not found in this study. That maybe is due to the fact that, in
the beginning of July [24], some news were already being
released regarding vaccine research and the reopening of
economy, that happened in May.
In short, polarity scores results are congruent with other
studies analyzed since there is a prevalence of non-negative
sentiments in COVID19 related tweets. Regarding the
discussed topics, one can wonder by the topical distribution,
that most positive sentiments (Health Measures Topic) may
come from hopeful sentiments regarding the joint efforts
(people, health, life) and the adoption of protective
measures, such as masks.
The topic regarding "Community Affairs" tends to show
prevalent positive feelings, which may be connected with
"Health Measures" topic, since some prevalent keywords
tend to be about family environment and the future (work,
school, vaccine).
The topic regarding "Covid Updates and Reports" is the one
where sentiments are more positively and negatively
balanced, with a intriguing prevalence of neutral feelings.
Tweets also tend to show slightly more negative than
positive feelings, which may seem odd, since topic
keywords are "death", "case", etc. One can guess that there
are not much more negative than positive feelings because,
for the analyzed time frame, the rate of new confirmed daily
cases in USA was decreasing. Another reason may be a
tricked score given by Vader on "positive case" sentence,
per example. This happens because the word "positive" as a
score of 2.6, which can trick the tweet sentiment towards
positive, while the expressed context is negative. On the
other side, the highly neutral result may come from some
inaccuracy in Vader when it comes to the classification of
words in tweets that portrait these sentiments, due to narrow
lexicon and misspelled words. In the Table 6, 3 neutrally
classified tweets from 'Covid Updates and Reports' are
presented and each word is also classified according to
VADER lexicon.
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Tweet Text
'was
check
man
covid
championsleague malema'
'new letter editor available early view
journal ultrasound medicine jum omar'
'despite fda crack consumer good
falsely claim cure coronavirus
company continue se'

Compound Score
0.0
0.0
0.4404

highly positive, in a situation where a positive test should
have been labeled with a less positive sentiment.
In terms of future work, successive comparison studies
could be made, in order to perceive shifts in users feelings
or latent topics regarding COVID19. For instance, depict
feelings before and after vaccine approval in USA, in order
to see if some changes occur. Incorporate techniques such as
TF-IDF for words representation is also a path to go.

Table 6 - Randomly Neutral Sentences selected

Among all the words in the above table, "good" is the only
word that gets a positive value (+1.9 value) and "no" is the
only that gets a negative value (-1.2). Since the first two
phrases have a round 0.0 value, that means that VADER is
not classifying them, given that VADER as no 0.0 value
score in any word of its lexicon.
7. CONCLUSION
This work presented the overall sentiment score and
related topics in tweets regarding COVID19 pandemic, in
the time span between July 24th and August 30th 2020, for
American users. The results show an overall positive feeling
in those tweets, which is congruent with other studies, made
in earlier time spans. The designated topics express positive
feelings, mainly regarding protective measures and the cure.
The topic that is related with Community Affairs is the one
where users are most antagonistic, which maybe reveals
some more deep and strong beliefs and opinions. Overall
positive words are somewhat related with gratitude like
"thank", "share" and health measures like "vaccine, masks,
testing, health". Overall negative words are related with
worries like "crisis", "death", "virus". It is remarkable,
however, that some words are shared in positive and
negative sides like "trump", "pandemic", "people", "school",
"testing". This might be related to some level of uncertainty
and doubts regarding current situation.
Regarding options made, there are some that present a
high impact in the results, others that don't. When analyzing
preprocessing on VADER, the results differences from
preprocessing are almost neglectable, since the overall order
of magnitude doesn't change. On the other hand, the inputs
that constitute the vector of tokens change the results
drastically when comes to LDA analysis. One might
question whether a larger tweets sample, during a longer
time span, could be robust enough to keep some
consistency, even if these input change. There was no
correction of misspelled words, which may dilute some
more deep and trustful results. The results may also be
affected by posts of institutional or official leaders, which
tend to express positive, morale-boosting tweets, hence,
with highly positive perspectives. Also, regarding VADER,
there are some contradictions regarding statements like
"Sections CumberlandCounty NC Courthouse close
employee tests positive COVID-19" that is branded as

8. REFERENCES
[1] World Health Organization. 2020a. WHO DirectorGeneral’s opening remarks at the media briefing on
COVID-19 - 11 March 2020. [online] Available at:
https://www.who.int/director-general/speeches/detail/whodirector-general-s-opening-remarks-at-the-media-briefingon-covid-19---11-march-2020, [Accessed 13 November
2020].
[2] World Health Organization. 2020b. Weekly Operational
Update on COVID-19. 26th ed. [online] Available at:
https://www.who.int/publications/m/item/weeklyoperational-update-on-covid-19---6-november-2020
,
[Accessed 13 November 2020].
[3] Linhao Zhong, Lin Mu, Jing Li, Jiaying Wang, Zhe Yin
and Darong Liu. 2020. Early Prediction of the 2019 Novel
Coronavirus Outbreak in the Mainland China Based on
Simple Mathematical Model. IEEE Access, 8:51761–51769.
[4] Manoj Sethi, Sarthak Pandey, Prashant Trar and Prateek
Soni. 2020. Sentiment Identification in COVID-19 Specific
Tweets. Proceedings of the International Conference on
Electronics and Sustainable Communication Systems,
ICESC 2020, 509-516.
[5] Jim Samuel, G. G.Md Nawaz Ali, Md Mokhlesur
Rahman, Ek Esawi and Yana Samuel. 2020a. COVID-19
public sentiment insights and machine learning for tweets
classification. Information (Switzerland), 11(6):1–22.
[6] Lauren E. Charles-Smith, Tera L. Reynolds, Mark A.
Cameron, Mike Conway, Eric H.Y. Lau, Jennifer M. Olsen,
Julie A. Pavlin, Mika Shigematsu, Laura C. Streichert, Katie
J. Suda and Courtney D. Corley. 2015. Using social media
for actionable disease surveillance and outbreak
management: A systematic literature review. PLoS ONE,
10(10):1–20.
[7] Ranganathan Chandrasekaran, Vikalp Mehta, Tejali
Valkunde and Evangelos Moustakas. 2020. Twitter talk on
COVID-19: A temporal examination of topics, trends and
sentiments (Preprint). Journal of Medical Internet Research,
22(10):e22624.

84

[8] Ala Abd-Alrazaq, Dari Alhuwail, Mowafa Househ,
Mounir Hai and Zubair Shah. 2020. Top concerns of
tweeters during the COVID-19 pandemic: A surveillance
study. Journal of Medical Internet Research, 22(4):1–9.
[9] Lauren Sinnenberg, Alison M. Buttenheim, Kevin
Padrez, Christina Mancheno, Lyle Ungar and Raina M.
Merchant. 2017. Twitter as a tool for health research: A
systematic review. American Journal of Public Health,
107(1):e1–e8.
[10] Cynthia Chew and Gunther Eysenbach. 2010.
Pandemics in the age of Twitter: Content analysis of tweets
during the 2009 H1N1 outbreak. PPLoS ONE, 5(11):1–13.
[11] Subasish Das and Anandi Dutta. 2020. Characterizing
public emotions and sentiments in COVID-19 environment:
A case study of India. Journal of Human Behavior in the
Social Environment, 1–14.
[12] C. J. Hutto and Eric Gilbert. 2014. VADER: A
parsimonious rule-based model for sentiment analysis of
social media text. Proceedings of the 8th International
Conference on Weblogs and Social Media, ICWSM 2014,
January:216–225.
[13] Filipe N. Ribeiro, Matheus Araújo, Pollyanna
Gonçalves, Marcos André Gonçalves and Fabrício
Benevenuto. 2016. SentiBench - a benchmark comparison
of state-of-the-practice sentiment analysis methods. EPJ
Data Science, 5(1):1–29.
[14] David M Blei, Andrew Y Ng, and Michael I Jordan.
2003. Latent Dirichlet Allocation. Journal of Machine
Learning Research, 3(2003):993–1022.

Reopening? New Normal Scenarios from COVID-19 US
Reopen Sentiment Analytics. IEEE Access, 8:142173142190.
[19] Gabriel Preda. 2020. COVID19 Tweets, Version 24
Retrieved
November
13
2020,
from
https://www.kaggle.com/purvasingh/covid19-tweets-edaand-sentiment-analysis. Accessed in 17-11-2020
[20] C. J. Hutto. 2017. vaderSentiment 3.3.2. edition.
https://pypi.org/project/vaderSentiment/#files. Accessed in:
13-11-2020.
[21] The White House, CDC . 2020. Guidelines: Opening up
America Again.
[22] Man Hung, Evelyn Lauren, Eric S Hon, Wendy C
Birmingham, Julie Xu, Sharon Su, Shirley D Hon,
Jungweon Park, Peter Dang and Martin S Lipsky. 2020.
Social Network Analysis of COVID-19 Sentiments:
Application of Artificial Intelligence. Journal of Medical
Internet Research, 22(8).
[23] Sohaib R. Rufai and Catey Bunce. 2020. World
leaders’ usage of Twitter in response to the COVID-19
pandemic: a content analysis. Journal of Public Health,
42(3):510–516.
[24] Business Today. 2020. Coronavirus Vaccine Update:
Oxford, Moderna frontrunners; Pfizer shows promise.
https://www.businesstoday.in/current/economypolitics/coronavirus-vaccine-update-latest-covid-19-newsoxford-biontech-pfizer-remdesivir/story/408684.html
Accessed: 2010-09-30.

[15] Atanu Dey, Mamata Jenamani and Jitesh J. Thakkar.
2018. Senti-N-Gram: An n-gram lexicon for sentiment
analysis. Expert Systems with Applications, 22(4):1–9.
[16] Melissa Roy, Nicolas Moreau, Cécile Rousseau,
Arnaud Mercier, Andrew Wilson and Laëtitia Atlani-Duault.
2020. Ebola and Localized Blame on Social Media:
Analysis of Twitter and Facebook Conversations During the
2014–2015 Ebola Epidemic. Culture, Medicine and
Psychiatry, 44(1):56–79.
[17] Jia Xue, Junxiang Chen, Chen Chen, Chengda Zheng,
Sijia Li and Tingshao Zhu. 2020. Public discourse and
sentiment during the COVID 19 pandemic: Using latent
dirichlet allocation for topic modeling on twitter. PLoS
ONE, 15(9):1–12.
[18] Jim Samuel, Md Mokhlesur Rahman, G. G.Md Nawaz
Ali, Yana Samuel, Alexander- Pelaez, Peter Han Joo Chong
and Michael Yakubov. 2020b. Feeling Positive about

85

BIAS DETECTION IN LEGAL COURT OPINIONS
Hugo S. Oliveira
University of Porto
ABSTRACT
Although court bias within the law is well known, it remains unclear race biases are entrenched within the language
of judicial opinions. During this article, we turn on recent
research computational methods to assess the presence of
race implicit bias in large-scale corpora. Utilizing a public
available dataset with court opinions from the United States
of America (EUA), we conduct an exploratory analysis and
estimate word embeddings from common words found in
legal opinions in combination with trained models to identify
the author of a particular individual opinion. In an exceedingly series of analyses exploratory and word embedding,
we discover strong evidence of some race language bias, as
African-American names are frequently related to unpleasant
or negative concepts, whereas European-American names
are related to pleasant or positive concepts, with some justices being identifiable by the classification models, with
partisan nomination showing clear evidence that the produced opinions among republicans nominated justices rely
on a well-defined set of topics, suggesting the existence of a
common language and topics produced by this subgroup of
justices. The results show some implications on the neutrality
of the language as for our understanding of the entrenchment
of race bias through the law.
Index Terms— Court Opinions, Bias Detection, Authorship identification, NLP
1. REFERENCES
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Abstract—Nowadays artificial intelligence is being applied by government agencies to improve citizen services
and reduce administrative burdens. Similarly, the Portuguese Economic and Food Safety Authority (ASAE),
started exploring ways to improve their services by implementing natural language processing to automatically
classify complaints. This paper focuses on comparing
neural network (NN) and support vector machine (SVM)
models to classify the complaints economic activity.
BERT obtained the best result from the NN models,
obtaining a similar result to the previous state-of-the-art,
however, applying SVMs with bi-grams and tri-grams
was possible to outperform previous results, achieving a
77% accuracy.
Index Terms—Automated complaint processing, Usergenerated text, Low-resourced Languages

I. Introduction
Artificial Intelligence (AI) nowadays is part of
our daily life and we constantly interact with
it. Private companies already use AI in plenty
of services such as recommendation, target advertisement, automatic speech recognition, image
classification, and many others. These companies take advantage of the data continuously
being generated to train AI models that then will
perform tasks that were previously reserved to
humans. This allows to reduce cost and increase
the impact of those services [1].
Government agencies observing the impact of
AI in the private sector started looking at it to
improve citizen services. In fact governments can
reduce administrative burdens by automatically
routing request, translate, answering questions,
filling forms, or perform other common tasks that
occur daily in their provided services resorting to
Natural Language Processing (NLP) techniques
[1], [2].
Currently, the Portuguese Economic and Food
Safety Authority (ASAE), which is responsible
for monitoring and enforcing regulatory legislation, receives annually thousands of citizens complaints. Those complaints are submitted through
email or via their website and are manually

processed by officers. These officers are responsible for extracting and aggregating the relevant
information into a more structured format such as
the jurisdiction, infractions made and economic
activity, which this work will mainly focus on.
Afterwards, the information is used to help review the complaint and decide whether it should
be investigated and if so, when. However, this
process is labour intensive, so ASAE also started
exploring ways of using NLP to automatically
sort, route and classify the received complaints
[3]. The present exploratory work aims to evaluate different state-of-the-art models applied to
ASAE complaints for economic activity classification.

II. Related Work
Nowadays, with the increase of documents in the
digital form and the need to organize, due in
part to customers becoming more demanding on
services and goods, resulting in more complaints
[4], the automated text categorization had an
increase in interest in the last decades [5], [6].
Text categorization consists in labelling a text
document into predefined categories [7], [8], and
have been applied in many research fields such
as information extraction, information retrieval,
question answering, sentiment analysis, text indexing, text mining, word sense disambiguation
[9], [10].
Generally, text classification techniques are
based on words [8], where traditional systems
generally represent the text documents using
bag-of-words (BOW) or term frequency-inverse
document frequency (TF-IDF) and then apply
Naive Bayes, Support Vector Machines (SVM)
or Maximum Entropy to classify them.
BOW is a simple but very efficient feature
extraction technique that counts the number of
occurrences of a word in a document, however,
it does not take into account the order that they
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occur. To circumvent it can be applied a bag-ofn-grams to get some kind of linear representation
[10]. An n-gram is a contiguous sequence of
n items from a given sample of text, yet, increases the problems’ dimensionality by a rising
number of possible combinations [9], that might
lead to inferior results [10]. Another technique
commonly used is TF-IDF which is a statistical
measure to evaluate how relevant a word is to a
document in a collection of documents.
Filgueiras et al. [3] used traditional machine
learning approaches to classify ASAE complaints
by testing different word representation and classifiers. However, for economic activity and competence prediction, the best results were obtained
using an SVM model and TF-IDF, achieving an
accuracy of 75.5% and 79.5%, respectively. For
classifying the infraction severity, the best result
was obtained using a Stochastic Gradient Descent
model that achieved an accuracy of 72.3%.
Nowadays, neural networks (NN) have become
popular in NLP, where have been successfully
applied to multiple tasks such as for word representations or text classification, achieving stateof-the-art results. Similarly, NNs have also revolutionized other fields such as in computer vision
and speech recognition [11].
Regarding word representation, the current
state-of-the-art is word-embeddings, where generally are used NNs [12]. These representations
detect hidden relationships between the inputs
[13], as the words are represented as a continued
vector which expects that similar words tend to
be closer and have multiple degrees of similarity
between them [14]. Word-embeddings are trained
in an unsupervised way and can be fine-tuned
during the new task training phase for better results [15], [16], [17], [18]. Word-embeddings are
frequently used with NNs models since enables
them to perform better on smaller datasets [17].
There are three main approaches using NNs for
text classification: word-based model [13], [17],
[19], character-based model [11], [8] and finetune a previously trained model for another task
[20], [21], [22].
Word-based models take as input a sequence
composed of words, which commonly are represented using BOW or word-embedding [19].
Word-based models achieve good results on small
datasets, which is advantageous since labelling
datasets is costly and labour intensive [19]. However, they are limited by their previously defined

vocabulary, which can be restrictive in richer
datasets.
The Character-based model takes as input a
sequence of raw characters and do not need any
special preprocessing technique since are applied
at the character-level [8], [19]. These models
perform well on datasets where the documents do
not follow a structured format, such as reviews
or complaints, since abbreviations and language
errors frequently occur. This happens due to
their ability to adapt and not be constrained to
a vocabulary [19]. Yet, character-based models
struggle with smaller datasets since they need to
learn, not only language rules but also how words
are formulated [19].
Fine-tuning a model consists of adapting and
retraining a model into a new task, leveraging
the previously learned knowledge. This technique
has been largely applied on computer vision with
great success in many tasks such as object detection, segmentation, and classification, and started
to be explored on NLP tasks by using previously
trained machine translation or language models
[20], [21], [22].

III. Complaint Dataset
The complaints received by ASAE were submitted via their website or via email. Once a
complaint is submitted an officer will process it
and fill a form containing several fields such as
names and addresses of the involved entities, economic activity, infraction severity, competence,
timestamps, etc. This information will be used to
route the complaint to the correct operation and
prioritize them. This paper focuses on classifying
economic activity.
A. Economic Activity
The economic activity consists on 11 categories
which the complaint can fall on, those are restoration, service provider, production and trade, retail, distance selling, industry, safety and environment, wholesalers, primary production, direct
selling and no activity identified. This key dimension is used to route the complaint into the correct
ASAE operation that commonly deals with that
specific activity.
B. Exploratory Analysis
The dataset consists of 146,818 samples with
an average length of 255 words, which ASAE
collected over the course of 10 years, starting
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TABLE I
E CONOMIC ACTIVITY DISTRIBUTION .
Class
Restoration
Service Providers
No Activity Identified
Production and Trade
Retail
Distance Selling
Industry
Safety and Environment
Wholesalers
Primary Production
Direct Selling
Total

Count
47,090
35,734
23,755
14,232
13,902
4,760
4,212
1,904
631
571
27
146,818

%
32.07
24.34
16.18
9.69
9.47
3.24
2.87
1.30
0.43
0.39
0.02
100.00

in 2008 and ending in 2018. During this period
it was received roughly 14 thousand complaints
per year, with a slight increase towards the last 5
years. The geographical distribution, as expected,
is higher on denser populated areas, and the
majority of the complaints, around 63%, were
received via the ASAE website.
Looking at table I, we can detect a highly
imbalanced class distribution, where the most
frequent class represents 32.1%, restoration, and
the least, direct selling, only represents 0.02%.
Another observable fact is that the three most
frequent classes represent 72.6% of the available
samples.
For the test set 23,957 samples were used, corresponding to 16.3% of the dataset, as Filgueiras
et al. [3]. However, the distribution is slightly
different compared to Table I, because these
samples were collected between 2008 and 2013
and have the corresponding distribution.

IV. Methodology
Three different approaches were analysed: NN
word-based models, fine-tune a pre-trained language model for text classification, and SVM
with TF-IDF.
As for NN word-based model were tested two
well-known architectures: FastText [23] and Convolution NN (CNN) [15]. We also experimented
a model with a similar architecture to CNN [15]
but using a Long Short-term Memory (LSTM)
layer [24].
Some of the experiments also used pretrained embeddings which were trained using
Word2Vector [14] with continuous bag-of-words,
which were obtained from Hartmann et al. [25]
work.

The language model approach used BERT
[26] architecture, which is the current state-ofthe-art in several text classification benchmarks
[22]. The pre-trained weights were obtained from
Devlin et al. [27] work.
As cost function was used cross-entropy with a
balancing technique that assigns a weight to each
class, consisting of the inverse class frequency.
A. Pre-processing
The dataset was pre-processed to remove HTML,
URLs and emails from the documents, using, and
then tokenized.
On experiments where the embeddings are
trained from scratch, it was also removed the
punctuation, accents, numbers and stop words,
then tokens were stemmed using NLTK’s SnowballStemmer1 for Portuguese.
The vocabulary was built using the training set,
where tokens were only added if the frequency
was higher then 100, otherwise would be labelled
as an unknown token. However, on models that
used pre-trained embeddings were used the original vocabulary.
B. FastText
FastText [23] consists of three layers, an embedding layer, an average pooling layer, that
normalizes the input length, and a fully connected
layer.
On the experiments, the embedding layer dimension was set to 100 and trained from scratch.
It was also tested the impact of using different
n-grams, which are accumulative. Due to the low
number of parameters, this model has a short
training time [23].
C. CNN
CNN [15] architecture consists on four layers,
an embedding layer, followed by n parallel convolution layers with 100 output channels, a 1D
max-pooling layer with a kernel size equal to the
length of each layer. The outputs of the pooling
layer were concatenated and it was applied a 50%
dropout [28], and passed to a fully-connected
layer.
The convolution layer has a kernel of i by
embedding dimension, where n is equal to the
number of different i applied. This away instead
of explicitly using n-grams as FastText, leverages
1

https://www.nltk.org/ modules/nltk/stem/snowball.html
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the convolution layer kernels to mimic this operation.
On the experiments, we used an embedding
dimension of 300 and vary the kernel size, from
3 to 5 or from 2 to 6.
D. LSTM
LSTM architecture has a similar architecture to
CNN, but instead of having convolution layers
has a bidirectional LSTM (bi-LSTM) with a
hidden size of 70.
bi-LSTM allows leveraging longer text dependencies, which might improve the models’
performance.

A. Hyper-Parameters
During training ADAM [32] is used with a learning rate of 0.001, β1 = 0.9 and β2 = 0.999,
and a batch size of 16. To stop training, an early
stop policy was applied which monitors if the
validation loss stopped improving for more than
5 consecutive epochs.
On fine-tuning BERT, due to the high number
of parameters, the batch size was reduced to 8,
was applied OCPA learning rate scheduler with
an initial learning rate of 4 × 10−6 that was
increased during an epoch till 1 × 10−4 , and then
reduced for 9 epochs.
For testing was chosen the models’ checkpoint
which obtained the lowest validation loss.

E. BERT
For BERT we followed a similar approach explained by Sun et al. [22], on how to fine-tune
BERT and on the architecture changes to be
made.
In BERT architecture the last layer is replaced
by a fully-connected that receives as inputs the
final hidden-state of the first token, CLS. As pretrained weights, is used BERT for multilingual
cased text trained by Devlin et al. [27].
A common issue in fine-tune models is catastrophic forgetting [29], to avoid this we apply
a one cycle policy anneals (OCPA) [30] to the
learning rate. This policy starts the training phase
with a small learning rate which is then risen
during a certain period and then lowered to a
smaller learning rate.
F. SVM
Filgueiras et al. [3] has achieved his best results
using an SVM with TF-IDF. So, we also use a
similar approach but using our pre-processing,
and analyse the n-grams impact.
SVM models use the implementation from
Chou et al. [31], with a squared hinge as cost
function and a multi-class strategy of one-vs-rest.

V. Experiments
We analyse different architectures and apply
some tweaks so we can observe the impacts
such as using pre-trained embeddings or training
from scratch, apply to balancing techniques to
the cost function, and the impact that vocabulary
has on the complaints classification regarding the
economic activity.

B. Results & Analysis
Experiments were evaluated using two metrics:
macro F1-score and accuracy. F1-score can be
considered as a weighted average of the precision
and recall, showing a models’ overall performance, on the other hand, accuracy gives more
closer users perspective on the models’ performance.
Table II contains the results using the preprocessing techniques described in subsection
IV-A. BERT obtained our best result in terms
of F1-score and accuracy, achieving 57.18% and
75.27%, respectively. This might result from the
higher number of parameters and the preservation
of previously learned knowledge.
Among the rest of the trained NN models,
FastText with 2 n-grams obtained the best F1score, achieving 50.95%, with the second-highest
accuracy 69.34%. FastText with 3 n-grams obtained a similar result. Considering FastText low
number of parameters is a remarkable result.
Comparing the same architecture with or without pre-trained embeddings, CNN models had
better results when using pre-trained embeddings,
however the same cannot be said for the LSTM
model.
Excluding BERT, when comparing SVMs with
NN models, SVM with 2 n-grams obtained better
results achieving 55.01% F1-score and 73.26%
accuracy.
Filgueiras et al. [3] obtained a 57.00% F1score and 75.54% accuracy using an SVM, similar to BERT results, but better than our SVM
models. This might be due to the vocabulary,
since tokens with a frequency lower than 100
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TABLE II
E CONOMIC ACTIVITY RESULTS . T HE NUMBER OF PARAMETERS EXCLUDES THE EMBEDDING LAYER .
Model
BERT
FastText
FastText
FastText
CNN (3-5)
CNN (3-5)
CNN (2-6)
CNN (2-6)
LSTM
LSTM
SVM
SVM
SVM
Filgueiras et al.

n-grams
1
1
2
3
1
1
1
1
1
1
1
2
3
1

Emb. Dim.
768
100
100
100
300
300
300
300
300
300
TF-IDF
TF-IDF
TF-IDF
TF-IDF

Pre-Trained
Multilingual Cased
Word2Vector
Word2Vector
Word2Vector
-

TABLE III
SVM

RESULTS FOR DIFFERENT N - GRAMS AND
VOCABULARY.

n-grams
1
2
3
1
2
3

Min. Freq.
100
100
100
1
1
1

F1
51.92%
55.01%
54.02%
55.56%
58.06%
59.20%

Acc.
70.99%
73.26%
73.06%
73.38%
76.64%
76.86%

were considered as unknown, to confirm this
affirmation we made some experiments.
Table III shows the results when the vocabulary
is built using all the tokens from the training
set or not. When considered all tokens our best
model achieved a 59.20% F1-score and 76.86%
accuracy using 3 n-grams, which represents an
increase of 7.62% and 4.91% comparing to our
previous result, and an increase of 3.86% F1score and 1.75% accuracy when comparing to
the results obtained by Filgueiras et al. [3]. This
demonstrates that in this specific text classification, excluding low-frequency tokens makes the
task harder, e.g. a token associated with a company name that operates on a specific economic
activity might be masked, removing context from
the document, making harder to classify.
A reason for BERT fall behind SVMs models
might be due to the vocabulary contain only
tokens that were previously learned on the language model task. As the complaints are from
user-generated content, miss-spellings occur frequently, and since we do not perform any spellchecking, some words might be considered as an
unknown token.
Table IV shows the impact of balancing or not

Num. Parameters
110M
121
121
121
273.3k
273.3k
605.5k
605.5k
209.6k
209.6k
118.4k
430k
518.8k
-

F1
57.18%
48.41%
50.95%
50.39%
44.73%
46.69%
45.06%
45.97%
50.17%
46.11%
51.92%
55.01%
54.02%
57.00%

Accuracy
75.27%
67.54%
69.34%
69.37%
61.77%
64.54%
61.24%
64.71%
69.31%
61.71%
70.99%
73.26%
73.06%
75.54%

TABLE IV
BERT RESULTS WHEN CROSS - ENTROPY IS BALANCED
OR NOT. LSTM-P AS THE SAME ARCHITECTURE AS
LSTM BUT USES A PRE - TRAINED EMBEDDING LAYER .
Model
BERT
BERT
LSTM
LSTM
LSTM-P
LSTM-P

Balanced
no
yes
no
yes
no
yes

F1
45.04%
57.18%
46.12%
50.17%
43.46%
46.11%

Accuracy
72.09%
75.27%
72.49%
69.31%
66.42%
61.71%

the cross-entropy. If applied the standard crossentropy, the model will give the same weight to
every sample, hence, more represented classes
will have more influence in training, resulting in
their better classification. Since accuracy does not
take into account class representation, accuracy
might increase. When balanced, the macro F1score increases since under-represented classes
have a higher weight, resulting in an even representation during training.

VI. Conclusion
This paper shows that despite NLP is moving
towards the usage of NN and deep learning,
SVM with TF-IDF can still be competitive in text
classification, especially when the data is scarce
and highly unbalance.
It was also shown the impact that the vocabulary has on word-based models, as well as the
effect on training models using weighted crossentropy when the dataset is unbalanced.
In the future, we will explore different cost
function more addressed for unbalanced datasets,
such as focal loss [33] or other similar approaches.
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Abstract—Blockchain is an emerging technology that enables
decentralized consensus without the need of trust in a central
authority. That consensus can be over information stored or
execution of code, using smart contracts. Since blockchain aims to
provide byzantine fault tolerance, enabling the network to work
properly in extreme scenarios without the need of trust and where
every node deserves the same trust, simulation is necessary to
guarantee the feasibility of that same byzantine fault tolerance
before the system is trusted to power real-world scenarios.
Agent-based simulation is often used to model entities’ behavior
for social simulation. We find this specific type of simulation
particularly attractive for blockchain applications since we want
to evaluate if a malicious entity, attempting to exploit the system
in its favor, is able to succeed. In order to achieve the desired goal,
we develop a Multi-Agent System in Repast, model ethical and
multiple types of unethical agents behavior, and try to understand
how much unethical behavior is necessary to successfully attack
the system. For the blockchain application being simulated, we
use a Blockchain-based approach for sharing health research
data, previously developed as an MSc thesis. With this work, we
were able to support the feasibility and benefits of the previously
developed Blockchain-based approach for sharing health research
data.
Index Terms—multi-agent system, agent-based simulation,
blockchain simulation
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ABSTRACT

The goal of bin picking is to remove, one-by-one, items that
are randomly piled inside a container. In order to provide
ground truth data for evaluating heuristic or machine learning
perception systems, this paper proposes using simulation to
create bin picking environments in which a procedural generation algorithm constructs entangled tubes that can have bifurcations and curvatures throughout their length. The simulator
outputs a point cloud with annotations, captured with a virtual
3D scanner, where each tube is colored with an unique color.
The artificial data is representative of a high quality 3D depth
camera, since the performance of a tube modeling algorithm
yielded similar values to those achieved with real sensor data
when given the 960 synthetic point clouds. Thus, simulation
is a promising means of evaluating systems for bin picking
tasks in an automated manner.
Index Terms— bin picking, industrial robots, pose estimation, robot vision, simulation
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METALEARNING APPROACH
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ABSTRACT
The trial-and-error process of a machine learning (ML) workflow (preprocessing task, algorithm selection and hyperparameters configurations) is resource intensive. To facilitate
the deployment of ML applications, it is critical to reduce the
efforts of such exploration. A meta-database of workflows
with previous time and accuracy results can be used to recommend the best workflows for a given dataset. Using the variant
of average ranking AR* that takes into account both time and
accuracy to provide the recommendations, a method to reduce the workflows from the meta-database is proposed. This
method has two stages: the first one, eliminates the workflows
that are not considered competitive comparing to the top performers and the second is to eliminate the redundant workflows among the competitive set. It is shown that the results
based on competitive workflows have the same performance
as the baseline, but the variant that eliminates the redundant
workflows doesn’t, although it is competitive in low budget
scenarios.
Index Terms— automated machine learning, average
ranking, loss-time curve, metalearning
1. INTRODUCTION
In recent years, Machine learning (ML) has emerged in many
areas, leveraging data-driven applications. Although its use
has been democratized - people with different backgrounds
can use ML without the need of explicitly programming algorithms - the design of a system implies mastering not only
the data domain, but the design process, including preprocessing or model configuration. With the increasing popularity of
ML, the number of algorithms available with different numbers of tuning parameters has also grown significantly. It is
known that there is no algortihm that fits all purposes and
performs the best in all datasets [1], and therefore the process of selecting the algorithm, configuring the hyperparameters and network architeture is a trial-and-error process, typically spending substantial resources and time across all reasonable algorithms. To reduce efforts of this exploration, the
automated machine learning (AutoML) has become a topic

of great interest. AutoML is the process of automating the
construction of the entire pipeline in the limited computational budget, avoiding the waste of resources by testing poorperforming workflows (a combination of preprocessing operations followed by the selection of algorithms with possible
hyperparameter configurations).
One possible way to save computational resources may
be to reduce the configuration space which is the focus of this
work. The idea is to use a simple algorithm selection method,
often used in comparative studies in literature - the average
ranking (AR) - to study the impact on the performance of the
automatic reduction of a portfolio of workflows. AR uses a
metalearning approach to predict the best performance algorithm when applied to a new dataset (the recommended algorithm) based on the performance of the workflows on past
experiments across several datasets. Although AR is an algorithm selection method, it can be applied to workflows by
unifying all the space configurations as algorithms: if a given
algorithm has 6 hyperparameters variants, it is treated as 6
different algorithms. The same idea can be applied to preprocessing tasks. When searching for a workflow, there is an interest in finding not only accurate workflows but also fast ones
due to budget constraints. For this reason, a multi-objective
measure, A3R, that combines accuracy and runtime is used
on AR.
To reduce the portfolio of workflows, the non-competitive
ones will be identified, which performed worst in different
datasets and therefore are not very likely to have the best performance in a new dataset. These non-competitive workflows
will be eliminated from the ranking. In addition, taking a step
further in the identification of non-competitive workflows, redundant workflows will be identified. A minimum cover set
of workflows that covers all the datasets will be determined
and workflows outside of the set will be considered redundant and thus also eliminated from the ranking. The goal of
this work is to establish whether the reduced portfolio would
opt for fast and good performing workflows in comparison
with the full portfolio.
This paper is organized as follows. In section 2 it is presented an overview of existing work. Section 3 describes the
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overview of the average ranking that takes both time and accuracy in consideration. Also the term loss-time curve is introduced as it will be used for the evaluation. Section 4 describes
the 2-step method proposed for reduction of workflows. Section 5 presents the experimental results comparing them with
the baseline. The final section presents conclusions and discusses future work.
2. RELATED WORK
This work addresses a particular case of Combined Algorithm
Selection and Hyperparameters optimization (CASH), which
joins other two well-known problem types - the algorithm
selection (AS) and the hyperparameters optimization (HPO).
Some CASH systems also handle the more complex workflow
(or pipeline) synthesis that include preprocessing tasks. Some
approaches towards this problem types rely on metalearning.
One common approach uses only performance results on different datasets in form of rankings. The aggregated global
rankings can be used as a model to identify the top performers [2, 3]. In addition to the performance results, a set of measures to characterize datasets can be used. These measures,
called metadata, usually include computed statistics, theoretical measures or other simple algorithms performance referred
as landmarks [4, 5, 6]. Other approaches rely on past tests
to exploit estimates of performance for algorithm selection,
a method known as active testing [7]; or rely on supervised
learning techniques, comparing the performance of individual base learners in a one-against-one manner [8].
The choice of workflow or algorithm can also be seen as a
hyperparameter associated with a given portfolio by merging
the hyperparameter space for all algorithms and treating the
selection of algorithm as a new hyperparameter. For this reason, HPO methods can be used to solve the CASH problem.
Among HPO methods, a known method is grid search, which
searches exhaustively through a predefined set of hyperparameters values [9]. It requires that the space of alternatives is
identified and discretized beforehand. Another method, random search, explores the space of configuration randomly to
overcome the large computational cost of grid search [10].
Bayesian optimization (BO) has been getting attention and it
consists in iteratively fitting a probabilistic model as each hyperparameter combination is tested. Sequential Model-based
Algorithm Configuration (SMAC), Tree-structure Parzen Estimator (TPE) and Spearmint are three well-established methods [11, 10, 12].
ML applications and tools include some of these methods. Auto-Weka takes BO-based solutions devoted to CASH
problem [13]. Auto-sklearn uses not only a SMAC optimizer
but also metalearning techniques such as dataset similarity
through metafeatures and automatic ensemble construction
[14]. Hyperopt-sklearn offers optimization algorithms for
search spaces that arise in algorithm configuration [15].
Multi-armed bandit (MBA) strategies look at the history

of observed rewards to identify the most promising arms for
optimizing expected total reward in the long run. This is favorable when facing limited time budgets and computational
resources. Rising Bandits is a MBA variant used for CASH
[16]. HAMLET is a framework for hyperparameter tuning
also based in MBA method [17].
Other methods, such as, genetic programming [18] and reinforcement learning were also used to solve CASH problem
[19].
3. OVERVIEW OF THE AVERAGE RANKING
METHOD
In this section, we present a brief description of the average
ranking method. This method can be regarded as a variant
of Borda’s method [3]. For each dataset in the data collection, the algortihms are sorted according to the performance
and assigned a rank. To the top performer algorithm the rank
value is 1, to the worst is assigned the rank k, where k is the
number of the datasets of the collection. Let Ra,d be the rank
of the algorithm a (in a portfolio of n algorithms) when applied to the dataset d, the average rank is calculated as follows:
Pn

d=1

Ra,d

(1)
k
The final ranking is obtained by ordering the average
ranks and assigning ranks to the algorithms accordingly. Average ranking represents a useful method for deciding which
algorithm should be used. The average ranking would normally be followed on the new dataset: first, the algorithm
with rank 1 is evaluated and used to initialize the so-called
current best algorithm; then, the algorithm at rank 2 is evaluated and if its performance is better than the current best
algorithm, it is used as the new current best. This process
is repeated for all algorithms in the ranking, or until a given
termination condition is achieved. The average ranking can
thus be regarded to as the recommended ranking.
R̄a,d =

3.1. Average Ranking AR* in which runtime matters
The average ranking method sorts the algorithms according
to a performance measure, such as accuracy or AUC, but time
is not often taken in consideration. However, in some cases, a
best compromise between accuracy and runtime is preferable,
specially when there is a low budget. A measure that takes in
consideration both runtime and accuracy, A3R, can lead to
a better loss-time curve [2, 20]. This measure is defined as
follows:
d

Paji

A3Radiref ,aj =
(

di
Paref
d
Taji
di
Taref

(2)

)Q
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where Padji represents the performance (e.g. accuracy, AUC)
of algorithm aj on dataset di and Tadji the runtime of algorithm aj on dataset di . The term aref is a reference algorithm.
A simplified version, A3R’, assumes that both performance
i
i
Padref
and runtime Tadref
of the reference algorithm have a
fixed value (e.g. 1) [20]. The simplified version was used in
this work.
The parameter Q controls the relative importance of runtime and accuracy. Usually, Q would be a rather small number, such as 1/32, representing in effect, the 32th root. This
is motivated by the fact that runtimes vary much more than
accuracies. It is not uncommon that one particular algorithm
is many orders of magnitude faster or slower than another.
When choosing among several values of Q, it was shown that
Q=1/64 is the best value allowing to identify the good performing algorithms earlier than the other options [21]. In this
work it was used Q=1/64. Setting Q=0 is the same as ignore
runtime as measure, considering accuracy only.
3.2. Loss-time curves
To evaluate the impact on the average ranking, simple loss
curves showing how loss depends on the number of tests is
not satisfactory as some algorithm are many orders of magnitude faster or slower than others. For this reason, it is preferable to take into account actual runtime to evaluate an algorithm. This is referred as loss-time curve [20]. The loss is
calculated as the difference between the performance of the
algorithm identified using the proposed ranking and the best
performance among all algorithms. The quality of the ranking is typically established in a new test dataset. This is done
by using a leave-one-out cross validation across all datasets.
In each cycle of the evaluation it is calculated one loss-time
curve. It is thus useful to aggregate the individual loss into
a mean loss-time curve or median loss-time curve in order to
obtain an overall picture. The aggregated loss-time curve can
be characterized by a number representing the mean loss in a
given interval (MIL), corresponding to the portion of the area
under the loss-time curve, similar to AUCs. The difference
is unlike AUC that spans between 0 and 1, MIL will span
between a user-defined interval Tmin - Tmax . In Fig. 1 an
example of a loss-curve with the mean interval loss between
10 and 100 seconds can be observed.
4. THE METHOD TO REDUCE RANKINGS
The motivation behind the reduction of a given ranking is that
rankings may include non-competitive algorithms and algorithms with similar performance. There are some algorithms
that perform significantly worse than others in several datasets
and therefore it is unlikely to outperform the competitors in
a new dataset. These consistently poor performers can be removed from the ranking recommended for a given dataset.

Fig. 1. Example of loss-time curve showing the mean interval
loss (MIL) between 10 and 100 seconds.

The reduction of ranking involves risks as if the ranking is reduced too much it might miss the best option. Also, the ranking may include algorithms with comparable performance, either by having similar versions of algorithms in the portfolio
or because we could be looking to different parameters settings of the same algorithm. These variants can be removed.
Again, in this second assumption, there is a risk involved.
The method to identify and eliminate certain algorithms
from a given portfolio involves two steps. The first step
is to find the algorithms considered competitive (the noncompetitive will be discarded at this step); and the second
step is the search for a very small and high-performance set
of algorithms for each dataset by eliminating the redundant
ones.

4.1. Step 1: Identify competitive algorithms.
The identification of competitive algorithms is done for each
dataset at the time. Datasets are individually assigned an
empty list Cd = {}, being Cd the competitive list for dataset
d. After identifying the algorithm with the best performance
(abest ), all other algorithms (ai ) are tested against the best
one. The algorithm with the best performance is the first
one to be included in Cd = {abest }. All pairs including the
best algorithm and one other algorithm are tested one by one
(abest ,ai ) using a Wilcoxon signed-rank test (95% confidence
interval) to determine whether ai is comparable with abest .
The test can be applied to the cross-validation fold results
for each algorithm. If ai has a comparable performance with
abest , then it is included in Cd = {abest , ai }. At the end of
this step, a list of each dataset contains at least one algorithm
- and only one if the topmost performer has no competitors up to the number of algorithms of the portfolio. If a dataset
contains all algorithms in Cd this means that no reduction will
occur.
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4.2. Step 2. Identify the minimum cover set
Assuming that one algorithm is enough to cover one dataset,
it should be selected the algorithm that represents each one.
The selection criterion is the algorithm that covers the largest
number of datasets. The lists of competitive algorithms per
dataset obtained on step 1 can be used to build a frequency
table of algorithms, where the frequency is the number of
datasets covered. This frequency table is ranked from largest
to smallest value and the minimum cover set procedure is
initiated. The minimum cover set is the minimum number
of algorithms that covers all datasets at least once. Initially
the cover set is empty L = {}. Let’s use T = {} as auxiliary list to control the datasets covered. Starting with the
most frequent algorithm, all datasets in which this algorithm
was considered competitive in step 1 are marked. For example, if the frequency is 5 for algorithm a7 , and d1 , d4 , d5 , d7
and d9 are the datasets in which a7 were considered competitive, then L = {a7 } and T = {d1 , d4 , d5 , d7 , d9 }. Next,
the second most frequent algorithm is a2 with value 4 covering datasets d2 , d4 , d5 and d6 . At this point, L = {a2 , a7 }
and T = {d1 , d2 , d4 , d5 , d6 , d7 , d9 }. And the processing of
the frequency table continues until T contains all the datasets
available in the meta-database. This means that the minimum
cover set, L, has been found. By doing this, a hill-climbing
strategy is being followed. There is no interest in T as it was
auxiliary.
5. EXPERIMENTAL RESULTS
5.1. Experimental setup
The meta-database contains 368 workflows constructed from
running experiments on Weka software and its algorithms
implementation [22]. The workflows were evaluated using
37 datasets from OpenML, a collaborative science platform
for machine learning [23]. The workflows base started with
62 algorithms and their default configurations. In addition,
other 30 variants were considered with different hyperparameters configurations. To this 92 variants, corresponding
to a total of 92 workflows, 2 different options of input data
transformations were added, with one or both preprocessing
operations chosen, making a total of 368 workflows. The
two preprocessing operations selected were feature selection
(correlation-based feature selection) and feature standardisation. This experimental setup is similar to Cachada et al.
[24]. Correlation-based feature selection (CFS) is based on
the premise that a good feature subset is highly correlated
with one of the target classes (and not with the other)[25].
Feature Standardisation (FS) is a data rescaling around the
mean. Both options were also available in Weka software.
The relevant performance metrics used were accuracy and
runtime. The 10-fold cross-validation results for each workflow is also stored in the meta-database.
The 2-step method of reduction of rankings were tested

as 2 variants: one variant where only step 1 was applied (the
final ranking contains all competitive algorithms) and another
variant that uses both step 1 and step 2 (final ranking contains
most frequent competitive algorithms covering all datasets).
The 2 variants are compared against the baseline. The 3 comparative studies are summarized and labeled as follows:
• AR* Full: baseline, average ranking that uses full
ranking
• AR* Comp: reduced average ranking using step 1 only
• AR* Cover: reduced average ranking using both step
1 and step 2
5.2. Results of reducing the portfolio of workflows
The experiments were run on 37 datasets in a leave-one-out
test setup. In each iteration, the metadata from 36 datasets
were used to build the ranking and the individual loss-curve
of the left-out dataset used for evaluation. The loss-curves for
each dataset are aggregated into a single median loss-curve.
An alternative could be using the mean loss-curve, but median
is a more robust measure against outliers.
5.2.1. The profile of competitive workflows
Taking a look at the distribution of the competitive workflows
across the datasets, it can be seen in Fig. 2 that the number is
diverse. There are 14 datasets with only 1 competitive workflow which means that no other workflow on the portfolio has
a performance comparable with the topmost performer. The
highest number of competitive workflows in a single dataset
is 29 on the dataset 23. The average of competitive workflows
in the meta-database is 6.

Fig. 2. Number of competitive workflows across all 37
datasets after step 1 of reduction of rankings. The identification of competitive workflows for each dataset does not
depend on other datasets.
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5.2.2. The reduction of rankings
For each leave-one-out cycle, the final recommended workflow ranking for the dataset is calculated using the union of
all competitive workflows except the one left out. The total number of the union per dataset is shown in Fig. 3. The
largest number of workflows used was 130 in several datasets
and the smallest was 114 workflows obtained for dataset 23.
On average, it was used 128 workflows to build the ranking,
which represents a reduction of 65% of the initial set of 368
workflows.

Fig. 4. Number of workflows at the final reduced ranking for
each leave-one-out cycle after both step 1 and step 2.

Fig. 3. Number of workflows at the final reduced ranking for
each leave-one-out cycle after step 1. For dataset 1, the one
left out on that cycle, the recommended reduced ranking was
calculated using datasets 2 - 37.

the reduced portfolio is rich in workflow versions increasing
the changes of providing good recommendations. In Fig. 5
it can be observed the curve of AR* Cover, the variant that
uses only 5% of the workflows, is able to compete up to the
10 seconds mark, but it does not reach the zero loss accuracy
and therefore it is unlike that the minimum cover set contains
the experts for all datasets. In scenarios with large budget
constraints, the variant AR* Cover may have its applications.

In the variant using both step 1 and step 2, the later step
starts with an already reduced down to 35% set of workflows.
The number of workflows on each leave-one-out cycle after
applying the minimum cover set procedure (step 2) is displayed in Fig. 4. The number of workflows obtained in each
dataset ranges from 19 to 21. On average, it were used 20
workflows to build the ranking at end of step 2, which represents a reduction of 95% from the initial set of 368 workflows.
5.2.3. The loss-time curves
The results of different variants are presented in the form of
an aggregated median loss-time curve obtained from the 37
individual curves across all datasets. The baseline, the average ranking that uses the full ranking, and the two reduced
ranking variants using step 1 only and using both step 1 and
step 2 are shown in Fig. 5.
Each loss-time curve can be characterized by the mean
value in a given interval (MIL). The results for different intervals are shown in Table 1. It can be seen that the AR* Comp
variant yields the smallest MIL value but very close to the
baseline variant AR* Full in all intervals, being the loss-time
curves very similar as well. As AR* Comp reaches the zero
loss accuracy at approximately 60 seconds, this means that

Fig. 5. Aggregated median loss-time curves from 37 datasets.
The 3 lines represent each of the 3 comparative studies: full
ranking (blue solid line), reduced ranking with competitive
workflows (red dashed line) and reduced ranking with the
minimum cover set (green dotted line).

6. CONCLUSION
In this paper, a method was proposed to reduce the number
of ML workflows in a portfolio. The method exploits prior
workflows performance, which include accuracy and runtime,
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Table 1. Mean interval loss (MIL) for different intervals, in
seconds (s), using the aggregated median loss-time curve.
1-104 s 1-10 s 10-100 s 100-103 s
AR* Full
0.32
1.14
0.14
0.00
AR* Comp
0.31
1.12
0.12
0.00
AR* Cover
0.57
0.97
0.44
0.43

in a collection of datasets and therefore avoids wasting test
workflows that, at the outset, were non-competitive and redundant. The study was oriented towards AR*, a variant of
the Average Ranking, and the goal was to establish whether
the reduced portfolio would opt for fast and good performing workflows in comparison with the full portfolio. The reduction was done in two different strategies. The first one
eliminated non-competitive workflows - the portfolio was reduced down to 35% - and the loss-time curve was similar
to the full portfolio, which means it will likely recommend
the best algorithm within the same budget. In the second
strategy, both non-competitive and redundant workflows have
been discarded - the portfolio was reduced down to 5% and the loss-curve does not reach zero accuracy loss which
means that the best workflow is unlikely to be recommended,
but it was shown to be competitive with low budgets. The
second strategy may eliminate algorithms that appear similar
on a macro-level, but rather different on a micro-level. This
shortcoming can be avoided by adopting micro-level similarity, which is planned for the future.
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Abstract—Resources limitations are a problem that appears
in multiple real-world scenarios. Sometimes there is a need
for cooperation between the agents of an environment to avoid
catastrophic results for some of those agents. This work creates a constrained environment where agents have the goal to
survive and maximize reward and then compares cooperative
and individual learning to evaluate the differences in policies
obtained by both methods. Cooperative learning consists of
having centralized learning, where all agents contribute to a
simple knowledge pool. Individual learning consists of each agent
having its own knowledge. The main goal of this work is to
discover if cooperative learning can create a cooperative policy
between agents in a constrained environment.
The results of this work were not able to corroborate the
hypothesis but were able to prove that centralized learning leads
to faster learning while having an overall better policy when
using the Q-Learning algorithm.
Index Terms—Reinforcement Learning, Constrained Environment, Cooperative Learning

I. I NTRODUCTION
Constrained environments usually create competition between the agents that act on them. The limitations the environment places on the agents, whether resources, rewards,
or others, tend to make the actions of one agent often affect
others. Such makes agents competitive, since they are better off
with how worse off the other agents are. However, sometimes
we want agents to reach a compromise where they try to
minimize the damage the agents receive from the environment
limitations, this is, where they try to cooperate.
To do so, an implementation of cooperative learning where
the knowledge of the agents is shared was done in order to
discover whether or not such learning could create cooperation
between agents. The idea is that by sharing the knowledge, the
agents would have the same policy which would maximize the
reward of all agents. To evaluate its performance, cooperative
learning needs to be compared with individual learning using
the same reinforcement learning algorithm in a series of
metrics.
This paper starts by presenting the current state-of-the-art
approaches in cooperative learning in Section II, followed by
an explanation of the environment used in Section III. Then the
implementation of the reinforcement learning used is presented
in Section IV. The results and discussion are presented in

Section V and VI respectively, after which the conclusion and
future work are described in Section VII.
II. R ELATED W ORK
Cooperation between agents has been a field of study highly
researched through the years. Many works have been made
related to coordination between agents [1] either to keep a certain pattern of positions [2], avoid collisions [3][4] or actually
perform coordinated tactics towards a certain goal [5]. This
coordination, which is a form of cooperation, usually makes
use of communication networks [6], pivot agents [7] and other
mechanisms to facilitate the transference of information.
In simulation environments we can also see cooperation
related to agent’s learning, where agents try to maximize the
collective reward [8] [9], learn in cooperative environments
[10] [11]. Other forms of achieving cooperation also appear,
such as through emergence [12].
Similar approaches to the work done were also used [13]
[14], with centralized learning and decentralized execution.
The results of these works seem to point to better collaboration between agents. These works however do not present
constrained environments.
III. S IMULATION E NVIRONMENT
As said previously, a restrictive environment is needed to
create competitive agents to compare cooperative learning
with individual correctly. This section will describe how the
environment works and how does it restricts the agent’s
actions.
In this environment, the agent’s goals are to survive while
maximizing the reward obtained. The agents have an internal
state which is composed by their saturation and food reserved
which have the following characteristics:
• Saturation: A value that decreases over time and can be
incremented by consuming food. The agent dies if this
value reaches 0.
• Food reserved: The amount of food the agent has in
its inventory. It can be decreased by consuming food and
increased by harvesting crops. The agent cannot consume
food if this value is 0.
The environment is composed of two locations: the farm
and the workshop. Agents take time transitioning from one
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location to the other, and the tasks they can perform on each
are different. The farm consists of multiple crop slots on which
the agent can plant and harvest food. After planting, each crop
takes time to grow to be harvested by the agent that initially
planted it. A visual representation of the environment is shown
in Fig. 1.

the environment will ask the agent for another action, while
staying in the same state. This will lead to the agent have a
really bad evaluation of the action in that state.
Table III details the actions that contain constraints and its
restrictions.
TABLE III: Impossible actions
Action

Restriction

Plant crops
Harvest Crops
Eating

There must be free space in the farm
The agent must have grown crops in the farm
The agent must have food reserved

C. Constrained Environment

Fig. 1: Visual representation of the environment
The agent can perform multiple actions which affect the
environment and their internal state, which are described in
Table I.
TABLE I: Agent actions
Action

Effect

Eat
Plant
Harvest
Work

Increases Saturation, decreases food reserved
Creates a crop in a farm, which will later grow
Removes a grown crop from the farm, increases food reserved
Gives a positive reward

A. Time
Time is an important component of the simulation environment since it affects most of the actions performed by
the agents evolved, as well as the update of the environment
itself. Table II presents all the time-consuming events and the
value used for the experiments run. It is important to notice
that the values presented can be easily changed to make the
environment more constrained and vice-versa.
TABLE II: Time-consuming events
Event
Plant Growing
Agent Planting
Agent Harvesting
Agent Work
Switching locations
Eating

Time example (seconds)
12 seconds
1 second
2 seconds
4 seconds
2 seconds
0 seconds

B. Impossible Actions
Most actions that agents can perform have constraints
involved that do not allow agents to perform them. If the
agent tries to perform an impossible action it will receive a
negative reward and the environment will not change. Instead,

As said before, to create competition between agents, the
agents have to affect each other in a constrained environment.
This environment is constrained due to the lack of space on
the farm. This makes it so there is a maximum quantity of
food that the agents can produce per time, which, the closer it
is to the food consumption of the agents, the more restrictive
it is. The agents can affect each other by stealing space in
the farm from others, which, in order to maximize the reward
from the environment, are tempted to do. Since reward can be
obtained by working, the agents should have the behavior of
planting a lot of crops, so they can maximize the time spent
working. The Equation 1 presents the maximum amount of
food the system can produce per unit of time.
F oodP roduced = min(

N crops
N agents
,
)
T grow T harvest + T plant
(1)

On which FoodProduced represent the food produced per
unit of time, Ncrops the number of crop slots in the farm,
Tgrow the time a crop needs to grow, Nagents the number of
agents in the environment, Tharvest the time needed for the
agent to harvest a crop and Tplant the time need for the agent
to plant a crop.
The value of the function depends on what limits the output,
whether it is the size of the farm or the time to plant and
harvest. It is important to notice that if time is the constrain,
then the agents do not impact each other.
IV. L EARNING
This chapter will detail the algorithms considered, the ones
used, and the problems that appeared during the learning
phase. It will also detail the intricacies of the environment
and how they affect the learning of the agents.
A. Environment Preliminary Studies
To find appropriate reinforcement learning algorithms, there
was the need to understand the characteristics of the environment. Through research, it was found that this particular
environment was a partially observable one, and the policy
chosen could be considered a markovian decision process
where the probabilities of states transitions were not known
by us. The environment is partially observable because the
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agent does not know the actions of the other agents. Since
actions take time to perform, the environment can change
unpredictably via other agent’s actions in that time frame.
This means that the agent cannot know the next state after
performing an action.
In practice, the number of times such unpredictability will
affect the reward gained is, in theory, quite small (only
situations where the other agents affect the agent in question).
This means that even reinforcement algorithms that usually do
not work correctly in partially observable environments will
probably still work in this environment.
B. Algorithms Considered
Multiple reinforcement learning algorithms were considered
to make agents work in this environment. Each of them has
its pros and cons and reasons why they were considered.
Other algorithms based on deep learning, such as Deep QLearning and RNN were applied but did not had successful
results, either due to lack of sufficient examples, or problems
in implementation.
1) Q-Learning: This algorithm was used as a baseline
for the other ones. It usually under-performs on partially
observable environments but, as said previously, it should
affect the algorithm enough to make the agent’s learning
impossible. It has, however, some other problems which will
be described on the following sections.
2) Monte-Carlo Policy Evaluation: This algorithm consists
on letting the agents perform random actions and then learn
the reward for each action and state pair by calculating the
average, then search the best policy using the knowledge of
the reward function. It performs well in partially observable
markovian decision processes, however, it has two problems:
• The vast majority of the states are hard to reach via
random actions. Most of the times the agent will die
before reaching most of the states.
• It is a tabular algorithm, which means the need to create
a discrete state, and therefore possible loss of relevant
information.
C. Environment State and Rewards
1) Environment State: To make the agents learn about the
environment, there was the need to create a representation of
the state for the agents to act on it. Therefore, the following
parameters were considered to represent the state:
• Free farm space: Number of free slots in the farm.
• Crops growing:
Number of crops growing (which
belong to the agent in question).
• Crops to harvest:
Number of crops the agent can
harvest.
• Saturation: Agent saturation.
• Food reserved: Agent’s stored food.
• Position: The current position of the agent.
These parameters can represent the information needed for
the agent to decide the action to perform. It contains the
information needed to know if there probably is an impossible
action or not (since other agents can affect this) and the

relevant information for the decision (knowing the state of
each crop is not relevant information).
2) Tabular State: In order to use tabular state algorithms
such as the Q-Learning, there was a need to make the
environment parameters discrete to combine them. To reduce
the number of states, each parameter was separated into 2 or
3 values, which still returned a total of 486 possible states.
The boundaries of each parameter were defined by intuition
and then tested until good results were achieved.
3) Rewards: As said before, the goal of the agents in
the environment should be to survive while maximizing the
reward. That being said, the best approach to the reward
function would be the one described in table IV.
TABLE IV: Expected reward function
Event
Dying
Impossible action
Working

Reward
-100
-100
1

However, to make it easier for the agents to survive, some
rewards were added to the actions of eating, and harvesting,
so the agent can perform them more often. In the end, the
reward function used at the time of experiments was the one
described in Table V. This change in the reward function stems
from significant improvements in agent survivability.
TABLE V: Reward function
Event

Reward

Dying
Impossible action
Working
Eating
Plant
Harvest

-100
-100
5
[0,4] depending on the saturation
1
2

D. Q-Learning Algorithm
Although the Q-Learning algorithm was supposed to only
serve as a baseline, it was the only one that yielded results. It
consists of storing various values on a table composed of states
and action pairs, called Q-values. These values are dependent
on the rewards of following actions (which means that the
rewards obtained affect the previous action-state pairs) and in
the end create a policy that is executed when using a greedy
search algorithm (following the maximum q-value). Equation
2 describes how the Q-values are updated in each iteration:
N ewQ(s, a) = (1 − α)Q(s, a) + α[R(s, a) + γmaxa Q(s0 )]
(2)
where NewQ represents the new Q-value, s the state, a the
action, α the learning rate, γ the discount factor and s’ the
next state.
To decide the action to perform, the algorithm uses the greedy exploration to start the learning by exploring multiple
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states and then slowly starting to improve the best states in
order to improve the policy generated.
E. Individual and Cooperative Learning
As said before, the cooperative learning implemented consists on sharing the knowledge of the environment, while the
reward agents get from the environment only affect their actions and state. What this represents in reality is that the agents
share the Q-table when using the Q-Learning algorithm. The
cooperative learning was implemented in such way because
reward sharing would lead to problems during learning, since
they would receive rewards that have nothing to do with the
action executed.
That being said, the current approach to cooperative learning
has the following problems:
• All the agents do the same actions after learning, unless
they reach impossible actions, like running out of farm
space.
• There is no link between cause and consequence, which
means that agents do not know that they affect other
agents, which would be the basis of cooperation. Instead
cooperation might be achieved by the creation of a policy
equal to everyone that tries to maximize the average
reward gotten by all agents.
V. E XPERIMENTAL R ESULTS
Although the learning approach was not the intended one,
the results obtained seem to point for a better learning in the
case of Cooperative Learning. To evaluate how both learning
approaches affect the rewards and the agent’s behaviour,
multiple metrics were studied:
• Total Reward: The total reward obtained by the agents
during the learning phase.
• Reward over Time: The reward over time obtained by
the agents during learning phase.
• Lifespan: Agent’s lifespan during learning phase.
• Actions Standard Deviation: The Standard Deviation
between amount actions performed by the agents. This
metric evaluates how close are the policies between
agents.
A. Total Reward
Figure 2 depicts the total reward obtained by the agents
throughout many simulation instances. As we can see, in
the beginning both learning approaches started by obtaining
enormous quantities of negative rewards, which are due to impossible actions. After that, the graph presents a phase where
total reward is close to zero, which represents simulations
where the agents ended up dying quite early. In the case of
cooperative learning, there was a point where agents started
surviving until they reached the time cap for a simulation run.
This point coincided with the value of epsilon reaching zero,
which means all agents executed the same action and there
was no randomness in their actions. In the case of individual
learning, the phase where they died early lasted more time,
but they were all able to reach a policy were they learned to
survive until the time cap.

Fig. 2: Total reward obtained by the agents during the learning
phase

B. Reward over Time
Figure 3 depicts the reward over time through the course
of the learning phase. From the graph, it is easily visible that
both approaches learn at different rates. Cooperative learning
reaches a better average reward than individual learning faster
due to the combination of multiple learning instances. It is
important to notice as well that the  value reaches 0 faster
in the cooperative learning than in the individual learning,
which also contributes to the results obtained, since there is
less random actions faster. It is interesting to notice that the
cooperative learning does not change the amount of reward
obtained from the environment, which means it reached, at
the very least, a local maximum in the policy created.

Fig. 3: Reward over time obtained by the agents during the
learning phase

C. Actions Standard Deviation
Figure 4 represent the standard deviation of the use of a
certain action by all agents through the course of the learning
phase. It is possible to notice that through all the learning
phase all agents perform the actions different amount of times,
other than when the policy becomes the same for all agents
in the case of the cooperative learning or the eating action,
which seems to suffer a decrease in the end of the learning
phase.
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(a) Eating

(b) Harvest

(c) Working

(d) Plant

Fig. 4: Actions Standard Deviation

VI. D ISCUSSION
Albeit these results seem promising, they do not conclude
our initial hypothesis, which was that cooperative could create
cooperation between agents. Although the results show that the
policy created by cooperative learning guarantees the survival
of all agents, so does individual learning. The environment
used was not restrictive enough to the point where competition
between agents is possible, since the learning algorithm would
not converge in such situation.
Instead, the results obtained when comparing both approaches mainly guarantee a less chaotic and faster learning.
Whether or not cooperative learning always reaches a better
policy than individual learning is also hard to know, since
individual learning still presents a variation in terms of reward
obtained, even after reaching an  of zero various iterations
before.
Even if the individual learning presented competition, where
one agent would always die, for example, it would still be hard
to know whether or not the agents reached cooperation due to
the cooperative learning or due to simply having the same
policy. In fact, due to sharing the same policy, competition
might be impossible since none of the agents is ”better” than
the others. Instead, competition could only occur due to the
limitations of the environment, mainly on the size of the farm.
For example, if we have 4 agents that need to have 2.5 crops
planted at all times to survive and the farm contains only
10 slots, the agents might have the same policy but two of
the agents might die, or at least one (since agents would
plant 3 crops). However, if in such situation, the agents would
alternate spots on the farm, then we could consider they would
be cooperating to guarantee the survival of all agents.
VII. C ONCLUSION AND F UTURE W ORK
Albeit the results obtained were not able to back the hypothesis, such was mainly due to the poor algorithms used. The
environment, although simple, presents some challenges with

the variance of strictness it has in terms of the survival of the
agents. As future work, the implementation of reinforcement
learning algorithms other than Q-Learning is essential, since
Q-Learning cannot reach the optimal policy due to being a
tabular state and depending on reaching the various states via
random actions.
The results obtained were interesting but they are not
surprising, relevant, and most importantly new. It is quite
obvious that more experiences would increase the learning
velocity of the algorithm.
Lastly, it is still a mystery if cooperative learning can create
agents that do not harm each other. Possibly, the way it is
implemented might need some revising. It is also crucial that
individual learning presents competition between agents, to
prove the existence of cooperation.
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ABSTRACT
Safety is essential for deploying reinforcement learning (RL)
algorithms in real-world scenarios, and is critical during the
training process. As optimal policies are only provided in the
long-term, intermediate policies may be unsafe and cause serious harm. Currently, safe RL systems use human intervention during exploration to ensure the agent does not go into a
dangerous state. This paper studies the implementation of a
blocker meant to replace the human overseer. The proposed
approach is evaluated in a grid-world environment. Results
show that a higher negative reward results in fewer catastrophes, at the cost of more time needed for an agent to find the
optimal path to the goal. Future work is required to address
the application scope.
Index Terms— reinforcement learning, safe exploration
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ABSTRACT
The use of Geographic Information Systems (GIS) has
led to big traffic accident databases in recent years.
The analysis of the acquired data and the identification
of existing patterns of accidents in the short and long
term can decrease the accidents’ rate. Due to this
topic’s importance, in this research, a combination
of machine learning and mathematical algorithms
is suggested for forecasting road accidents. In the
proposed method, the input time-series data is divided
into time windows. An autoregressive model (AR) is
made for each window. After that, the auto-correlation
(ACF) and partial autocorrelation (PACF) coefficient
are calculated for each window. K-means used the
AR model coefficients, ACF and PACF values and
obtain four different clusters from the windows. For
each cluster, a data augmentation scheme generates
new data to increase the time series’ short length and
prepare for wavelet input. Wavelet transform is applied
to the augmented data and its output is used as input for
training neuro-fuzzy system. Finally, four neuro-fuzzy
systems (one system for each cluster) are obtained.
The proposed model’s accuracy was confirmed using
the mean absolute error (MAE) between the model
output and real data. The model was compared to some
state-of-the-art models, and the results showed that its
MAE is better at least 0.89 than the other methods.
Index Terms— Wavelet analysis, neuro-fuzzy,
road accidents, geographic information systems, Time
series.
1. INTRODUCTION
The growing trend of traffic accidents in most countries
is considered a serious public health problem. Road
accident injuries are leading to death, disability, or
economic and time loss worldwide. In some Asian
and African countries, the number of accidents are
proportional to the economic growth. The reasons
for this include the rapidly increased number of cars,
alcohol consumption, lack of culture, and inadequate
traffic safety laws [1].

Based on the consequences of car and road accidents, it
is desirable to control car accidents more than ever. In
Spain, for example, in 2008, the socioeconomic costs
of car accidents were about 0.04% of gross national
product [2]. In Iran, about 28,000 deaths was reported
in 2019 [3]. According to statistics released by the
Iranian Forensic Medicine Organization, the number
of road accidents in Iran is the highest in the world.
Accordingly, the deaths from traffic accidents in Iran
are among the most important priorities of the state’s
health system [4].
Despite the efforts made in the relationship between
location and traffic accidents in Iran by Ministry of
Health and Medical Education, Iranian Traffic Police
and the Ministry of Roads and Urban Development,
there are still many deaths and financial losses in
this area. Therefore, identifying the practical factors
in traffic accidents and analyzing the severity of the
injuries can result in a general policy to reduce traffic
accidents and losses caused by it.
Many studies have been done in Iran and rest of the
world on the factors affecting the deaths from traffic
accidents. These studies encompass several topics such
as human behavior, road safety and car safety. All of
these topics need to the revision and formulation of new
laws and regulations and their implementation. Any
measure in traffic safety is enforceable by establishing
or enforcing a new law [5]. Since 2007, the losses due
to traffic accidents on Iran’s roads have been declining
[6]. This decreasing trend is more noticeable when
the increase in 15% of vehicles is taken into account.
On the other hand, it should be taken in mind that
countries with moderate income are exposed to the
injuries. One factor that reduces the mortality rate
from traffic accidents is identifying and prioritizing
human risk factors, which can determine the general
guidelines for reducing traffic accidents and resulting
losses.
This research’s primary objective was to investigate
the traffic accidents and consequential losses by a
hybrid neuro-fuzzy method in line with what was
mentioned above. The data are related to Karaj-
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Qazvin freeway (study area). This study’s main novelty
is a hybrid model, including neuro-fuzzy, wavelet
transform, time series and mathematical concepts,
based on GIS data.
The rest of the article is as follows; first, section 2
presents a review of the related works. The theoretical
details and the data used in this study are given in
section 3. Details of the proposed model, results and
accuracy criteria and discussions about results are
presented in section 4, and finally, the conclusion is
given in the last section.
2. RELATED WORK
Pollak et al. [7] suggested Poisson probability density
function for modelling road accidents and
risk assessment in different locations of road. The
transport and spatial parameters were studied as an
effective discriminator in their research. In the study
by Yin and Shang [8], a road accident model based on
multivariate time series was suggested. The Authors
used machine learning methods such as the k-nearest
neighbours
and
non-parametric
regression.
Boroujerdiyan et al. [9] studied speed variations
in two rainy and sunny weather conditions related
to the number of accidents. The used model was
based on polynomial regression and validated through
mathematical criteria.
The road and climate data used in the research were for
the last eight months of 2013. Ainy et al. [10] analyzed
the injury and deaths cost related to road accidents
in 2013 using statistical methods and the willingness
to pay scheme. Vafaeinejad [11] used time series for
predicting future events based on the current situation
and time series. It was showed that the proposed
system was more efficient than similar methods. Zeng
et al. [12] used Bayesian spatial random to calculate
the pattern of accidents. Vafaeinejad [13] combined
time series and dynamic GIS data to model traffic
accidents. Bolouri et al. [14] used time series to
predict and simulate fire events and then evolutionary
algorithms (genetics and annealing) for optimal fire
station location. In this research, the time was the
modelling variable and the minimization of the time to
arrive at the accident site was the cost function variable
of evolutionary algorithms. Zheng et al. [15] suggested
the traffic accident’s severity prediction-convolutional
neural network (TASP-CNN) and predict the severity
of accidents.
Woyessa et al. [16] studied a hospital-based prospective
using Ethiopia road accident data from January 1
2019 to December 31 2019. They analyzed five
administrative zones in west Ethiopia. 327 people
injured in road accidents were considered in their
research. Gutierrez-Osorio and César [17] provide
an overview of the state-of-the-art in machine learning
and deep learning techniques for the prediction of
road accidents, such as convolutional neural networks

(CNN) and long short-term memory (LSTM) networks.
Furthermore, in this survey, some public road accident
datasets were listed. Kapitanov et al. [18] modelled
traffic accident rate in the Russian Federation’s
constituent entities. They used accident statistical data
in four years: from 2015 to 2018. The correlation and
regression analysis were used to identify the accident
rate’s main factors. This research only used statistical
operators.
Schlögl [19] proposed a methodology to extract reliable,
unbiased results in imbalanced accident data. He used
a data set including Austria’s whole highway network
in a fine spatial (250 m) and time (1 h) scale. He added
weather conditions to the model. In the Schlögl [19]
method, the bagging approach is used to overcome
data imbalanceness. Ramı́rez and Carlos [20] used
Colombia road accident data between 2014 and 2016.
They used spatial coordinate, climate, seasonal events
and road properties as effective parameters. Their
final model was a stochastic Log-Gaussian process that
worked on fixed and random conditions. Rajasekaran
et al. [21] analyzed social advocacy role in reducing
road traffic accidents.
They used India road accident data and showed Social
Advocacy is crucial in controlling, managing and
reducing road accident. Alves and Robson [22]
proposed an adaptive algorithm to forecast traffic flow
and accidents by individually monitoring highways in
a wide complex system, such as a country, mainland
or continent. They used local flow measurements data.
Diependaele et al. [23] modelled road accidents and
casualty numbers by road user types, age groups, type
of road, and the accidents’ consequences. Their model
was based on structural time-series models combined
with meteorological conditions.
Due to the variety of existing methods and the weakness
of purely mathematical methods in predicting nonlinear
patterns such as accidents, in this research, a
combination of mathematical, statistical and intelligent
methods is suggested to forecasting the number of road
accidents. In the suggested scheme, wavelet extracted
trend and temporal patterns are used. The model’s type
and rank were investigated using auto-correlation and
partial auto-correlation functions.
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3. MATERIAL AND METHODS
The proposed method is named Wavelet-enhanced
neuro-fuzzy scheme. The pseudo-code of the proposed
system is given by Algorithm.
3.1. Proposed method
a1. In signal processing, time series modelling and
statistics, a window function is a mathematical
function that is zero or near zero outside of the
chosen interval and typically symmetric around
the middle of the interval. In the proposed
method, a rectangular function has used.
Mathematically
when
data-sequence
is
”multiplied” by a rectangular function,
the product is also zero-valued outside
the interval. The main parameter on windowing
is the width of function that was chosen
dynamically based on night and day time.
a2. The autoregressive (AR) model, predicts the
future value of a variable as a linear function
of several its past values and an offset. The
mathematical form of the AR model is:
yt = of f set +

PM

(i=1) bi y(t−i)

(1)

where yt is the number of road accidents, M ,
bi and offset are model parameters. M as the
order of the model is an integer, and is equal to
the width of window function minus one here.
If there are some windows with equal data in
training process, only one of them is considered
to create AR model.
a3. Compute ACF and PACF in each window and
between windows. ACF is the correlation of
a signal with a delayed copy of itself as a
function of delay. ACF is the similarity between
observations as a function of the time lag between
them. The analysis of autocorrelation is a
mathematical tool for finding repeating patterns.
In time series analysis, PACF gives the partial
correlation of a time series with its own lagged
values and regresses the time series’ values at all
shorter lags. This function plays an important
role in identifying the extent of the lag in an AR
model.
a4. Using a2 and a3 values, a k-means clustering that
aims to partition all windows into K clusters is
made. In k-means, each window belongs to the
cluster with the nearest mean. In this method, the
cluster centre is representative of the cluster.
a5. The continuous wavelet transform (W) is defined
as an integral including f(x) and the mother
wavelet ψ(x) :

R∞
Wψ (s, τ ) = −∞ f (t) ψ(s,τ ) (t)dt
ψ(s,τ ) (t) = √1s ψ t−τ
s

(2)

where s is scaling factor and τ represents time
shift factor. Wavelet transform has essentially
two major differences with short-time Fourier
transform:
– The wavelet transform is not taken from the
window signal. Therefore, the individual
peaks corresponding to a sinusoid, or, in
other words, negative frequencies, are not
computed.
– The wavelet window width is changed
related to the change of frequency
components, which is the most important
advantage of the wavelet transform.
The expansion of wavelet series, such as the
Fourier series expansion, maps a continuous
variable’s function into a sequence of coefficients.
If the expansion function is discrete, the resulting
coefficients are called discrete wavelet transforms
(DWTs), which are most used in pattern
recognition, feature extraction, etc. The proposed
method uses DWT as a feature extraction scheme
before the neuro-fuzzy model.
a6. In this research, neuro-fuzzy as the integration of
neural networks (NN) and fuzzy logic systems
(FLS) is used for forecasting road accidents. The
main idea of neuro-fuzzy is mapping fuzzy logic
into an artificial neural network. In neuro-fuzzy,
the neuron structure is changed to a modified
general structure close to biologic neurons.
A biologic neuron consists of memory and
inference functions.
The fuzzy rules in neuro-fuzzy correspond to
the biologic neuron’s hidden layer, and the
fuzzy inference mechanism is implicated into
the inference function of the hidden layer. The
self-organization is aimed at the total rules in
hidden neurons.
The key concepts in neuro-fuzzy are the Match
Degree Criterion (MDC) λ∗ and Minimum
Believable Level (MBL) θ∗ . MDC judges the
matching level between the input and hidden
neurons, and MBL is the threshold belonging
to the hidden neurons. If the match between
the input and one hidden neuron is lower than
MDC, is not used for computing the output.
If the match between the input and all hidden
neurons are all less than MBL, the hidden
neurons should be recreated. The traditional
structure of neuro-fuzzy similar to the simple
neural network consists of three layers, i.e., the
input layer, hidden layer and output layer, Fig.1.
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Network Outputs

Θz = (v1 , v2 , . . . , vM(t) ) is the adjustable
information vector stored in the output neuron,
M (t) is the value of the hidden neuron at time t,
vj is the membership function centre of output
dataset Gk belong to jth role.
a7. In this phase, the accuracy and efficiency of the
model are evaluated.
3.2. Case study

Fig. 1: Structure of a 3Layer neuro-fuzzy network.
The input layer of neuro-fuzzy network is a
fuzzy generator. Its simplest form is a singleton,
but the other membership function types can
be used in more complicated systems. In the
hidden layer, each neuron is corresponding to
a fuzzy rule. Each hidden neuron consists of a
memory unit and fuzzy inference functions. For
example, If the fuzzy membership function is
the Gauss function, then the mean and standard
deviation vector of the Gauss function and MBL
values should be store in the memory unit. The
inference function is related to the inference
principle of the fuzzy system. The product
inference principle that shows the output of a
hidden neuron is:

Fig. 2: Qazvin-Karaj highway in Iran.

λj (X) = gj (X, Θj ) = Πn(i=1) uij (xi )

(3)

where uij (xi ) is the membership function of the
jth neuron. The output of the jth hidden neuron
is:
zj (x) 
= f (gj (X, Θj ) − θj ) = 
gj (X, Θj )
gj ≥ θj
0
gj < θj

4. RESULTS

The output layer of the network corresponds to
the defuzzification phase. The most commonly
used defuzzification method is the centre of area
method (COA), commonly referred to as the
centroid method. This method determines the
fuzzy set centre and returns the corresponding
crisp value. The centre of sums (COS) and the
mean of maximum method are two alternative
methods in defuzzification. In the discrete
form of the COA, the Output layer calculates
a weighted average of all hidden units:
M
(t)
P
j=1

νj Z 0 j ,

Zj0 =

Zj
M
(t)
P

Zj

k=1

(5)
where Z =
vector
of



We used Traffic accident data on this highway from
1393 to 1397 record data, which correspond to the
years from 2014 to 2018. This information is based on
the number of accidents per day taken from Iran Road
Maintenance and Transportation Organization.

(4)

where θ is MBL.

g(Z, ΘZ ) =

Tehran-Karaj Highway is one of the main highways in
IRAN. This highway aims to connect Tehran and its
western suburbs to Karaj. This highway experienced
its 51st anniversary on December 20, 2017. This road
continues to Qazvin and then splits into two branches,
one to Rasht and the other to Takestan and Zanjan,
Fig.2.

z1 , z2 , ..., zM (t) is the output
the
hidden
neuron,

According to the 1097 recorded data using ARCGIS
and MATLAB software and a dynamic window size,
220 variable size vectors were made in the windowing
step. The mode of window size was defined as the
value that appears most often in the total windowed
data: 7. Fig.3 shows the average number of accidents
per day. Based on the weekend in Iran (Thursday and
Friday), the number of accidents in these days is higher
than other days in the week.
Fig.4 and 5, show that the number of accidents has
been significantly decreased after about 70 weeks.
This indicates that a good management system has
been applied to roads after this time. Fortunately,
the AR model, only in the transient interval, has
high error and before and after this interval, predict
the number of accidents accurately. In the a2 step,
the AR model is made for windowed data. In this
step 70% of windowed data are used and remaining
data will be used in evaluation step. Because these
models are used in the clustering method, all models
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should be the same. We used some approximations and
simplifications at this step, and finally, all AR models
reordered to 3. In this order, the mean square error
belongs to all windowed data tend to minimum. Fig.6
shows the AR model and real values in some data
points.
After computing ACF and PACF inside each window
and between windows, each function’s three values
were kept, and the other values were discarded. The
K-means method uses three AR model values (a2 step)
and six values of ACF and PACF models (a3 step)
and finds cluster centres. We tested kmedoids and
hierarchical clustering in this step, but the centers and
result of these methods and k-means were approximately
similar, so we kept k-means in a4 step. Four different
clusters were created by k-means. The number of
clusters was chosen based on data limitation and trial
and error.

Fig. 5: Number of accidents on a monthly scale.

Average Accidents Per Day
7
6
5
4
3
2
1
0

Day

Fig. 3: Number of accidents (daily scale).
Fig. 6: AR predictions and real data.

Fig. 4: Number of accidents (weekly scale).
Wavelet transform is the next step. The low number
of samples in each window is the main problem in
this step. For solving this problem, using a spline
interpolation that defined piecewise by polynomials, a
data augmentation technique was performed. Also,
using this technique, the number of data in each
window was matched. Fig.7 shows the wavelet transform
of a window.

Fig. 7: Wavelet transform of a window after the data
augmentation step.
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Table 1: Details of the neuro-fuzzy system training
parameters.
Parameter
Epoch Number
Initial Step Size
Step Size Decrease Rate
Step Size Increase Rate

Value
10
0.01
0.90
1.10

For each group, a neuro-fuzzy system was trained
using two wavelet coefficients and AR model of time
series data as input and the number of road accidents
as output. Based on simulation results, approximation
coefficient as input is more effective than the AR model
and detailed coefficients, so the neuro-fuzzy system
was only trained using the approximation coefficients.
Finally, four different neuro-fuzzy systems were trained
(one for each cluster). Each cluster includes some timelocation properties and the trained model matched with
these properties, Table.1.

Fig. 8: One of Neuro-fuzzy systems output vs real data.
Fig.8 depicts the Neuro-fuzzy systems output and
real data. The error bar shows that the proposed
system’s maximum error is equal to 2 (two) which
is acceptable in real scenarios. For comparing the
proposed method with state-of-the-art methods, we
implemented some of later methods, applied them
to our case study and compared the results. Due to
differences between the used databases, the reported
results were not comparable. The mean absolute error
(MAE) of the tested state-of-the-art methods and of
the proposed method are given in Table.2. We tried
to match all conditions among the different methods
for a valid comparison. In each simulation, the train
and test sets were selected randomly, but kept similar
in all methods. In the meantime, all methods were
tested three times, and the best result was chosen for
comparison.
For the CNN-based approach, the lack of training
data may increase error, which is an advantage of our

Table 2: Error of different sate of art methods and of
proposed method on our case study.
Method
CNN
Balanced bagging approach
Adaptive computing
Proposed Method

Year
2019
2020
2021
–

MAE
3.40
2.62
2.80
1.73

method as it can be trained using a lower number of
samples. Some extra tunable parameters, such as the
number of clusters and clustering criteria, are other
advantages of the proposed method relatively to the
other tested state of art methods.
5. CONCLUSION
Due to the importance of road safety, in this work,
a hierarchical scheme was suggested to forecast the
number of road accidents at different time intervals.
The suggested method only use road geometrics and
history of last accidents to forecast. The method
overcomes zero accident windows problem using a
k-means clustering method. First, a windowing step
split the input data to some fixed-length vectors. The
divided data should be clustered related to different
conditions, i.e., time and road geometry. For clustering,
an AR model was made for each window. The PACF
and ACF of each window were calculated too. Kmeans used the AR model coefficients, ACF and PACF
values and made four clusters. For each cluster, a data
augmentation scheme generated new data to increase
the time series’ short length and prepare the wavelet
input. Wavelet transform was applied to extract details
from the augmented data and prepare it as the input of
a neuro-fuzzy system. Four neuro-fuzzy systems, one
for each cluster, were trained as the final step of the
proposed method. The results obtained by the proposed
method were compared with the ones obtained by some
of the state-of-the-art methods, and its efficiency and
accuracy were confirmed. The future works concerning
this study can be the following:
• Analyze the accuracies of Long short-term
memory (LSTM) and Gated recurrent units
(GRUs) networks in road accident forecasting
and compare them against the one of the proposed
method.
• Analyze risk factors in different clusters
independently, because risk factors may vary
based on time and location.
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Shamsul Hoque, John M. Preston, Katherine
L. Plant, and Neville A. Stanton. ”How do
fatalistic beliefs affect the attitudes and pedestrian
behaviours of road users in different countries?
A cross-cultural study.” Accident Analysis &
Prevention, Vol. 139, p. 105491, 2020.
[6] Kamboozia, Neda, Mahmoud Ameri, and Seyed
Mohsen Hosseinian. ”Statistical analysis and
accident prediction models leading to pedestrian
injuries and deaths on rural roads in Iran.”
International journal of injury control and safety
promotion, Vol. 27, No. 4, pp. 493-509, 2020.
[7] Pollak, Keren, Ammatzia Peled, and Shalom
Hakkert. ”Geo-based statistical models for
vulnerability prediction of highway network
segments.” ISPRS International Journal of
Geo-Information, Vol. 3, No. 2, pp. 619-637,
2014.
[8] Yin, Yi, and Pengjian Shang. ”Forecasting traffic
time series with multivariate predicting method.”
Applied Mathematics and Computation, Vol. 291,
pp. 266-278, 2016.

[9] Boroujerdiyan, Amin Mirza, and Ebrahimi. ”
Investigating the effect of atmospheric conditions
and rainfall on free flow velocity and traffic
capacity in freeways (Case study: TehranQom Freeway) ”, Journal of Transportation
Engineering, pp. 485-501, 2017.
[10] Ainy, Elaheh, Hamid Soori, Mojtaba Ganjali, and
Taban Baghfalaki. ”Deriving Fatal and Non-Fatal
Road Traffic Injury Cost by Willingness to Pay
Method using Bayesian Analysis.” pp. 657-669,
2017.
[11] Vafaeinejad, Alireza. ”Dynamic guidance of an
autonomous vehicle with spatio-temporal GIS.”
In International Conference on Computational
Science and Its Applications, pp. 502-511.
Springer, Cham, 2017.
[12] Zeng, Q. , & Wen, H. , & Huang, H. , & AbdelAty, M. (2017). “A Bayesian spatial random
parameters Tobit model for analyzing crash rates
on roadway segments,” Accident Analysis and
Prevention, Vol. 100, pp. 37- 43.
[13] Vafaeinejad,
Alireza.
”Design
and
implementation of a dynamic GIS with emphasis
on navigation purpose in urban area.” In
International Conference on Computational
Science and Its Applications, pp. 667-675.
Springer, Cham, 2018.
[14] Bolouri, Samira, Alireza Vafaeinejad, Ali Asghar
Alesheikh, and Hossein Aghamohammadi. ”The
ordered capacitated multi-objective locationallocation problem for fire stations using spatial
optimization.” ISPRS International Journal of
Geo-Information, Vol. 7, No. 2, p. 44, 2018.
[15] Zheng, Ming, Tong Li, Rui Zhu, Jing Chen, Zifei
Ma, Mingjing Tang, Zhongqiang Cui, and Zhan
Wang. ”Traffic accident’s severity prediction:
A deep-learning approach-based CNN network.”
IEEE Access 7, pp. 39897-39910, 2019.
[16] Woyessa, Ashenafi Habte, Worku Dechasa Heyi,
Nesru Hiko Ture, and Burtukan Kebede Moti.
”Patterns of road traffic accident, nature of related
injuries, and post-crash outcome determinants in
western Ethiopia-a hospital based study.” African
Journal of Emergency Medicine, 2020.
[17] Gutierrez-Osorio, Camilo, and César Pedraza.
”Modern data sources and techniques for analysis
and forecast of road accidents: a review.” Journal
of traffic and transportation engineering, 2020.
[18] Kapitanov, Valeriy, Olga Monina, Valentin
Silyanov, and Alexandr Chubukov. ”Probabilistic
assessment of main factors determining the
road traffic accident rate in regions of Russia.”

119

Transportation research procedia 50 (2020): 218225.
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ABSTRACT
Studies of human argumentation aim at protecting authorship, increasing news credibility, improving court decisions,
enhancing e-commerce and clarifying intelligent decision
making. Argument component properties that are intrinsic to
themselves, i.e. independent from relationships in argument
structure, provide valuable information about the component role in the argument. Fundamental characterizations
of arguments are based in the identification of component
intrinsic types ’Value’, ’Fact’ and ’Policy’. As far as we
could assess, previous studies in research involving trained
classifiers to perform this task automatically in Portuguese
are nonexistent. Profiting from previously annotated text of
opinion articles from a Portuguese newspaper, we built a
natural language processing and machine learning pipeline to
train classification models to predict these types in argument
propositions. Best result was 55.42% F1 Macro Average
score using a Support Vector Machines classifier which did
not achieve baseline results for English language. Our work
sets a precedent for further exploration of the applied techniques in combination with the framework of Periodic Table
of Arguments to understand argumentative discourse in Portuguese natural language.

• Improvement of e-commerce recommendation systems;
• Making automatic decision-making mechanisms understandable by humans.
An argument (e.g.“All men are mortal and Socrates is a
man. Therefore, Socrates is mortal.”) contains a sequence of
propositions. One part are premises, used to support the other
part which is a claim or conclusion [1].
Argumentation Mining [2] is the automatic discovery of
an argumentative text portion, and the identification of the
relevant components of the argument presented there. In this
context, components are designated as ADUs, Argumentative
Discourse Units [3]. As an output the corresponding argument diagram can be generated (Figure 1):

Index Terms— Argument, natural language processing,
Portuguese, machine learning, classification,
1. INTRODUCTION
Argumentation is a process inherently human of defending
points of view or opinions about a certain matter. Humans
use it to communicate and defend their justifiable positions or
opinions, to understand new problems and to perform scientific reasoning. Argumentation research interests include:
• Detection of plagiarism through authorship analysis;
• Study of biases in court decisions;
• Identification of fake news;
• Detection of radicalization patterns in behaviors;

Fig. 1. An argument diagram.
The process can be decomposed into several subtasks:
• Text segmentation;
• Identification of ADUs;
• Classification of ADU types (i.e. premise or claim);
• Identification of relations between ADUs;
• Relation type classification (i.e. support or attack);
Classification of ADUs is performed taking into account
the relationship between them in the argument structure with
a typical distinction between types ’Premise’ and ’Claim’.
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On the other hand, component properties that are intrinsic
to themselves, i. e. independent from relationships in argument structure, provide valuable information about its role in
the argument. For example, knowing that a claim is verifiable
suggests a link to a piece of evidence in the text supporting
this claim and knowing that a clause is increasing the author’s
ethos suggests that it is supporting a specific claim that they
are making. Verifying the acceptability of propositions in an
argument is a central issue in the linguistic and philosophical
study of argumentation [4].
In this work, we used a typology proposed by Wagemans [5] to identify intrinsic properties of argument components.
Wagemans [5] constructed a standardized account of the
types of arguments in the form of a Periodic Table of Arguments. This newly developed table can be used as a systematic and comprehensive point of reference for the analysis, evaluation and production of argumentative discourse as
well as for various kinds of empirical and computational research in the field of argumentation theory. The table framework proposes the distinction between three types of propositions, ’Policy’,’Value’ and ’Fact’, as constitutive to fundamental distinctions between types of arguments:
• In a proposition of Fact (“Facto” in Portuguese) information is presented as being truth and may be verifiable, as in “European consumers generate 25 million
tons of plastic waste” and “This thrown away plastic
could worth 105 thousand million euros annually for
the economy.”
• A proposition of Value or opinion (“Valor”) can be
of ethical, aesthetically, political, (etc.) nature, is not
verifiable and is commonly associated with a polarity, as in ”The American president is an expert in the
way he decides what the political and mediatic agenda
should be.” (positive polarity), “Women continue to be
regarded as inferior athletes.” (negative polarity) and
“Trump is not a clumsy and amateur politician that
communicates unthoughtfully.” (neutral).
• Propositions of Policy (“Diretiva”) invoke a need to
follow an orientation or line of action, sometimes mentioning agents or entities with decision power in the
context of polemic or public interest matters, as in
“Leaders should recognize their limits and know how
to acquire the missing knowledge.” and “Kids playing
should be considered a serious matter.”
1.1. Related Work
Since at least 2002 [6], many argumentative text mining
projects were developed mainly for the English language.
On the other hand, For Portuguese language there was no
relevant work until 2016, as far as could be assessed. Since

then, LIACC (Artificial Intelligence and Computer Science
Lab) and FEUP (Faculty of Engineering of University of
Porto) have been developing two projects:
• Argmine1 (2016-2018) developed a platform for the
creation of the first annotated argumentation mining
corpus in Portuguese and a semi-automated process of
selection and experimentation of models and relevant
features in the argumentation mining process;
• DargMints2 (2019-) studies natural language processing and information extraction techniques for addressing the task of argument mining from text, focusing on
the Portuguese language. It is currently focusing on
opinion articles;
This work used a annotated data set that resulted from
project DargMints.
As far as we could assess, previous research training
classifiers to predict types of propositions between ’Policy’,’Value’ and ’Fact’ in Portuguese argumentative text are
nonexistent.
For the English language, several works can be referenced in the area of fact-checking, which can be related
with the distinction between ’Fact’ and ’Value’. Hassan,
Li, and Tremayne (2015) [7] classify sentences as non- factual, unimportant factual, and check-worthy factual, Patwari,
Goldwasser, Bagchi (2017) [8] and Jaradat et al. (2018) [9]
automatically determine the fact-check worthiness of factual
claims in political debates and Naderi and Hirst (2018a) [10]
automatically distinguish between true, false, stretch, and
dodge statements in parliamentary proceedings. In another
context, Addawood and Bashir (2016) [11], automatically
identified Twitter posts as either a news media account
(NEWS), blog post (BLOG), or no evidence (NO EVIDENCE) with a F1 macro-averaged of 82.8% and Dusmanu,
Cabrio, and Villata (2017) [12] look at argumentative tweets,
classifying them as either fact or opinion with an F-score of
0.80.
A more comprehensive approach was followed by Park
and Cardie (2014) [13], examining online user comments
for propositions that are UNVERIFIABLE, VERIFIABLE
NON-EXPERIENTIAL, or VERIFIABLE EXPERIENTIAL,
achieving a macro F-score of 0.69. These classifications are
revised in Park and Cardie (2018) [13] to propositions of
non-experiential fact (fact), propositions of experiential fact
(testimony), propositions of value (value), propositions of
policy (policy), and reference to a resource (reference) resulting in the Consumer Debt Collection Practices (CDCP)
corpus. On this data set, Niculae (2018) [14] achieved a maximum F1-score of 0.74 for proposition classification using
linear structured SVMs. This last work serves as a baseline
to this work as the taxonomy is the most similar.
1 https://web.fe.up.pt/argmine/
2 https://web.fe.up.pt/dargmints/
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1.2. Contribution
Our contribution to research consisted in the development of
capabilities to characterize argumentation in Portuguese natural language, namely through detecting component properties
that are intrinsic to themselves and provide valuable information about their role in the argument. These can allow to
better address problems in society such as the ones cited in
the beginning of introduction.
This document was organized in five sections: In section 2 we describe data sets, the natural language processing pipeline and algorithms used. Section 3 presents results
achieved, which are discussed in the following section. Finally, section 5 consists in work conclusions.
2. PROCEDURES, METHODS AND TECHNIQUES
Classifiers were trained and tested with an annotated data set
of opinion articles from Portuguese newspaper Público3 . This
dataset is comprised of two files: One4 with data and metadata from 373 collected newspaper texts including the following fields:
• ”article id”: article unique identifier;
• ”title”: article title;
• ”authors”: list of authors;
• ”body”: article body, raw content;
• ”meta description”: article summary (short paragraph),
typically included in the beginning of the article;
• ”topics”: article topics, from the set of topics considered in this project (namely, ”desporto”, ”cultura”, ”local”, ”economia”, ”mundo”, ”sociedade”, ”polı́tica”,
”ciência e tecnologia”). The topic was determined
based on the list of ”keywords”;
• ”keywords”: article keywords list (obtained from the
original article);
• ”publish date”: article date of publication in the on-line
news editorial;
• ”url canonical”: original article url (Público on-line
news editorial webpage).
And another file 5 , with 16743 annotations, to the ”body” text
of the first file, made with the purpose to identify and classify
argumentative propositions.
Each proposition may be identified by the combination of
the following ids:
3 https://www.publico.pt/
4 Dargmints
5 Dargmints

dataset of articles.csv
dataset of ADU.csv

• ”article id”: article unique identifier (from file specified above);
• ”annotator id”: annotator unique identifier. Each article is annotated by a random combination of three from
a pool of four annotators [409,410,411,413];
• ”node id”: node unique identifier regarding each annotator and article;
and have the following selected content and assigned labels:
• ”ranges”: char level indexes of the annotated text from
the ”body” column in the articles file. List of two integers values, where the first element corresponds to the
first char in the annotated text and the second element
to the last annotated char. Note that the indexes range
is open in the last char: [start, end[. Each proposition
may have more than one ”range” interval.
• ”tokens”: annotated text that comprises the ”body” text
between indexes from ”range”.
• ”label”: node classification type. In this project we
consider the following node types: ”Facto”, ”Valor”,
”Valor(-)”, ”Valor(+)”, ”Diretiva”.
Two challenges were identified in a preliminary scan of
the data set:
The fact that each article had been annotated three times
by three distinct annotators introduced the possibility for
inconsistencies in data, namely, allowing different delimitations of propositions and different classifications for the same
proposition;
Additionally, the data set presents an unbalanced distribution of class values, as shown in Table 1.
ADU Label
Diretiva
Facto
Valor

Records
667
3663
12413

Table 1. Distribution of classes in the data set.
On the other hand, we also identified several apparent patterns at lexical and syntactic levels worth exploring to generate additional attributes to the data set. These patterns and
correspondent natural language processing techniques to create attributes were the following:
• Policy (diretiva): Presence of verbs in imperative mood
and modal verbs, e.g. “dever” e “ter de”; “implicar”,
“ser necessário”, “haver que”. Suggests the use of
POS, lemmatization, bigrams and a specific list of
modal verbs;
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• Fact (facto): Presence of numerals: “dois”, “oito”,
“mil”, “milhões”; numbers: “12%”, “2017”, “13,7”;
time units: “meses”, “anos”; entities: “Porto Editora”,
“PS”, “Ordem dos Nutricionistas”, “SNS”, “Estado”;
countries: “Portugal”, “UE”,.. ; .Suggests the use of
regular expressions and Named Entity Recognition;
• Value (valor): Presence of avaliative adjectives: “equilibrado”, “forte”, “estranho”, “natural”, ”desinteressante”,. . . Suggests the use of POS tagging.
In order to augment the data set with new attributes and
train, validate and evaluate models based on propositional algorithms, we setup a natural language processing and machine learning pipeline as showed in Figure 2.
This pipeline was coded using Python version 3.8.5 including scikit learn package version 0.23.2 [15].
In order to perform common natural language processing
tasks for Portuguese we used LinguaKit6 . LinguaKit [16] is
a multilingual tool for linguistic analysis and information extraction developed by University of Santiago de Compostela,
Galice7 . Supports four languages: Portuguese, Spanish, English, and Galician.
After loading the data set we generated a file8 to be used
by LinguaKit containing propositions text strings. In ”POS,
Lemmatization, NER and NEC taggings” we processed PartOf-Speech, Lemmatization, Named Entity Recognition and
Named Entity Context tagging for each proposition.
LinguaKit uses the same tagset as FreeLing 9 , including
6 https://github.com/citiususc/Linguakit
7 https://gramatica.usc.es/pln/
8 adu

string.txt

9 http://nlp.lsi.upc.edu/freeling/

for Portuguese 10 .
The following procedure, generated bigrams from lemmas and tagged specific word combinations or word types occurrences found useful to distinguish between types of propositions (eg. modal verbs to identify ’Policy’ type). It also
compensated three LinguaKit’s limitations. Specific taggings
included modal verb forms, identified above as being typical
of Policy / ’Directiva’, percentage ratios, numerals ’milhão’,
’milhões’, ’bilhão’, ’bilhões’, ’bilião’, ’biliões’, and currency
symbols and words (’$’, ’ C’, ’dólar’, ’dólares’, ’euro’, ’euros’) which were not properly tagged by LinguaKit.
Separation of training sets and test sets followed. The first
will be used to train and test candidate algorithms to train a
final model. This final model will be tested and assessed in
the end using the test set separated in this process. We kept
the similarity of class values distribution between data sets
using a stratified split 11 .
Texts were then represented as a bag-of-words 12 , a sparse
matrix of features to be fed to algorithms.
In order to train, validate and evaluate our candidate models we utilized k-fold cross validation 13 . This contributed to
increase reliability in the process and avoid overfitting. We
assured similarity of class values distribution between train
and test sets in each folder using stratified k-fold 14 . We used
the following algorithms to train classifiers:
• Complement Näive Bayes15 ;
10 https://freeling-user-manual.readthedocs.io/en/
latest/tagsets/tagset-pt/
11 sklearn.model selection.train test split
12 sklearn.feature extraction.text.CountVectorizer
13 sklearn.model selection.cross validate
14 sklearn.model selection.StratifiedKFold
15 sklearn.naive bayes.ComplementNB

Fig. 2. Natural Language Processing and Machine Learning pipeline.
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• Support Vector Machines (linear kernel) 16 ;
• Random Forest Ensemble 17 .
• Gradient Boost Ensemble 18 .
• Decision Tree19 ;
Support Vector Machines (SVM), Random Forest (RF)
and Decision Tree classifiers (DT) were trained using balanced class weights to address the unbalance verified in the
data set. Complement Näive Bayes (CNB) and Gradient
Boost (GB) don´t have class weights balancing possibility in
sci-kit-learn and so were only trained with unbalanced class
weights.
CNB, SVM and DT run in a 10 fold cross validation process. We could only run RF and GB in a 5 fold cross validation due to computer power limitations. As this is a multiclass classification problem, we chose F1 score macro, micro
and weighted averages as performance metrics.
3. RESULTS
As mentioned previously, the same text was annotated by
three different annotators which could had led to inconsistencies in class labeling. We detected a total of 1092 pairs of
records referring to the same proposition with different labels,
6.52% of total. Types of conflicting lables and correspondent
number of records are shown in Table 2:
Conflicting Label
Valor vs. Facto
Valor vs. Diretiva
Facto vs. Diretiva

Records
951
139
2

Table 2. Types of conflicting labels.
The majority of differences between annotators regard
’value’ vs ’fact’ labeling, followed by ’value’ vs. ’policy’.
Different interpretations of ’fact vs. ’policy’ are marginal.
Split of train and test data sets resulted in class labels distribution as shown in Table 3
Data Set
Train
Test

’Valor’
8915
2972

Class Values
’Facto’ ’Directiva’
3079
563
1027
187

Table 3. Labels distribution in train and test sets.
16 sklearn.svm.SVC
17 sklearn.ensemble.RandomForestClassifier
18 sklearn.ensemble.GradientBoostingClassifier
19 sklearn.tree.DecisionTreeClassifier

Table 4 presents the mean between k-folds of F1 Scores
Average for the five algorithms used to train classifiers.
In terms of Macro Average the highest score is from a balanced Support Vector Machine (SVM) 10K cross-validation
with 57.05% followed by the unbalanced version of the same
algorithm with 56.10%. The algorithm that performed second
on this metric was Decision Tree (DT): 53.99% for balanced
class weight and 53.68% when unbalanced. Random Forest
(RF) obtained 51.68% and 50.29% for balanced and unbalanced classes respectively. The lower performances came
from Complement Näive Bayes with 49.75% and Gradient
Boost ensemble with 43.91% both with only unbalanced versions as the balanced version was not supported in sci-kit
learn.
For F1 score Micro averaged metric the scenario is different when comparing algorithms. This time, Gradient Boost
comes with the highest performance 75.75% followed by
Random Forest with 74.58 (unbalanced) and 74.36% (balanced). SVMs obtained 70.29% with a balanced class weight
and 71,70 without balancing. Lowest performances came
from Decision Tree, 70.17% balanced, 66.04% unbalanced
and Complement Näive Bayes with 68.15%.
As far as Weighted average is concerned an unbalanced
class weight SVM took the highest score with 70.96% followed close by a balanced Random Forest: 70.65%. Next
we have the balanced SVM and unbalanced Random Forest
with 70.44% and 74.36% respectively. All other combinations came with scores below 70%: Balanced Decision Tree
with 69.60%, Complement Näive Bayes, 69.46%, Gradient
Boost 68.48 and unbalanced Decision Tree with 67.26%.
Analysing these results we considered three algorithms to
evaluate generalization performance: SVM, Random Forest
and Gradient Boost. Results for these are close and generaly
higher than for other tested algorithms.
Final model results are shown in Table 5. In terms of
Macro Average, SVMs obtained the highest scores with
55.42% for unbalanced class weights and 54.92% for balanced class weights. Random Forest was the second best:
51.41% and 49.90% balanced and unbalanced class weights
respectively. The lowest score came with Gradient Boosting:
42.56%.
For F1 score Micro average, SVMs and Random Forest
presented very similar results at the top SVM: 70.72% for unbalanced classes and Random Forest: 70.71% with balanced
class weights. These scores were followed by Random Forest
unbalanced 70.43% and SVM balanced with 69.33%. Lowest scores were obtained with Gradient Boosting classifier:
68.36%.
Weighted average brought the surprising highest score of
Gradient Boosting with 75.75% followed by Random Forest
74.30% unbalanced and 73.75% balanced and finally SVMs
with 71.69% unbalanced and 69.28% balanced.
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Algorithm
CNB
SVM
RF
GB
DT

class weight
None
None
Balanced
None
Balanced
None
None
Balanced

K-Fold
10
10
10
5
5
5
10
10

Macro Avg
49.75%
56.10%
57.05%
50.29%
51.68%
43.91%
53.68%
53.99%

F1 Score
Micro Avg
68.15%
71.70%
70.29%
74.58%
74.36%
75.75%
66.04%
70.17%

Weigthed Avg
69.46%
70.96%
70.44%
70.39%
70.65%
68.48%
67.26%
69.60%

Table 4. F1 Score results for K fold Cross Validation.
Algorithm
SVM
RF
GB

class weight
None
Balanced
None
Balanced
None

Macro Avg
55.42%
54.92%
49.90%
51.41%
42.56%

F1 Score
Micro Avg
70.72%
69.33%
70.43%
70.71%
68.36%

Weigthed Avg
71.69%
69.28%
74.30%
73.75%
75.75%

Table 5. F1 Score results for final model.
4. DISCUSSION
First, it is worth to mention the fact that a data set with 1092
inconsistent labels should have an impact on a classifier performance. This also gives an idea of the degree of difficulty
that exists in the classification of proposition in argumentative
discourse. The annotators were chosen for having expertise in
linguistics. Even so they couldn´t agree in the classification
of at least 6,2% of the corpus.
Actually, this ratio is probably higher since we only detected equal delimitations of propositions with different annotated labels. We did not analyze different but overlapping
delimitations with different labels in the data set, which could
have a similar effect on performance of classifiers.
Looking at results, it was not straightforward to elect the
best algorithm to predict these types of propositions. We
could observe a large gap between Macro Average and Micro
/ Weighted averages that can be explained by higher differences in performances between classifying distinct classes.
Figure 3 shows a confusion matrix for Support Vector Machines algorithm with unbalanced class weights, the highest
Macro Average scoring combination.
The model performed better when classifying ’Valor’
class labels than for other class values. Actually ’Valor’ was
the only class value where the model gives more accurate
predictions than inaccurate.
With these kind of performance differences between
classes, Micro Average and Weighted Average can be misleading in evaluating overall performance as they don´t take

Fig. 3. Confusion matrix for SVM unbalanced final model.

these into account. Actually, these metrics favored the classifying performance of the most frequent class label in the data
set by far.
In Figure 4 we showed a confusion matrix for Random
Forest with balanced class weights, one of the highest performers on Micro Average metrics:
As can be observed, in spite of presenting a better performance on the most frequent class label ’Valor’, it performs
worse in both other two classes, making it, in our view, a
worse model for the job.
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least represented class values with balanced class weights.

Fig. 4. Confusion matrix for Random Forest balanced final
model.
Fig. 6. Confusion matrix for SVM balanced final model.
The same applies to the best performer on F1 score
Weighted average: Gradient Boosting Classifier as can be
observed in Figure 5:

55.42% F1 Macro Average is below the baseline of 74%
obtained for the English language. Further research should be
done namely to compare degree of inconsistencies between
Portuguese and English corpora that could explain some of
the difference. Other research should focus on further comparing both approaches to approximate methods and tools.
5. CONCLUSIONS

Fig. 5. Confusion matrix for Gradient Boosting final model.
In this case, the model is even better at classifying class
values ’Valor’ but also, even worse than the previous ones
when predicting other class values.
Considering these observations we elect SVMs as the best
performing algorithm for this problem and F1 Macro Average
as the metric to use to evaluate predicting performance.
Balancing of class weights did not contribute to a higher
performance metric in this case, 54.92% F1 score Macro with
balanced class weights vs. 55.42% with no balance.
However, when we looked at the confusion matrix, Figure 6, we observed a slight improvement in accuracy for the

We built a classifier for argumentative discourse propositions in Portuguese natural language, accordingly to one of
the three fundamental distinctions used by Periodic Table of
Arguments: between types ’Value’, ’Fact’ and ’Policy’.
Support Vector Machines was the algorithm with best performance: 55.42% F1 Macro Average.
Classifiers performance was likely affected by inconsistent annotated labeling in the data set. These inconsistencies
suggest a high degree of difficulty of the classification job,
when even expert annotators disagree when classifying these
class values.
This work sets a precedent for further exploration of
these techniques in combination with the Periodic Table of
Arguments framework to better understand argumentative
discourse in Portuguese natural language.
Future work can improve algorithms performance such as:
• further parameter tuning;
• solve inconsistencies in data set;
• associate probabilities of label values base on annotators opinions;
• data rescaling using, for example TFIDF;
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Or involve other approaches, namely using word embeddings
and neural networks.
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ABSTRACT
Due to electronic industry developments in making smallsize sensors, monitoring human activities has become an
evolving topic. Human action recognition is known as
detecting human actions using data gathered from various
sensors. One of the available data for Human action
recognition is acquired by accelerometer sensors. In state-ofthe-art research, deep learning approaches offer promising
results on time series data such as accelerometer.
This article discusses various deep learning human actions
methods based on data gathered from accelerometers. We
optimized a hybrid Long-Short Term Memory (LSTM)Gated Recurrent Unit (GRU) model. We used Genetic
Algorithm (GA) to select the best structures to maximize the
target models’ accuracy. The experiments show that using a
hybrid GRU-LSTM-GRU achieves the best accuracy. The
recognition quality after optimization process is about 1.3%
better than state-of-the-art methods.
Index Terms— Activity Recognition, Long-Short Term
Memory, Gated Recurrent Unit, Genetic Algorithm,
Accelerometer.
1.

INTRODUCTION

In recent years, after considerable electronic industry efforts
made to produce small size sensors for cell phones,
smartwatches and wearable devices, monitoring human
activities based on artificial intelligence become an evolving
topic. The researchers of human activity recognition (HAR)
based on artificial intelligence try to develop solutions in
order to automatically detect and classify human activities,
motions, movements or anomalies for security, healthcare or
other daily life applications [1]. Collecting human activity
data using sensors such as cameras, radars and wireless
remote sensors is costly and expensive and may not be
available in all locations. On the other hand, human
movements can be recorded using wearable sensors and
mobile phones, with mobile accelerometer and gyroscope
sensors, making this process more cost-effective and
available. A wide range of new apps in smartwatches and
smartphones exist to manage this daily activities data to

enhance health, security, etc. The large scale of HAR
applications has led to the growth of artificial intelligence
techniques for processing human activity data. HAR used in
many areas such as smart city, traffic management, security
[2, 3] and medical care [4, 5].
Regardless of HAR application, the first step in HAR is data
collection. Different activities/environment need different
types of sensors. For example, in smart homes [6, 7], and
security systems [8, 9] to detect and separate normal
behaviors versus abnormalities a set of motion sensors and
cameras are used. Although these systems have several
advantages, it should be noted that these systems are
expensive.
Physicians and engineers suggested inertial sensors as an
alternative to usual expensive sensors. These sensors include
gyroscopes and accelerometers used to detect motion and its
speed in 3D space [10]. These sensors can monitor human
movements. Gyroscope is a sensor used to measure angular
velocity and an accelerometer measures the rate of change of
velocity (acceleration) of a body in its instantaneous rest
frame. Nowadays, smart glasses, smartphones, and some
wearable devices include at least one or more Gyroscopes and
accelerometers. The second challenge in HAR systems is
extraction of suitable data features [11, 12].
Some studies have been done on the applications of different
features in HAR, but most of these methods are limited to a
special activity [13, 14]. The similarity between human
activities and the determination of features suitable activity
classification are other HAR challenging issues [13, 15].
Recent studies have shown advantages of deep learning
approaches such as convolutional neural networks (CNN)
[16, 17] and LSTM [12, 18] in time series data modelling and
classification to overcome feature extraction problems. The
dynamic structure of these techniques enables them to extract
information from an input series sequence [19].
The main goal and maybe challenge in HAR deep learning
techniques is to improve the systems’ accuracy, memory, and
training process. In this article, we combine LSTM [20],
GRU [21, 22], Autoregressive integrated moving average
(ARIMA) to increase the accuracy. LSTM and GRU’s
combination in a processed time series provides better
accuracy than a single LSTM and GRU.
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The proposed method was evaluated on three of the most
widely used public datasets. The results confirmed the
proposed method accuracy in comparison to the state-of-theart methods.
The rest of the article is organized as follows. In Section
2, we present several related studies and compare them to our
work. In Section 3, we discuss the target RNN models,
followed by the introduction of our approach in Section 4.
Section 5 presents the evaluation and analysis of the results.
Finally, we conclude our article in Section 6 with a highlight
on the future direction.
2. RELATED WORK
Several machine learning and deep learning approaches were
used for HAR during the last years. Some of these approaches
used accelerometers. Actually, the extensive use of mobile
phones and smartwatches in recent years has caused
accelerometer data to be more notable in HAR. A
comprehensive review of smartphone-based solutions for fall
detection is presented in [23]. In [24] is modelled fall as an
abnormal movement with respect to activities of daily living
(ADL). They compared the k-nearest neighbor (k-NN) and
Support Vector Machine (SVM) classifiers and showed that
SVM outperformed an adapted NN. The work [25] reviewed
HAR systems on on-board sensors in mobile phones. The
authors discussed various aspects of HAR in mobile apps in
an online manner. A comparison of public acceleration
datasets for fall detection is presented in [26]. In this study,
NN and SVM as classification methods and the effect of
database parameters, such as sampling frequency and
accelerometer range, on classification method was analyzed.
The authors of [27] studied HAR in people with metabolic
syndrome. They built a hierarchical HAR system using neural
networks. On the other hand, [28] suggested a HAR method
for direct use of motion sensors data. Their method consists
of feature extraction from wearable sensors, followed by
Deep Learning. Inertial sensor data as input of a deep learning
method combined with some shallow features were used by
[29] in a real-time HAR. In [30], a pretrained network from
other users is used to decrease the needed data for a new
users’ training process. Based on inherent characteristics of
actions, in [31] were extracted effective details of time-series
signal collected by smartphone sensors. A comparative study
was presented on [32]. In this work, the Authors studied deep,
convolutional and recurrent networks across some public
datasets that include movement data captured with wearable
sensors. In [33] is compared the k-NN and the SVM methods
on three different accelerometer datasets, in both one-class
and two class configurations. It is showed that accelerometer
data is a good indicator of fall detection in most cases. In [34],
it is studied HAR challenges related to machine learning
approaches, feature extraction, databases, etc. The Authors of
[35] studied the state-of-the-art challenges in deep learning
algorithms for HAR only based on mobile and wearable
sensor data. The different features effect on hybrid deeplearning HAR architectures such as CNN and LSTM were

compared in [12]. In [36], technologies for elderly well-being
are listed and fall detection is mentioned as one of the smart
homes’ main objectives. In [37], sensor-based HAR methods
that used deep learning are studied. Because of the
advantages of deep learning approaches, the state-of-the-art
studies are focused on this scheme. For example, in [13], a
margin deep learning network is used to enhance classifiers’
discriminative power. On the other hand, the Authors of [38]
proposed a deep stacked autoencoder (SAE) which consists
of multilayer sparse autoencoders for feature extraction and a
softmax layer for classification. A personalization model was
proposed in [39] that considers both the physical and signal
similarities. In [40] it is suggested a layer-wise training CNN
for HAR. The Authors used the local loss as a network error
and modified training process. A modified LSTM-CNN
Architecture for HAR is proposed in [41]. The approach used
a global average pooling layer (GAP) instead of the fully
connected layer after convolution layer. In [42] it is proposed
a sequential deep learning application based on LSTM for
HAR in smart homes. The Authors of [43] made an ensemble
learner consisting of three classification models: CNN-Net,
Encoded-Net and CNN-LSTM. On the other hand, in [44],
deep Recurrent Neural Network (RNN) is used.
3. DEEP NEURAL NETWORKS
CNN and RNN are among the usual deep artificial neural
network models used in HAR. In these models, the relation
between nodes finds the patterns along the data sequence.
This property makes it applicable for systems that contain
time series data such as in action and speech recognition.
3.1. Temporal Convolutional Network
Temporal Convolutional Network (TCN) is a type of
CNN. The input of a TCN can be an audio, video, time
series (e.g., data acquired by accelerometer sensors) or
the output of CNN hidden layers. Usually, this input is
applied sequentially or frame by frame.
The TCN encoder-decoder consists of four similar threelayer sub networks that differ in dimensions. These sub
networks have three layers, with temporal convolutions, 1D
pooling/upsampling and channel-wise normalization. For
each convolutional layer, a Pool layer is used as a typical
layer within a CNN. Pool layer applied a set of 1D filters that
capture the action pattern in a time step. This scheme was
used in recent CNN methods, including Trajectory-Pooled
Deep-Convolutional Descriptors (TDD) [45].
3.2. Vanilla Recurrent Neural Networks
Vanilla RNN was designed to process sequential data. In
sequential data such as audio, text and accelerometer data, the
final output is related to the input and previous information.
Vanilla RNN consists of inputs, connections, hidden layers,
weights, activation functions and outputs. In Vanilla RNN, to
train the network, the error and some of last outputs
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backpropagate through time. These values used to update the
RNN weights in the right manner. The gradient values
exponentially decrease when backpropagating between
layers. Smaller values will not affect the weight updating and
discarded. Thus, the network does not learn the effect of
earlier inputs, so basic RNN is not good to preserve
information over many time steps.

step are determined using update gate. The reset gate decides
about the memory contents of the past information to forget.
The memory content is updated using the reset gate output
and relevant past information. Finally, the cell output, which
is an information vector of the current unit is calculated.
4. PROPOSED METHOD

3.3. Long short-term memory (LSTM)
LSTM is a modified version of RNN with an enhanced
routine in the hidden state to preserve information over many
time steps. In [20] it was proposed LSTM to preserve
information over many time steps by adding the gating
mechanism.

Fig. 1: LSTM block.
LSTM block (see Fig. 1) consists of three gates: the input,
forget and the output gates. The forget gate decides to keep
or throw away data. This decision is made through a sigmoid
layer. The forget gate output is 0 (zero) or 1 (one), where 0
(zero) means discard, and 1 (one) means keep. The second
gate is the input gate. The sigmoid layer of the input gate
determines the values to be updated. A vector of selected
inputs, applied to the activation function (tanh), made one of
updating components. LSTM updates the old cell state.
Finally, in the output gate, a sigmoid function is used to
determine which part of the input can be involved in the
updating process directly. The current state is applied to
activation function and multiply to the output of previous step
to make the final output.
3.4. Gated recurrent units (GRU)
The training process has no direct access to LSTM inner gates
to reset its content. If an LSTM cell output is closed, the
system loses one of the received data and training process has
no access to the gates of this cell to solve the problem. GRU
is designed to reset or update its memory adaptively. Hence,
GRU has a reset gate (corresponding to LSTM forget gate)
and an update gate (corresponding to LSTM input gate). The
memory content of GRU is fully accessible. The GRU
structure is similar to the LSTM structure but has some extra
connections to keep long-term dependencies of special cases
more efficiently. The number of memory contents added
from the current time step or discarded from the previous time

We analyze GRU, LSTM and TCN approaches in HAR. The
LSTM was selected as bidirectional that divide neurons into
forward (positive time direction) and backward (negative
time direction) groups. This approach enhances the learning
process due to its ability to find the adjacent data pattern. The
Adam optimization function is used to train the model. The
other problem is overfitting. This research used dropout
technique to avoid overfitting. The dropout technique
discards some of the neurons randomly from the network
during each training iteration. Hence, the model will be
trained and optimized based on some neurons in each
iteration. The dropout reduces the network tendency to
become over-dependent on some neurons as they may not be
available all the time. The training process is done using 80%
of the data and the remaining 20% is used for testing. The
training set is further split into two subsets (one for training
and one for validation). The validation subset is used for
optimizing the RNNs parameters. The process of selecting
the training and testing data is random shuffling to ensure that
the training and testing sets contain all the possible classes
and cases. The hyper-parameters that we optimized for the
model were the number of epochs, batch size, hidden units,
learning rate and the dropout percentage. An epoch is defined
as the number of iterations to go through the whole dataset.
The batch size is the number of training examples in each
iteration. The learning rate controls how fast the network
parameters are being changed to reach the optimal value by
minimizing the loss function. We used the same hyperparameter values in the training of all models. The main goals
in selecting parameters were the best accuracy with the
lowest training time. A lower time means that the training and
the HAR process incur a lower cost. Table 1 shows the
selected values for the RNN and CNN parameters. The other
main parameter that we tried to optimize was the layers’
arrangement. We combined the LSTM and GRU layers
hierarchically to enhance the training efficiency in the
proposed method. The different forms of these layers’
combination in RNNS were another hyperparameter of our
method.
5. RESULTS
All evaluations were done on the UniMiB SHAR [33] dataset.
We used Matlab 2020b deep learning toolbox in our
assessments. The assessments were done on an Intel(R)
corei7 9700k CPU with 32 GB of RAM, and a NVIDIA
GeForce RTX 2070 Super graphic card. For tuning the hyperparameters, we changed one parameter at a time, ran the
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algorithm, and stored its accuracy of test data until the
maximum accuracy was reached. Table 1 presents the range
of values used in the tuning of the models. The experiments
showed that our tuning process achieved the best accuracy in
GRU when setting the dropout values, batch size, learning
rate, and hidden units equal to 0.3, 80, 0.004 and 150,
respectively.

Table 2: Accuracy for each task in classifier's standard form.
Model

Accuracy (%)
AF-2

F-8

A-9

AF-17

TCN

95

36.7

77

35.1

BiLSTM

97.2

55.3

82.1

41.2

GRU

98.1

64.1

84.2

54

Table 1: Assessed parameters of the LSTM and GRU models
5.3. Model optimization
Hyper-parameter tuning–range of values
Parameter

Range of Values

Default Values

Step

Epochs

20….75

32

1

Dropout

0.1…. 0.7

0.5

0.01

Batch size

16…. 320

64

2

Learning rate

0.0002…. 0.2

0.005

0.0001

Hidden units

30.… 300

100

10

5.1. UniMiB SHAR
The UniMiB SHAR [33] dataset consists of 11,771 records
of ADL and fall states collected by 30 persons. Each record
spans a 3s non-overlapping window where each Cartesian
dimension consists of 151 values. The UniMiB SHAR dataset
contains 17 distinct classes of ADL and fall states. The ADL
classes are Standing Up from Sitting, Standing Up from
Lying, Walking, Running, Going Upstairs, Jumping, Going
Downstairs, Lying Down from Standing and Sitting Down
(totally 7,579 records). Fall states include Falling Forward,
Falling Right, Falling Back, Hitting Obstacle, Falling with
Protection Strategies, Falling Backward-Sitting-Chair,
Syncope and Falling Left (totally 4,192 records). In our
experiments, we implemented four different classification
tasks.
The first task only distinguishes ADL and fall states (AF-2).
The second is to recognize the fall states (F-8). The third
classification task is distinguishing between the different
types of ADLs (A- 9). In the final task, the model should
classify all the 17 classes in the dataset (AF-17).
5.2. Evaluate standard form
In the first step, the GRU, LSTM and TCN were assessed in
their standard form. Table 2 presents each tasks’ accuracy
from the first training attempt for the three GRU, LSTM and
TCN models using the default hyper-parameter values (see
Table 1). Results show that GRU achieved higher accuracy
than LSTM and TCN models in most cases, and BiLSTM has
also shown acceptable results.

In the model optimization step, 7 different combinations of
GRU and bidirectional LSTM (BiLSTM) layers were tested
on the UniMiB SHAR. The training time was not important
in this step, and only, accuracy and confusion matrix were
considered. The structure of the proposed models is given in
Table 3. All RNNs listed in Table 3 were considered to find
the best structure. In these models, the number and position
of LSTM, GRU and dropout layers were changed. The
similar layers are Sequence Layer as input and three Fully
Connected, Softmax and Classification layers in the output.
In addition to the position and number of some layers, we
tried to find each models’ best training parameters.
The training and testing data in each iteration for all
models were similar and all training process, run 3 times to
guarantee result validity. Fig.2 shows a graphical concept of
the suggested RNNs.

Fig. 2: Architecture of margin-based deep learning networks.
For finding the best parameters for each RNN type, based
on Table 3, we should check many values (about 3 × 10 11),
which, due to the required RNN training time, is impossible.
To find the optimum value, in such scenarios, heuristic
and meta heuristic methods are common. We used GA with
the sum of accuracies as cost function to maximize accuracy
in test data in 4 tasks simultaneously.
GA finds the best parameters in each RNN model
independently. After that, by comparing results, the model is
selected. The proposed GA is a 36-bit binary GA that
includes 5 different variables. The number of bits for each
variable is different because the range of Values and Steps
are different. Other GA parameters are:
• The number of initial populations is 256;
• The number of crossover points and the probability
of mutation are assumed to be 5 and 0.1;
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Table 3: Structure of the proposed models
Type 1

Type 2

Type 3

Type 4

Input
Layer

Type 5

Type 6

Type 7

Sequence Layer
Dropout

Dropout

Dropout

Dropout 1

Dropout 1

Dropout 1

Dropout 1

GRU

BiLSTM

GRU

BiLSTM

GRU 1

GRU 1

GRU 1

-

-

BiLSTM

Dropout 2

Dropout 2

Dropout 2

Dropout 2

-

-

-

GRU

BiLSTM 1

BiLSTM 1

BiLSTM 1

-

-

-

-

Fully Connected

Fully Connected

Fully Connected

-

-

-

-

Dropout 3

Dropout 3

Dropout 3

-

-

-

-

GRU 2

BiLSTM 2

GRU 2

-

-

-

-

-

-

Dropout 4

-

-

-

-

-

-

BiLSTM 2

Hidden
Layers

Fully Connected
Output
Layers

SoftMax
Classification

•

Mean of answer accuracy in 4 tasks is selected as
cost function;
• Number of iterations is set to 25;
The optimized values found by GA and the final results
after optimization are given in Tables 4 and 5, respectively.
Based on the results in table 4 and 5, it can be shown:
• The type 5, GRU-BiLSTM RNN, shows the best
result;
• The dropout values in each type are approximately
equal and can be calculated using the nth root of 0.5,
that n is the number of dropout layers in model;

•

The number of hidden units in each model, is a
Decreasing Function. In some cases, each two
consecutive GRU and BiLSTM layers have similar
number of hidden units, but at the next layers (if they
exist), the number of hidden units is decreased;
The number of hidden units at the first hidden layers
is about 200;
A dropout layer before each GRU or LSTM layer
should be used;
Using more layers in some cases (see type 7)
reduces the accuracy;

•
•
•

Table 4: The selected parameters.
Type 1

Type 2

Type 3

Type 4

Input
Layer

Hidden
Layers

Batch
size
Learning
rate

Type 5

Type 6

Type 7

Sequence Layer
0.47

0.5

0.48

0.27

0.22

0.22

0.15

N=180

N=210

N=190

N=190

N=220

N=210

N=240

-

-

N=110

0.32

0.20

0.19

0.14

-

-

-

N=190

N=150

N=90

N=200

-

-

-

-

Fully Connected

Fully Connected

Fully Connected

-

-

-

-

0.19

0.18

0.17

-

-

-

-

N=90

N=50

N=150

-

-

-

-

-

-

0.16

-

-

-

-

-

-

N=70

60

58

48

64

52

72

64

0.002

0.004

0.001

0.002

0.002

0.005

0.007
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Table 5: The best results for RNNs after optimization.
Accuracy (%)
Type

1

2

3

4

5

6

layer should be used. Using the optimum parameters for
network values is very important for achieving a high
networks’ accuracy.

7

AF-2 97.3 97.2 97.4 97.7 98.2 94.9 95.6
F-8

68.1 61.7 73.0 73.4 77.4 71.7 77.3

A-9

84.1 81.3 85.0 85.2 95.9 89.8 92.6

AF-17 58.2 52.6 62.5 62.7 95.2 87.9 91.6
Sum 307.7 292.8 317.9 319 366.7 344.3 357.1

Table 7: Results of the proposed method vs [47].
Accuracy (%)

Type

AF-2

F-8

A-9

AF-17

[47]

98.8

76

95.9

94

Proposed method

98.2

77.4

95.9

95.2

•

After each two consecutive GRU and LSTM layers,
adding a fully connected layer is suggested;
• Batch size and learning rate are not critical
parameters; the batch size is approximately constant
and can be selected between [50. . . 65]. The learning
rate affects run time, not accuracy and has a value
lower than 0.01.
Table 6 shows that the accuracy of the proposed model
and some of the state-of-the-art models.
Only in AF-2, the accuracy of the proposed method is a
few lower than [47] and in all other cases the proposed model
is better. To confirm the advantage of the proposed method
vs [47], this method and proposed method’s results on four
tasks are given in Table 7.
Table 6: Accuracy of state-of-the-art studies and proposed
method.
Study

Method

[12]

Accuracy (%)
AF-2

4 tasks average

Standard CNN

74.97

64.54

[46]

Att-based

79.03

72.25

[40]

Layer-wise CNN

78.07

71.44

[33]

KNN

82.86

73.56

[39]

AdaBoost-HC

85.44

78.32

CNN-LSTM

91.6

79.54

CNN-Net

92.1

81.54

EnsemConvNet

92.6

82.21

[47]

CNN-GRU

98.9

91.28

Proposed

CNN-LSTM-GRU

98.2

91.67

[43]

Table 7, shows that the accuracy of the proposed method
only in AF-2 is a few lower than [47] and is better in terms of
F-8 and AF-17 tasks more than 1%.
As conclude, using GRU at the first layer, BiLSTM at the
second step and another GRU after a fully connected layer is
a pro missing RNN structure for HAR. With decreasing
number of hidden units, this ladder-type structure helps RNN
keep all sequential details of the time series and accurately
classify human actions. Before each of these layers, a dropout

6. CONCLUSION
This work investigated the effectiveness of optimizing
sequential deep learning parameters on time series data
classification accuracy for human activity recognition. We
used GA as a reliable automatic parameter tuning technique
to enhance the models’ accuracy. The GA found the number
and position of RNN hidden layers such as BiLSTM and
GRU and some of the RNN models’ critical parameters such
as epochs, dropout, batch size, learning rate, and hidden units.
To overcome overfitting problem, some dropout layers were
added to the model. We used the UniMiB SHAR open-source
dataset for training and evaluation.
The results showed that using a hierarchical structure of
LSTM and the GRU layers improves the HAR accuracy
compared to the latest research in this field. As part of our
future directions, we intend to apply the selected RNN
models on more datasets to leverage the approach’s
generalization. We also aim to explore and compare data
augmentation techniques such as window warping and
window slicing on the proposed models' accuracy.
7. ACKNOWLEDGEMENT
This article is a result of the project Safe Cities - Inovação
para Construir Cidades Seguras, with the reference POCI-010247-FEDER-041435, co-funded by the European Regional
Development Fund (ERDF), through the Operational
Programme for Competitiveness and Internationalization
(COMPETE 2020), under the PORTUGAL 2020 Partnership
Agreement.
8. REFERENCES
[1] Ahmed, Nadeem, Jahir Ibna Rafiq, and Md Rashedul Islam.
"Enhanced human activity recognition based on smartphone
sensor data using hybrid feature selection model." Sensors
20, no. 1, p. 317, 2020.
[2] Sena, Jessica, Jesimon Barreto, Carlos Caetano, Guilherme
Cramer, and William Robson Schwartz. "Human activity
recognition based on smartphone and wearable sensors using
multiscale DCNN ensemble." Neurocomputing, 2020.
[3] Subasi, Abdulhamit, Kholoud Khateeb, Tayeb Brahimi, and
Akila Sarirete. "Human activity recognition using machine
learning methods in a smart healthcare environment." In

134

Innovation in Health Informatics, pp. 123-144. Academic
Press, 2020.
[4] Lattie, Emily G., Jennifer Nicholas, Ashley A. Knapp,
Joshua J. Skerl, Susan M. Kaiser, and David C. Mohr.
"Opportunities for and tensions surrounding the use of
technology-enabled mental health services in community
mental health care." Administration and Policy in Mental
Health and Mental Health Services Research, Vol. 47, No. 1,
pp. 138-149, 2020.
[5] Nadeem, Amir, Ahmad Jalal, and Kibum Kim. "Human
actions tracking and recognition based on body parts
detection via Artificial neural network." In 2020 3rd
International
Conference
on
Advancements
in
Computational Sciences (ICACS), pp. 1-6. IEEE, 2020.
[6] Ahmad, Zeeshan, and Naimul Khan. "CNN based Multistage
Gated Average Fusion (MGAF) for Human Action
Recognition Using Depth and Inertial Sensors." IEEE
Sensors Journal, 2020.
[7] Zhang, Pengfei, Cuiling Lan, Wenjun Zeng, Junliang Xing,
Jianru Xue, and Nanning Zheng. "Semantics-guided neural
networks for efficient skeleton-based human action
recognition." In Proceedings of the IEEE/CVF Conference
on Computer Vision and Pattern Recognition, pp. 11121121, 2020.
[8] Jaouedi, Neziha, Noureddine Boujnah, and Med Salim
Bouhlel. "A new hybrid deep learning model for human
action recognition." Journal of King Saud UniversityComputer and Information Sciences, Vol. 32, No. 4 , pp.
447-453, 2020.
[9] Sadhukhan, Swarnava, Siddhartha Mallick, Pawan Kumar
Singh, Ram Sarkar, and Debotosh Bhattacharjee. "A
comparative study of different feature descriptors for
video-based human action recognition." In Intelligent
Computing: Image Processing Based Applications,
Springer, Singapore, pp. 35-52, 2020.
[10] Minarno, Agus Eko, Wahyu Andhyka Kusuma, Hardianto
Wibowo, Denar Regata Akbi, and Naser Jawas. "Single
Triaxial Accelerometer-Gyroscope Classification for
Human Activity Recognition." In 2020 8th International
Conference on Information and Communication
Technology (ICoICT), IEEE, pp. 1-5, 2020.
[11] Cruciani, Federico, Anastasios Vafeiadis, Chris Nugent,
Ian Cleland, Paul McCullagh, Konstantinos Votis,
Dimitrios Giakoumis, Dimitrios Tzovaras, Liming Chen,
and Raouf Hamzaoui. "Feature learning for human
activity recognition using convolutional neural networks."
CCF Transactions on Pervasive Computing and
Interaction, Vol. 2, No. 1, pp. 18-32, 2020.
[12] Li, Frédéric, Kimiaki Shirahama, Muhammad Adeel
Nisar, Lukas Köping, and Marcin Grzegorzek.
"Comparison of feature learning methods for human
activity recognition using wearable sensors." Sensors Vol.
18, No. 2 p. 679, 2018.
[13] Lv, Tianqi, Xiaojuan Wang, Lei Jin, Yabo Xiao, and Mei
Song. "Margin-based deep learning networks for human
activity recognition." Sensors, Vol. 20, No. 7, p. 1871,
2020.
[14] Khan, Muhammad Attique, Kashif Javed, Sajid Ali Khan,
Tanzila Saba, Usman Habib, Junaid Ali Khan, and Aaqif
Afzaal Abbasi. "Human action recognition using fusion of
multiview and deep features: an application to video

[15]

[16]

[17]

[18]

[19]

[20]

[21]

[22]

[23]

[24]

[25]

[26]

[27]

surveillance." Multimedia tools and applications, pp. 127, 2020.
Deng, Jiankang, Jia Guo, Niannan Xue, and Stefanos
Zafeiriou. "Arcface: Additive angular margin loss for
deep face recognition." In Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition,
pp. 4690-4699. 2019.
Shiranthika, Chamani, Nilantha Premakumara, Huei-Ling
Chiu, Hooman Samani, Chathurangi Shyalika, and ChanYun Yang. "Human Activity Recognition Using CNN &
LSTM." In 2020 5th International Conference on
Information Technology Research (ICITR), pp. 1-6.
IEEE, 2020.
Jordao, Artur, Ricardo Kloss, and William Robson
Schwartz. "Latent HyperNet: exploring the layers of
convolutional neural networks." In 2018 International
Joint Conference on Neural Networks (IJCNN), pp. 1-7.
IEEE, 2018.
Mutegeki, Ronald, and Dong Seog Han. "A CNN-LSTM
approach to human activity recognition." In 2020
International Conference on Artificial Intelligence in
Information and Communication (ICAIIC), pp. 362-366.
IEEE, 2020.
Uddin, Md Zia, Mohammed Mehedi Hassan, Ahmed
Alsanad, and Claudio Savaglio. "A body sensor data
fusion and deep recurrent neural network-based behavior
recognition approach for robust healthcare." Information
Fusion 55 (2020): 105-115.
Hochreiter, Sepp, and Jürgen Schmidhuber. "Long shortterm memory." Neural computation, Vol. 9, No. 8, pp.
1735-1780, 1997.
Chung, Junyoung, Caglar Gulcehre, KyungHyun Cho,
and Yoshua Bengio. "Empirical evaluation of gated
recurrent neural networks on sequence modeling." arXiv
preprint arXiv:1412.3555, 2014.
Siraj, Md Sadman, and M. A. R. Ahad. "A Hybrid Deep
Learning Framework using CNN and GRU-based RNN
for Recognition of Pairwise Similar Activities." In 2020
Joint 9th International Conference on Informatics,
Electronics & Vision (ICIEV) and 2020 4th International
Conference on Imaging, Vision & Pattern Recognition
(icIVPR), pp. 1-7. IEEE, 2020.
Habib, Mohammad Ashfak, Mas S. Mohktar, Shahrul
Bahyah Kamaruzzaman, Kheng Seang Lim, Tan Maw
Pin, and Fatimah Ibrahim. "Smartphone-based solutions
for fall detection and prevention: challenges and open
issues." Sensors, Vol. 14, No. 4, 2014, pp. 7181-7208.
Medrano, Carlos, Raul Igual, Inmaculada Plaza, and
Manuel Castro. "Detecting falls as novelties in
acceleration patterns acquired with smartphones." PloS
one, Vol. 9, No. 4, 2014.
Shoaib, Muhammad, Stephan Bosch, Ozlem Durmaz
Incel, Hans Scholten, and Paul JM Havinga. "A survey of
online activity recognition using mobile phones." Sensors,
Vol. 15, No. 1, pp. 2059-2085, 2015.
Igual, Raul, Carlos Medrano, and Inmaculada Plaza. "A
comparison of public datasets for acceleration-based fall
detection." Medical engineering & physics, Vol. 37, No.
9, pp. 870-878, 2015.
Torres-Huitzil, Cesar, and Andres Alvarez-Landero.
"Accelerometer-based human activity recognition in

135

[28]

[29]

[30]

[31]

[32]

[33]

[34]

[35]

[36]

[37]

[38]

[39]

[40]

[41]

smartphones for healthcare services." In Mobile health,
Springer, Cham, pp. 147-169, 2015.
Vepakomma, Praneeth, Debraj De, Sajal K. Das, and
Shekhar Bhansali. "A-Wristocracy: Deep learning on
wrist-worn sensing for recognition of user complex
activities." In 2015 IEEE 12th International conference on
wearable and implantable body sensor networks (BSN),
IEEE, pp. 1-6, 2015.
Ravi, Daniele, Charence Wong, Benny Lo, and GuangZhong Yang. "A deep learning approach to on-node
sensor data analytics for mobile or wearable devices."
IEEE journal of biomedical and health informatics, Vol.
21, No. 1, pp. 56-64, 2016.
Hong, Jin-Hyuk, Julian Ramos, and Anind K. Dey.
"Toward personalized activity recognition systems with a
semipopulation approach." IEEE Transactions on HumanMachine Systems, Vol. 46, No. 1, pp. 101-112, 2015.
C. A. Ronao and S.-B. Cho, "Human activity recognition
with smartphone sensors using deep learning neural
networks," Expert Syst. Appl., Vol. 59, pp. 235–244,
2016.
Hammerla, Nils Y., Shane Halloran, and Thomas Plötz.
"Deep, convolutional, and recurrent models for human
activity recognition using wearables." arXiv preprint
arXiv:1604.08880, pp. 1533–1540, 2016.
Micucci, Daniela, Marco Mobilio, and Paolo Napoletano.
"Unimib shar: A dataset for human activity recognition
using acceleration data from smartphones." Applied
Sciences, Vol. 7, No. 10, p. 1101, 2017.
Ramasamy Ramamurthy, Sreenivasan, and Nirmalya
Roy. "Recent trends in machine learning for human
activity recognition—A survey." Wiley Interdisciplinary
Reviews: Data Mining and Knowledge Discovery, Vol. 8,
No. 4, p. 1254, 2018.
Nweke, Henry Friday, Ying Wah Teh, Mohammed Ali
Al-Garadi, and Uzoma Rita Alo. "Deep learning
algorithms for human activity recognition using mobile
and wearable sensor networks: State of the art and
research challenges." Expert Systems with Applications,
No. 105 pp. 233-261, 2018.
Grossi, Giuliano, Raffaella Lanzarotti, Paolo Napoletano,
Nicoletta Noceti, and Francesca Odone. "Positive
technology for elderly well-being: A review." Pattern
Recognition Letters, Vol. 137, pp. 61-70, 2020.
Wang, Jindong, Yiqiang Chen, Shuji Hao, Xiaohui Peng,
and Lisha Hu. "Deep learning for sensor-based activity
recognition: A survey." Pattern Recognition Letters, Vol.
119, pp.3-11, 2019.
Li, Honggui, and Maria Trocan. "Deep learning of
smartphone sensor data for personal health assistance."
Microelectronics Journal, Vol. 88, pp. 164-172, 2019.
Ferrari, Anna, Daniela Micucci, Marco Mobilio, and
Paolo Napoletano. "On the personalization of
classification models for human activity recognition."
IEEE Access, Vol. 8, pp. 32066-32079, 2020.
Teng, Qi, Kun Wang, Lei Zhang, and Jun He. "The layerwise training convolutional neural networks using local
loss for sensor-based human activity recognition." IEEE
Sensors Journal, Vol. 20, No. 13, pp. 7265-7274, 2020.
Xia, Kun, Jianguang Huang, and Hanyu Wang. "LSTMCNN architecture for human activity recognition." IEEE
Access, Vol. 8, pp. 56855-56866, 2020.

[42] Liciotti, Daniele, Michele Bernardini, Luca Romeo, and
Emanuele Frontoni. "A sequential deep learning
application for recognizing human activities in smart
homes." Neurocomputing, Vol. 396, pp. 501-513, 2020.
[43] Mukherjee, Debadyuti, Riktim Mondal, Pawan Kumar
Singh, Ram Sarkar, and Debotosh Bhattacharjee.
"EnsemConvNet: a deep learning approach for human
activity recognition using smartphone sensors for
healthcare applications." Multimedia Tools and
Applications, Vol. 79, No. 41, pp. 31663-31690, 2020.
[44] Uddin, Md Zia, Mohammed Mehedi Hassan, Ahmed
Alsanad, and Claudio Savaglio. "A body sensor data
fusion and deep recurrent neural network-based behavior
recognition approach for robust healthcare." Information
Fusion, Vol. 55, pp. 105-115, 2020.
[45] Wang, Limin, Yu Qiao, and Xiaoou Tang. "Action
recognition with trajectory-pooled deep-convolutional
descriptors." In Proceedings of the IEEE conference on
computer vision and pattern recognition, pp. 4305-4314.
2015.
[46] Gao, Wenbin, Lei Zhang, Qi Teng, Hao Wu, Fuhong Min,
and Jun He. "DanHAR: dual attention network for
multimodal human activity recognition using wearable
sensors." arXiv preprint arXiv:2006.14435, 2020.
[47] Alawneh, Luay, Tamam Alsarhan, Mohammad Al-Zinati,
Mahmoud Al-Ayyoub, Yaser Jararweh, and Hongtao Lu.
"Enhancing human activity recognition using deep
learning and time series augmented data." Journal of
Ambient Intelligence and Humanized Computing, pp. 116, 2021.

136

Session 8
Machine Learning
Association Rule Mining In Databases: Testing A SQL Approach To FP-Growth
Author: Tiago Marques
A Review on Oracle Issues in Machine Learning
Author: Diogo Seca
Supervised Machine Learning Approach for Aspect-Category Detection
Author: Pedro Moreira

137

Association Rule Mining In Databases: Testing An
SQL Approach To FP-Growth
Tiago Marques
Faculty of Engineering
University of Porto
Email: up202000048@fe.up.pt
Abstract—In order to leverage business transactions and bring
association rule mining closer to database developers, this paper
discusses an SQL approach to FP-Growth to test existing academic work on the subject. We use the Online Retail dataset from
the UCI repository. We define our hypothesis as whether ANSI
SQL can be applied to FP-growth. Our experiment shows we are
unable to complete the algorithm in ANSI SQL only. In short, we
are able to build FP-trees, but find limitations in the construction
of conditional FP-trees, requiring recursion and materialization
of temporary tables. As literature suggests overcoming limitations
using procedural code or object extensions to SQL, we complete
the algorithm by generating conditional FP-trees and patterns
using the pyfpgrowth library. Ultimately, we don’t see interest
in further investigation to implement FP-growth using SQL, but
our research shows SQL can be applied on tree-based algorithms
that don’t require deep recursion.

Keywords: SQL, FP-growth, Association Rules, Market
Basket Analysis.

I. I NTRODUCTION
Market Basket Analysis (MBA) is a domain in association
mining in which the objective is to detect meaningful correlations between items according to their co-occurence, more
specifically in transactions. Generically, the MBA process aims
to identify the most frequent itemset, then generate association rules according to predefined criteria, such as support,
confidence and lift, retaining the strongest relations among
frequent items, then repeat the process until no additional
frequent itemsets are found.
From our contact with the industry, relational databases and
SQL are prevalent, meanwhile techniques such as association
rule mining can be difficult to implement due to limited knowhow regarding data mining tools. This means there is a small
niche where companies can use tools they already know —
SQL queries — work closer to source data, and have database
developers who know the ins and outs of data at their disposal.
We looked for a relevant dataset that could emulate the
environment we describe. Retailers have been using MBA
techniques for the past 20 years, yet public datasets containing
transactions are still scarce. For this paper, we select the Online
Retail dataset from the UCI repository of machine learning [7],
that contains transactions from a gift shop spanning from 2010
through 2011.

One algorithm available for association rule mining is FPGrowth. We selected this algorithm since there is limited
research on an SQL implementation, and, while respecting the
algorithm’s structure, the code implementation proposed by
[5] is unclear and difficult to reproduce. We intend to clarify
this possibility, and discuss the advantages and shortcomings
of FP-Growth using an SQL approach. We use SQL analytic
functions and common table expressions (CTE) to build the
FP-tree. Then, we find SQL to be inappropriate in generating
conditional objects, and we select a Python library to overcome
limitations and complete the algorithm. Hence, our implementation is partially working in SQL, albeit we believe it is still
relevant to show to which extent the language can be used.
This paper is structured as follows. Section 2 presents a
brief literature review of techniques and tools employed in
this paper. Section 3 presents the dataset, then we prepare
data for mining. Section 4.1 contains the SQL approach to
FP-growth. Section 4.2 completes the FP-growth algorithm
and presents results. Section 5 discusses results and contains
a short conclusion. Section 6 contains code snippets used in
our experiment.

II. L ITERATURE REVIEW

Several authors proposed algorithms for the frequent itemset generation problem: the most well-known are Apriori
[1], Eclat [2] and FP-growth [3], and have been subject to
a number of improvements and adaptations. Some authors,
namely [4], [5], tried to implement these algorithms using
SQL. AN SQL approach presents some advantages: first,
working inside the database, SQL queries allow to quickly
analyse and extract data, and second, data can be aptly saved
for reuse. On the other hand, SQL is not as flexible as
other programming languages: recursion, use of objects and
looping can be tricky or impossible to implement in ANSI
SQL and require extensions to the language [5]. Considering
the three algorithms mentioned before, SQL approaches and
optimizations to Apriori have already been tested successfully
[4], [5], [6].
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III. DATASET

B. Database modeling

A. Dataset characterization
TABLE I
DATASET CHARACTERIZATION

Column

Data type

Description

InvoiceNo

Nominal, 6-digit
integer

Invoice number
uniquely assigned to
each transaction.

StockCode

Nominal, 5-digit
integer

Product (item) code
uniquely assigned to
each product.

Description

Nominal

Product (item) name.

Quantity

Numeric

The quantities of each
product (item) per
transaction.

InvoiceDate

Numeric

Invoice day and time
when each transaction
was generated.

UnitPrice

Numeric

Product price per unit
in sterling.

CustomerID

Nominal, 5-digit
integer

Customer number
uniquely assigned to
each customer.

Country

Nominal

Country where each
customer resides.

The Online Retail dataset from UCI repository is a transnational data set which contains all the transactions occurring
between 01/12/2010 and 09/12/2011 for a UK-based and
registered non-store online retail. The company mainly sells
unique all-occasion gifts. Many customers of the company are
wholesalers. We imported the original dataset to PostgreSQL
for further processing. Table 1 contains the dataset characterization according to the UCI dataset description1 . It is a large
dataset, with 541909 rows and 8 variables. Table 2 summarizes
all issues found during data analysis that are addressed in the
following sub-section.
TABLE II
DATASET ISSUES

After loading the Excel file to a PostgreSQL table
(uci_dataset), we perform data cleaning to fix the issues found
in table 2. Then we create a data model. Algorithm 1 explains
all the steps to prepare the data model. Details about the
SQL code can be found in the Appendix section (figure 3).
Comments near each line represent each step of the algorithm.
Algorithm 1 Cleaning the Online Retail dataset
Input: Online Retail transactions dataset
Output: Normalized transactions data model
Method:
1. Select all rows from table
2. Filter rows
2.1 Remove duplicates
2.2 Remove empty IDs (InvoiceNo, StockCode, CustomerID)
2.3 Remove negative, empty or zero values for UnitPrice and
Quantity
2.4 Remove transaction fees and other non-product items using
regular expressions
2.5 Remove cancellations and adjustments
3. Create a normalized model with three tables
3.1 Transactions with (InvoiceNo, StockCode, CustomerID) as
primary key, InvoiceDate, UnitPrice and Quantity as attributes
3.2 Customers with distinct CustomerID as primary key and
Country as attribute. Keep only the last Country available.
3.3 Products with distinct StockCode as primary key and Description as attribute. Keep only the last Description available.

Fig. 1. Entity Relationship Diagram

Column

Issues

InvoiceNo

If code starts with letter ’a’ or ’c’, it indicates an
adjustment or a cancellation respectively.

StockCode

StockCode includes gifts. Cannot be null

Description

Transaction fees are added as products and should
be removed. Cannot be empty.

Quantity

Quantity should be greater than 0.

InvoiceDate

-

UnitPrice

Unit price should be greater than 0.

CustomerID

CustomerID cannot be null.

Country

Some customers change country as dates progress
in the dataset.

1 https://archive.ics.uci.edu/ml/datasets/online+retail

Figure 1 shows the Entity Relationship Diagram. Database
normalization will ensure FP-growth can be done using a key
instead of a long description. Due to the nature of the algorithm, a large number of products with very long descriptions
can exceed column size limitations when combined together.
Product descriptions can be later retrieved joining results with
the products table.
IV. M ETHODOLOGY
A. Building the FP-tree table using SQL
Association rules can be mined either horizontally or vertically. In the horizontal layout, items are grouped by transactions, whereas transactions are grouped by items in the vertical
layout. Figure 1 shows the difference of the horizontal and
vertical layouts. We fit our dataset to use the horizontal layout.
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Algorithm 3 Construction of FP table

Vertical
Horizontal

Item

TID

TID

Item

Item 1

1

1

Item 1, Item 3

Item 2

2

2

Item 2, Item 4, Item 5

Item 3

1, 3

3

Item 3, Item 5

Item 4

2

...

...

Item 5

2, 3

...

...

Input: A transferred transaction table T’
Output: A table FP
Method:
1. Find previous items in each transaction ordered by item_order (previously
calculated in algorithm 1) and append to T’
2. Build an EFP table containing all the paths recursively
3. Build FP by querying the EFP to aggregate item paths and store counts
T’

Fig. 2. Comparison of transaction layouts

EFP

TID

Item

Order

Item

1

Item 3

1

Item 3

null

1

Item 5

2

Item 5

null : Item 3

2

Item 3

1

Item 3

null

2

Item 5

2

Item 5

null : Item 3

...

...

...

...

...

V

Path

V

FP

We take [5]’s approach to build the FP-tree. To do so, the
following steps must be performed:

•

•

Filter dataset T with a minimum support count parameter
to create a projection table T’ according to algorithm 2.
SQL code can be found in the appendix (figure 4);
Build the FP-tree from an EFP-tree as described in
algorithm 3. SQL code can be found in the appendix
(figure 5).

Algorithm 2 Construction of T’
Input: A transaction table T
Output: A table T’
Method:
1. Using transactions, build a subquery with item counts >= minimum support
2. Join transactions with the subquery to filter non-frequent items
3. Add items by descending order of counts within each transaction

Item

Path

Count

Item 3

null

2

Item 5

null : Item 3

2

...

...

...

We build conditional FP-trees and pattern bases to mine
frequent patterns outside the RDBMS: even though possible
[5], it is not practical to implement the recursive algorithm and
materialize tables using SQL-based queries [6]. Also, we don’t
see benefits using procedural SQL, user-defined SQL functions
or object extensions such as XML paths to accomplish this
particular task, as it would no longer fit our hypothesis. Table
3 example shows that, for a given frequent itemset, many
different conditional FP-trees with minimum support = 2 will
be generated, which is not known before generating frequent
patterns. Also, many iterations are possible, e.g. conditional
FP-trees of previously generated frequent patterns, depending
on the number of items and patterns generated. In short, ANSI
SQL cannot handle the second part of the algorithm due to
recursion and temporary table materialization.

SQL dataset
TID

Item

1

Item 1

1

Item 3

2

Item 2

2

Item 4

2

Item 5

3

Item 3

3

Item 5

...

...

TABLE III
F REQUENT PATTERN GENERATION

T’

V

TID

Item

Order

1

Item 3

1

1

Item 5

2

2

Item 3

1

2

Item 5

2

...

...

...

To build the FP-tree, we query transactions using a minimum support parameter. The query used to build the FPtree adopts the EFP technique created by [5]. We implement
this technique by use of window functions in common table
expressions, then we summarize path counts.

Item
T
C
S

B

Conditional Pattern
{{A,B:1},{A,B,S:1}}
{{A,B:1},{A:1}}
{{A,B:2},{A:2},{B:2}}
{{A:4}}

Conditi. FP-tree
<A:2,B:2>
<A:2>
<A:4,B:2>,<B:2>
<A:4>

Freq. Patt. Generated
{A,T:2},{B,T:2},{A,B,T:2}
{A,C:2}
{A,S:4},{B,S:4},{A,B,S:2}
{A,B:4}

Also, to compete with other methods available for FPgrowth, this approach would need additional SQL code to
implement other metrics commonly used, such as percentual
support, confidence and lift. Furthermore, as our approach only
implements part of the algorithm, we don’t see interest in
doing a side-by-side comparison.
B. Completing FP-growth with a Python library
We use the Python library pyfpgrowth2 to complete FPgrowth. Pyfpgrowth is a simple library that fits this particular
2 https://pypi.org/project/pyfpgrowth/
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paper, because it implements FP-growth in two steps: it computes the FP-tree taking a minimum support count parameter,
then it generates the association rules taking a minimum probability parameter. We completed the first part of the process
in the previous section. In order to conform to pyfpgrowth’s
implementation, we transform the FP table into a dictionary
with items in tuples and the count of each tuple, to generate
rules. Algorithm 4 describes the process from querying table
FP to generating association rules. Corresponding Python code
is available in the appendix (figure 6). Results of association
rules are presented in table 4, for a minimum probability
of 0.7. We use the dataset as a tool mostly to discuss the
implementation details of our approach. In fact, we think it is
not very relevant to discuss here whether a product set pairs
well with another.

Performance-wise, we performed database operations on
an OdroidXU4 running armbian. This single board computer
contains an octa-core Samsung Exynos ARMv7 CPU. We run
a docker image of PostgreSQL on top of an SD card. We got
the following execution times:

•
•
•

Building the data model: ~10 seconds (contains regex
expressions, can be further optimized with indices);
Building materialized view T’: <1 second;
Building materialized view FP: <1 second.

We think this is acceptable, taking into account slow disk read
performance on the OdroidXU4 caused by the SD card.

Algorithm 4 Use of FP table with pyfpgrowth
Input: A table FP and a minimum probability parameter
Output: Association rules
Method:
1. Concatenate item and original path into a new path
2. Retrieve new path and respective count
3. Split paths into tuples
4. Iterate dataframe rows to create a dictionary
5. Call pyfpgrowth function generate_association_rules with parameters dictionary and minimum probability
6. Save data for reuse

V. D ISCUSSION AND CONCLUSION
TABLE IV
R ESULTS FROM ASSOCIATION RULES ( MIN . PROBABILITY = 0.7)
Original rule

Association

Probability

(22470, 85123A)

(22469,)

1.600000

(82482, 82494L)

(82483, 84029E, 84029G, 85123A)

3

(84029G, 85123A)

(82483, 82494L, 84029E)

1.250000

(82494L, 85123A)

(82483, 84029E, 84029G)

1.666667

(22910, 85123A)

(22086,)

1.250000

(22632, 22867)

(22865,)

1

(21479, 22834)

(21481,)

1

(21479, 22112)

(22111,)

0.750000

(21485, 84029E)

(22111, 22112, 22837)

1

(21485, 22111, 84029E)

(22112, 22837)

1

(21485, 22111, 22837, 84029E)

(22112,)

1

(21485, 22111)

(22112, 84029E)

1

(21485, 22112)

(22111, 84029E)

0.750000

(21485, 22111, 22112)

(22837, 84029E)

1

(20725, 21212)

(84991,)

1

(20685, 21212)

(22752,)

1

(22469, 22834)

(85123A,)

1

(22726, 22960)

(22727,)

1

(21479, 22112, 84029E)

(21485, 22111, 22837, 84029G)

1

(21485, 22111, 22112, 22837, 84029E)

(21479, 84029G)

1

(21485, 85123A)

(22111,)

1

(22086, 22423, 22834)

(22111,)

1

(82494L, 84879)

(85123A,)

1

(20725, 85099B)

(22411,)

1

(22910, 22961)

(21034,)

0.750000

(84029E, 85123A)

(84029G,)

0.857143

(22197, 22961)

(21733,)

1

(21481, 22834)

(21479,)

1

(21479, 22470)

(22469, 22837)

1

(22837, 85123A)

(22111, 22112)

0.750000

(22111, 22834)

(85123A,)

1

(22112, 85123A)

(22111,)

0.700000

(21479, 22086, 22837, 22910)

(21481,)

1

This paper shows that an SQL approach to FP-growth
has limitations. We took advantage of the relational database
performance and worked directly on the dataset. We also see
the ability to quickly filter and persist data for reuse as an
advantage, still this is not restrictive to our approach. On the
other hand, mining association rules from the FP-tree is both
too expensive and complex to be performed on a relational
database in ANSI SQL. Having to use a Python library to
complete our approach is a clear limitation, as our goal was
to enable database developers to use this algorithm in their
preferred language.
We clarify the approach defended by [5] with a real-life
dataset containing a considerable number of rows. Taking into
account the effort needed to implement FP-growth, especially
compared with an implementation on visual programming
software such as RapidMiner or Weka, we think taking an SQL
approach to FP-growth is essentially an academic exercise that
highlights the limitations of the language, namely once we try
to perform deep recursion on tree structures. However, we
show SQL is capable of generating trees: a potential research
area would be to check if this language can be applied to
other association mining algorithms that have tree-like data
structures.
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VI. A PPENDIX
A. SQL code

--Cleaned dataset
create materialized view cleaned_dataset as
select distinct * --2.1
from uci_database ud
where left(upper(“InvoiceNo”),1) not in (’A’,’C’) --2.5
and not "Description" ~ (’
wrong.*?|test|SAMPLES|Sale error|returned|on cargo order|
Manual|mailout|incorrect.*?|
check|damage.*?|\?+|printing smudges/thrown away|
crushed boxes|[Aa]djust.*?|[add|allocate] stock.*?|
[[Aa]mazon|AMAZON].*?|broken|Breakages|CARRIAGE|.*?[Dd]otcom.*?|
[Ff]ound.*?|FOUND.*?|[Hh]ad been put aside.*?
’) --2.4
and upper("StockCode") not like ’GIFT%’ --2.4
and "Quantity" > 0 --2.3
and "UnitPrice" > 0 --2.3
and "Description" is not null --2.2
and "CustomerID" is not null --2.2
and “InvoiceNo” is not null --2.2
and “StockCode” is not null; --2.2
--Transactions
create table transactions as
select distinct “InvoiceNo”
“StockCode”,
“CustomerID”,
“InvoiceDate”,
“UnitPrice”,
“Quantity”
from cleaned_dataset;
--Customers
create table customers as
with customers_intermediate as (
select distinct “CustomerID”,
“Country”,
“InvoiceDate”,
max(“InvoiceDate”) over (partition by “CustomerID”) as max_date
from cleaned_dataset
)
select distinct “CustomerID”,
“Country”,
“InvoiceDate” as “LastUpdate”
from customers_intermediate
where “InvoiceDate” = max_date; --3.2
--Products
create table products as
with products_intermediate as (
select distinct “StockCode”,
“Description”,
“InvoiceDate”,
max(“InvoiceDate”) over (partition by “StockCode”) as max_date
from cleaned_dataset
)
select distinct “StockCode”,
“Description”,
“InvoiceDate” as “LastUpdate”
from products_intermediate
where “InvoiceDate” = max_date; --3.3
--Primary keys
ALTER TABLE transactions ADD PRIMARY KEY (“InvoiceNo”, “StockCode”, “CustomerID”);
ALTER TABLE customers ADD PRIMARY KEY (“CustomerID”);
ALTER TABLE products ADD PRIMARY KEY (“StockCode”);
--Foreign keys
ALTER TABLE transactions ADD CONSTRAINT fk_prod FOREIGN KEY (“StockCode”) REFERENCES
products(“StockCode”);
ALTER TABLE transactions ADD CONSTRAINT fk_cust FOREIGN KEY (“CustomerID”)
REFERENCES customers(“CustomerID”);

Fig. 3. SQL code to clean the dataset and build the data model

CREATE MATERIALIZED VIEW FP AS
WITH t AS (
SELECT t_1.tid, t_1.item,
lag(t_1.item, 1) OVER (PARTITION BY t_1.tid ORDER BY t_1.item_order ) AS
previous_item,
t_1.item_order
FROM t_1
), efp AS (
SELECT t.item, string_agg(
COALESCE(t.previous_item, ’null’),’:’) OVER (PARTITION BY t.tid ORDER BY
t.item_order
) AS path
FROM t
)
SELECT efp.item, efp.path, count(1) AS cnt
FROM efp
GROUP BY efp.item, efp.path
HAVING and (CHAR_LENGTH(path) - CHAR_LENGTH(REPLACE(path, ’:’, ”))) >= 1
ORDER BY count(1) DESC

Fig. 5. SQL code for FP

B. Python code
# Import libraries
from sqlalchemy import create_engine
import pandas as pd
import pyfpgrowth as fp
engine = create_engine(’postgresql://postgres:password@localhost:5432/postgres’)
# Query FP
df = pd.read_sql("""
SELECT distinct concat(item, ’:’, replace(nullif(path,’null’),’null:’,”)) as path
,cnt
from public.fp
where cnt > 1
""", engine)
# Prepare input format
fp = {tuple(row["path"].split(’:’)):row["cnt"] for index, row in df.iterrows()}
# Generate association rules with minimum probability 0.7
rules = pyfpgrowth.generate_association_rules(fp, 0.7)
# Build dataframe from rules dictionary
df_rules = pd.DataFrame.from_dict(rules, orient=’index’)
# Save data to PostgreSQL for reuse
df_rules.to_sql(“association_rules”, engine)

Fig. 6. Python code for generating association rules

R EFERENCES
[1] S. Ramakrishnan, R. Agrawal, "Fast Algorithms For Mining Association
Rules," in Proc. VLDB Conference, 1994, pp. 487-499.
[2] J. Zaki, “Parallel Algorithms For Discovery Of Association Rules,” in
Data mining and knowledge discovery 1.4, 1997, 343-373.
[3] J. Han, J. Pei, J. Yin, “Mining Frequent Patterns Without Candidate
Generation: A Frequent-Pattern Tree Approach,” in Data Mining and
Knowledge Discovery 8, 2004, 53–87.
[4] X. Shang, K. Sattler, I. Geist, “SQL Based Frequent Pattern Mining With
Fp-growth,” in Applications of Declarative Programming and Knowledge
Management, Springer, Berlin, Heidelberg, 2004, pp. 32-46.
[5] X. Shang, “SQL Based Frequent Pattern Mining,” PhD thesis, 2005.
[6] N. Schulling, “Scalable Frequent Pattern Mining using Relational
Databases,” MS thesis, 2014.
[7] D. Chen, S. Sain, K. Guo, “Data Mining For The Online Retail Industry:
A Case Study Of RFM Model-based Customer Segmentation Using Data
Mining,” in Journal of Database Marketing and Customer Strategy Management, Vol. 19, No. 3, 2012 pp. 197-208, doi: 10.1057, dbm.2012.17.

CREATE MATERIALIZED VIEW T_1 AS
WITH t AS (
SELECT t_1.id, t_1.item
FROM transactions t_1,
(
SELECT item, count(*) AS count
FROM transactions
GROUP BY item
HAVING count(*) >= :min_support
ORDER BY count(*) DESC
) f
WHERE t_1.item = f.item
ORDER BY t_1.id, f.count DESC
) SELECT t.id AS tid, t.item, rank() OVER (PARTITION BY t.id ORDER BY
t_ord.ordered_items DESC) AS item_order
FROM t
JOIN (
SELECT t_1.item, count(*) AS ordered_items
FROM t as t_1
GROUP BY t_1.item
ORDER BY count(*) DESC
) t_ord USING (item)
ORDER BY t.id, t_ord.ordered_items DESC

Fig. 4. SQL code for T’
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A REVIEW ON ORACLE ISSUES
IN MACHINE LEARNING
Diogo Seca
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Porto, Portugal
ABSTRACT
Machine learning contrasts with traditional software development in that the oracle is the data, and the data is not always
a correct representation of the problem that machine learning
tries to model. We present a survey of the oracle issues found
in machine learning and state-of-the-art solutions for dealing
with these issues. These include lines of research for differential testing, metamorphic testing, and test coverage. We also
review some recent improvements to robustness during modeling that reduce the impact of oracle issues, as well as tools
and frameworks for assisting in testing and discovering issues
specific to the dataset.
Index Terms— Machine Learning · Oracle Issues · Oracle Problem · Differential testing · Metamorphic Testing
Mixed-type Data · Feature Engineering
1. INTRODUCTION
The topic of testing machine learning systems has recently
gained significant attention in the literature [1].
In traditional software development, oracle tests are implemented as tests that assert whether a given input produces
an expected output [2]. In machine learning (ML), a learning
algorithm might be bug-free but still deviate from the desired
behavior due to faults during training. Machine learning contrasts with traditional software development in the sense that
the data is considered the oracle. Moreover, a machine learning model heavily depends on data [3]. Bugs in data affect the
quality of the generated model and can be amplified to yield
more serious problems over a period of time [4].
1.1. Data in Machine Learning
For supervised learning problems, the data is usually segregated into two groups:
(1) Training data. A portion of the data is used to learn
a model according to a particular learning algorithm such as
XGBoost [5];
This work is financed by National Funds through the Portuguese funding agency, FCT - Fundação para a Ciência e a Tecnologia, within project
UIDB/50014/2020.

(2) Test data. The remaining portion of the data is used
to evaluate the predictions of the learned model using metrics. In classification problems, our predicted variable (class)
is categorical (or binary, in the special case of binary classification), which is often evaluated using metrics such as Accuracy, Precision, Recall, F1, or AUC. In regression problems,
our predicted variable (target) is continuous, which is often
evaluated using metrics such as Mean Absolute Error, Mean
Squared Error, or R-Squared.
The occurrence of missing values is common in real
datasets in supervised machine learning. However, there is a
branch of machine learning, named semi-supervised learning
[6], which aims to deal with problems in which only a portion
of the data (oftentimes small) contains information regarding
the target. In unsupervised learning, there is no target, which
means there is no particular variable that we want to predict.
Instead, we seek to learn a model from the patterns in the data
that correctly represents the probability densities over inputs.
One recent example of unsupervised learning is generative
models such as Generative Adversarial Networks [7].
1.2. The novelty of Machine Learning Testing
Most of the research in machine learning testing is centered
on supervised learning, some research is focused on issues
such as correctness and robustness [8]. Few papers relate to
testing interpretability, privacy, or efficiency [8].
Researchers have recently started adapting concepts from
the software testing domain to help the machine learning
community detect and correct faults in ML programs, namely
code coverage, mutation testing, and metamorphic testing [9]
[8]. In order to improve machine learning software, Amershi et al. suggest not only focusing on traditional software
debugging but also on error analysis [3].
1.3. The Oracle Problem
The oracle problem refers to situations where it is extremely
difficult, or impossible, to verify the test result of a given test
case (that is, an input selected to test the program) [10].
[11] argue that the only possible oracle is the end-user,
and so interactive ML systems are important to converge to143

wards the oracle truth. However, the oracle is known beforehand in the case of synthetic time series, except for the randomness introduced.
The identification of test oracles remains challenging because many desired properties are difficult to formally specify and domain-specific knowledge is often required. Companies usually rely on third-party data labeling companies to get
manual labels, which can be expensive. Alternatively, metamorphic relations are a type of pseudo oracle adopted to automatically mitigate the oracle problem in machine learning
testing [8].
1.4. Contributions
Our research follows the previous work of [12]. Two gaps
existed in the literature which we hope to contribute towards,
namely a survey of the oracle issues found in machine learning and the state of the art solutions for dealing with these
issues. Section 2 delves into the common issues found in machine learning, and briefly discusses some solutions. Sections
3, 4, and 5 present three strategies and best practices that solve
most of these issues. Section 6 concludes this work with a
foreword for future research on this topic.
2. COMMON ISSUES
2.1. Relating to data
The following are the common issues in the data which, despite not being caused by the machine learning practitioner,
may still negatively impact the modeling process. These are
issues that the machine learning practitioner cannot control,
but its impact may be minimized by sticking to reasonable
practices.
Noise in data
Noise can occur in label/target, as well as noise in the
features. Noise in label/target can also be conditional on the
features, and be the result of an unknown exogenous variable
at play. If this exogenous variable is known, then the ideal
solution would be to gather data on it and find a way to incorporate this data within the modeling process. However, this
is not always the case. As such, generally, machine learning
pipelines should be resilient to noise found in data.
Partially missing data
The data may have missing values in some features. This
is automatically imputed by some machine learning pipelines,
while in others, a new binary feature is created to introduce
the information that there is a missing value in a given feature.
Another form in which crucial data might be missing is if
an entire feature is missing. Imagine predicting temperatures
without knowing whether it was summer or winter, or even
what the day of the year was.

Ambiguous data Another is where the data is ambiguously annotated, fooling practitioners into making irrelevant
assumptions.
Unrepresentative samples
The dataset may not be a good representation of the real
world. For example, sampling electors who only use landline
may result in a biased sample. By feeding this biased sample
to a learning algorithm, we may be learning a biased model.
A common sub-issue is unbalanced datasets, in which the label/target is severely skewed towards some particular values.
Some sampling techniques like SMOTE may help reduce this
effect, resulting in better predictions.
Irrelevant raw data
Some methods such as k-Nearest Neighbors scale poorly
when increasing the number of features. This is because kNN is a distance-based algorithm, and when the number of
features increases, the significance of distant values in some
dimensions starts to decrease.
2.2. Relating to the use of data
Poor framing of the problem
Some problems are difficult to frame. An example of such
cases is attempting to model trends in time series data using
k-Nearest Neighbors. When given data with a simple monotonic trend, k-Nearest Neighbors looks at the local average,
which is an insufficient assumption to generalize the trend
component in time series. A solution to this issue would be
to instead of forecasting the time series in raw, forecast the
time series slope. Transformations such as these constitute a
change in the distribution of the variable(s) we wish to model
and predict. Another common problem is when outliers are
present, and the modeling process assumes distributions such
as the normal distribution that is unable to account for outliers. As such, outliers end up having a significant impact on
the modeling process, resulting in poor generalization.
Poor modeling assumptions
Assumptions can be made to improve the modeling process. However, this results in learning a model significantly
different. However, these assumptions add information where
the data may not. For example, Convolution Neural Networks
(CNNs) assume that vanilla networks do not: they assume
that some patterns are equally important, no matter where
they show in the picture. This changes the context of optimization and will result in a differently learned neural network model. In computer vision, Generative Adversarial Networks have become known for overcoming correcting this
issue where Variational Auto-Encoders could not [7]. Generative Adversarial Networks do so by adapting their objective function dynamically, enabling learning complex distributions present in the data [13].
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Misinterpretations of the data
It’s a common mistake to eyeball correlations and patterns
when looking at two pairs of time series. Humans are naturally gifted at finding patterns, even when there are none, and
the time series are resultant from a white noise generator.
Irrelevant features
Data can be turned into features, but not all features are
equally important. Features can be quantified in terms of feature importance using permutation testing or Shapley values.
If the number of features is too large, an optimized selection of features can be efficiently found using Recursive
Feature Elimination.
Another approach that may help tackle the problem is applying dimensionality reduction techniques such as Principle
Component Analysis [14] or Auto-Encoders [15].
Multiple hypothesis testing
Optimization is often used to squeeze the best out-ofsample performance when using a learning algorithm that
requires the input of hyperparameters. However, when the
search hyper-parameter increases, so to does the likelihood
of finding the perfect fit for our validation set (the set we validate the choice of hyper-parameters). A reasonable solution
for such cases is to leave a portion of unseen data for one final
test out-of-sample.
Another way that might help reduce this issue is using
Stratified Cross-Validation, and Bayesian Optimization (e.g.
Optuna [16]) to sample the hyper-parameter solution space
conservatively. When testing for statistical significance, the
Bonferroni correction may be applied in order to adjust the
significance threshold to the number of tests performed [17].

3. DIFFERENTIAL TESTING
Differential testing is a software testing technique to detect
bugs in the implementation by providing the same input to a
series of similar applications or different implementations of
the same application, and observing differences in their execution [18]. Differential testing can be applied to machine
learning by either using different learning algorithms or by
using different backend implementations of the same algorithm.
Different learned models are said to be experts at specific
subsets of the data. Liem and Panichella learned different
models using distinct learning algorithms, and then calculate
the entropy between their predictions for the same instances
[12]. Entropy is higher for instances where the predictions
of the different models don’t agree on. This heuristic allowed
them to identify the potential oracle problems in deep learning
system, such as finding ambiguous labels and data hard to
model (due to observability issues).

3.1. Ambiguous data labeling
In computer vision, when multiple models consistently have
problems recognizing the ground truth, the image class may
not visually stand out. One example is during the classification of velvet, which doesn’t stand out as it is a material,
rather than a truly recognizable object [12].
When two classes are consistently confused by the models
they are synonyms, homonyms, or meronyms. One such solution learning from data with synonym labels is to group them
under a single label. For homonyms, it is to change the label
in order to distinguish distinct terms. Meronyms may occur
when an image that contains one object/label might also contain objects relating to the other paired label. Meronyms can
be analyzed in hierarchies, and if required apply hierarchical
methods [12].
If we’re training a model to detect the most salient object
in an image, what should the model predict, from an image
showing a bucket with oranges? A bucket? Oranges? Labeling these images using only one of the terms is subjective and may lead to ambiguity. If for a given image class,
multiple models consistently have problems recognizing the
ground truth class, the image class may not visually stand out
[12].
3.2. Class independence
Oftentimes, in image classification problems, the classes are
dependent [12]. However, they are mathematically represented as independent. Moreover, the maximum likelihood
criteria makes no assumptions of dependence between variables. A chihuahua could be considered equally far away
from a bicycle as a bulldog.
During the training of an ML classification pipeline,
the common criterion to optimize for is the likelihood of the
ground truth class, which should be maximized. With a single
ground-truth label being available per image, the best result
in terms of optimization, therefore, is to have a prediction
confidence of 1.0 for a single class (and thus, a probability
of 0.0 for other classes), even if multiple classes are present.
Thus, while a beach wagon typically contains more than one
car wheel, if the first class was the ground truth, optimization
is considered to have succeeded better if an ML system classifies beach wagon with 1.0 confidence, thus being ‘blind’ to
the possible presence of car wheels [12].
This could be fixed by taking prediction confidence into
consideration. Probabilistic machine learning, which we use
to predict probability distributions with uncertainty could be
a solution. Probabilistic learning also avoids the maximum
likelihood criteria as it does not use the maximum likelihood
estimation as the objective function. Instead, it uses maximum a posteriori probability. Probabilistic models can be
beneficial including calibration and when dealing with missing data in medical applications [19].
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3.3. CRADLE
CRADLE is a tool for testing Deep learning applications, inspired by differential testing [20]. CRADDLE uses different
Deep Learning backends and compares predictions of their
learned models. Some discrepancies point to implementation
faults in the backend. However, the existence of discrepancies
may signify that a label is inconsistent, so human supervision
is still required to distinguish between these two scenarios.
The authors also point to the generation of mutated models
using fuzzing to generate more tests.

The first step is to identify a set of properties or metamorphic relations that relate to multiple inputs and their outputs
of the algorithm for the target program. The source test cases
and their corresponding follow-up test cases are constructed
based on these metamorphic relations. Following the executing of all these test cases using the machine learning pipeline,
we can check whether the outputs satisfy their corresponding
metamorphic relations [22].
Based on the literature, we have 21 listed metamorphic
relations for machine learning systems [29][30][22][31][32]:
1. Permutation of the order of elements in a set;

3.4. Audee

2. Taking the inverse of each element in a set;

Audee, is another differential testing approach based on
CRADLE that has been used to discover 26 unknown bugs
in Deep Learning frameworks [21]. Audee adopts a searchbased approach and implements three different mutation
strategies to generate diverse test cases by exploring combinations of model structures, parameters, weights and inputs.
Audee can detect three types of bugs: logical bugs, crashes
and Not-a-Number (NaN) errors.
4. METAMORPHIC TESTING
Xie et al. point out that cross-validation alone is not sufficiently effective to detect faults in a supervised classification
program. These authors propose using metamorphic testing
as an additional validation technique in order to alleviate the
oracle problem [22].
Metamorphic testing is a property-based software testing
technique, which can be an effective approach for addressing
the test oracle problem and test case generation problem [23].
For the specific case of machine learning, metamorphic relationships change the training data in some specific way and
then analyze the changes in the output of the retrained system.
Data augmentation techniques like scaling, cropping, and
rotating are commonly used to augment datasets for image
analysis [24]. Nair et al. claim to be the first to explore the
area of data augmentation techniques for ML-based analysis
of software code [25] . Using data with diversity to train models leads to more robust models [26] [27].
4.1. Metamorphic relations
Metamorphic relations are necessary properties of the target
function or algorithm in relation to multiple inputs and their
expected outputs [10].
When testing big data software, metamorphic relations
not only cover properties of the system under test but may
also cover properties of the data itself. Similar to the programrelated properties, these data-related properties can help produce additional follow-up data to form the sample data, and
to verify the test results, especially when the oracle problem
exists [28].

3. Consistence with affine transformation f (x) = kx +
b, (k 6= 0);
4. Permutation of class labels;
5. Permutation of the attribute;
6. Addition of uninformative attributes (e.g. a constant
attribute);
7. Addition of informative attributes;
8. Multiplying numerical values e.g. by a constant;
9. Consistence with re-prediction;
10. Addition of training samples;
11. Addition of classes by duplicating samples;
12. Addition of classes by re-labeling samples;
13. Removal of classes;
14. Removal of samples;
15. Reduce Margin (e.g. cropping an image);
16. Insert noise;
17. Insert separable;
18. Insert inputs with extremely large values;
19. Insert with all features exactly zero;
20. In case of classification, insert empty classes;
21. If categorical data is supported, insert inputs with
empty categories in categorical data.
These relations led to the discovery of bugs in the machine learning tools used Properties of machine learning applications for use in metamorphic testing [29].
[22] and [33] argue that metamorphic relations may represent both necessary and expected properties of the algorithm
under test: (1) violations of necessary properties are caused
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by faults in the algorithm and therefore are helpful for the purpose of verification; (2) violations of expected properties indicate divergences between what the algorithm does and what
the user expects, and thus are helpful for the purpose of validation.
[34] designed a method that extracts metamorphic properties using support vector machines. The authors distinguish
between metamorphic relations for creating pseudo oracles
and metamorphic relations for data generation. However, the
distinctions between these concepts seem redundant as they
both end up generating more data and more testing cases.
4.2. Tools
Dataset coverage. Zhang et al. studied test adequacy criteria used to provide quantitative measurement on the degree of
the target software that has been tested, e.g.: line coverage,
branch coverage, dataflow coverage [8]. Nakajima and Ngoc
Bui proposed a new coverage metric called dataset coverage
for the testing of machine learning programs [34]. Dataset
coverage focuses on the characteristics of the population distribution in the training dataset. This metric is generated by
testing newly generated data points based on metamorphic relations. However, this metric has some drawbacks:
1. complete dataset coverage is not possible because an
infinite number of data points can exist in between any
pair of adjacent data points.
2. the number of possible populations in datasets is also
infinite.
3. it requires parameterization.
Amsterdam framework. Murphy et al. presented a
framework named Amsterdam for the automated application
of metamorphic testing [30]. The tool takes as inputs the program under test and a set of metamorphic relations, defined
in an XML file.
The authors argue that in certain cases slight variations in
the outputs are not actually indicative of errors, e.g., floatingpoint calculations. To address this issue, Murphy et al. propose the concept of heuristic test oracles, by defining a function that determines whether the outputs are “close enough”
to be considered equals [30].
5. ROBUST MODELING
Currently, metamorphic testing is already being developed
into some of the most recently deep learning algorithms like
Generative Adversarial Networks [7], who have resulted in
state-of-the-art results in computer vision [35] and reinforcement learning [36]. Generative Neural Networks are trained
after several iterations of adversarial attacks, in order to minimize the error of the generated samples. This includes the

application of transformations of the input space, e.g. noise
and rotations.
Humbatova et al. report that the most frequently reported
issues related to the training of deep learning models are the
quality of the data, and preprocessing [37] This section is dedicated to the improvements that can be made to the machine
learning pipeline a priori in order to make the pipeline more
robust to oracle issues. We consider the machine learning
pipeline to include data preprocessing, training, and prediction.
The No free lunch theorem suggests that there is no ultimate machine learning algorithm and that each model works
best at some datasets [38]. However, the latest improvements in machine learning have been mostly due to the same
learning algorithms, and some even propose that a generalpurpose algorithm is indeed possible by the application of
meta-learning [39].
With the goal of minimizing oracle issues, Herbold et
al. suggest using grid search in order to achieve equivalence
class coverage for the hyperparameters [32]. Instead, we suggest using bayesian optimization instead as it is more effective at navigating the hyperparameter search space based on
bayesian theory [40].
5.1. Monitoring during modeling
When a new model shows better aggregate performance, it
can be hard to notice whether its performance worsened on
specific types of inputs. Testing predictions for a specific
hand-picked set of inputs is also crucial as this helps guarantee that any model we use always produces the expected
output on these example inputs [41].
5.2. Monitoring after deployment
In order to guarantee the performance after modeling, [42]
present 8 indicators for continuous monitoring after deployment of the machine learning pipeline.
6. CONCLUSION
We have tackled several research paths that have tried to solve
or at least minimize the impact of oracle issues.
Given the recent exposure of oracle issues and the advance
of testing practices for machine learning, we anticipate the
creation of novel techniques robust to some of the most common issues. We pose the question of how can meta-learning
use these prior experiences and knowledge to improve future
modeling.
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ABSTRACT
Sentiment Analysis focuses on the opinion of the entire text
of consumer reviews, but customers talk about multiple
aspects of an entity and express an opinion on each aspect
separately. Aspect-Based Sentiment Analysis (ABSA)
detects the refined opinions expressed on different aspects
of a given entity, in comments generated by the user. This
research performs one of the crucial tasks of ABSA which is
the extraction of aspects from the review text, more
precisely the aspect-categories detection, in which the
proposed model to perform this task is presented, as well as
the description of its main functions. For the aspectcategories classifying were used four supervised machine
learning algorithms: Naïve Bayes (NB), Support Vector
Machine (SVM), Decision Tree (DT), and Random Forest
(RF). From the analysis of experimental results, it was
concluded that the classifiers with the best general
performance were SVM and RF, both with f1-score = 0.46,
followed by the DT classifier with a value for f1-score =
0.42. The classifier with the worst performance was the NB,
with f1-score = 0.33.
Index Terms — Aspect Based Sentiment Analysis
(ABSA), Supervised machine learning, aspect-category
detection, aspect-category extraction
1. INTRODUCTION
The Internet has become the means of expressing the opinions
and views of consumers of products and services. Information
contained in these reviews is of great value to both consumers
and companies. Consumer reviews are often unstructured and
noisy and the manual analysis of a huge amount of data for
information is impossible. Automatic Sentiment Analysis of
customer reviews became a priority for the research
community in recent years [1]. Conventional sentiment
analysis of text focuses on the opinion of the entire text or the
sentence. In the case of consumer reviews, it has been
observed that customers often talk about multiple aspects of
an entity and express an opinion on each aspect separately
rather than expressing opinion towards the entity as a whole
[1]. ABSA has emerged to tackle this issue. The goal of
ABSA is to [1] detect fine-grained opinions expressed about

different aspects of a given entity, on user-generated
comments. It includes therefore identify:
• aspects present in the text. Aspects of an entity, aspects
are attributes of an entity (e.g. the screen of a cell phone, the
service for a restaurant, or the picture quality of a camera, and
can be described by an ontology associated with the entity)
[2].
• the opinion expressed for each aspect. The sentiment
expressed by the writer of the comment about different
aspects [2].
One of the most crucial tasks of ABSA is to extract
aspects from the review text. This is the purpose and
significance of the present research and study. The goal of this
research will be to conduct experiments to perform the
ABSA's task of aspect-category extraction/detection [3].
For that, it’s necessary to identify entity E and attribute A
pairs (denoted E#A) in a given sentence, i.e., identify the
aspect-category, an entity and attribute (E#A) pair towards
which an opinion is expressed in the text [4]. E and A are
chosen from predefined entity types and attribute labels,
respectively (e.g., “restaurant”, “food”) and attribute labels
(e.g., “price”, “quality”) [1].
To perform the task of aspect-category detection, a
specific ABSA model was followed, as well as its main steps
or functions. Four conventional supervised achine learning
algorith s Naïve Bayes, Support Vector Machine, Decision
Tree and Random Forest – were used and based on the
evaluation metrics accuracy (a), precision (p), recall (r), f1score (f1)
were carried out studies to validate the
performance of the different classifiers.
The work was done on a dataset named foursquare_gold,
in XML format, annotated with Aspect Based Sentiment
annotations. The system was implemented using Python 3
[5] [6] and IPython [7] in Spyder 4.2.0 [8].
The remaining parts of this paper are organized as
follows. In Section 2, there are some references to previous
works related to ABSA machine learning approaches.
Section 3 presents the materials used in the present work,
namely the description of the dataset, as well as the model
proposed and the main procedures associated with the
method. The results of the present work are presented and
discussed in Section 4, namely the experimental results of
the extraction of aspect-categories given by the confusion
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matrices and by the evaluation metrics. Other analyses
related to the distribution of attributes of the testing and
original dataset (foursquare_gold), as well as of different
aspect-categories, are presented and discussed in this same
section. The conclusions and the plans for future work are
addressed in section 5.
2. RELATED WORK
There are several approaches in previous studies that have
already been developed to perform ABSA (in English and
some other languages) that include supervised, semisupervised,
unsupervised
approaches,
rule-based
approaches, and more. Most of the approaches were
machine learning-centric [9], [10]. Many supervised
classifiers have been used for aspect extraction [11] and it
has been observed that machine learning approaches have
excelled in aspect extraction tasks [12]. Most of the systems
dedicated to ABSA use machine learning algorithms such as
SVMs or Conditional Random Fields (CRFs), which are
often combined with semantic lexical information, n-gram
models, and sometimes more fine-grained syntactic or
semantic information [2]. Zhou ET AL., (2015) proposed a
representation learning approach for aspect-category
detection to learn useful features automatically. Saias (2015)
proposed an opinion mining system for aspect-category
detection. In their approach, they applied a supervised
machine learning classifier to select the aspect label based
on the probabilities of the pair entity/attribute [13]. The
system proposed by Machacek (2016) models the task of
aspect-category detection, where labels correspond to the
entity-aspect pairs [13]. Kok et al (2018) used restaurant
reviews in their experiment and consider the ABSA task at
the review level. The authors focused on the ontologyenhanced methods that complement a standard machine
learning algorithm [13]. In contrast to the supervised
machine learning methods, Deep Learning methods are also
emerging. However, ABSA datasets are very costly to
annotate by humans, and they are usually small, which is a
problem for Deep Learning supervised methods [2]. Ruder,
Ghaffari, and Breslin (2016) proposed an approach based on
Convolution Neural Network (CNN) for both aspect-based
sentiment analysis and aspect extraction and obtained
competitive results on both polarity and aspect detection
tasks [2]. Z. Toh and J. Su [14] presented a hybrid approach
that uses deep learning techniques along with a binary
classifier. The system proposed by Toh and Su (2016) was
submitted to the subtasks of opinion target extraction and
aspect-category detection of SemEval 2016 [15]. The model
has been evaluated with restaurant-domain and laptopdomain datasets of SemEval-2016 Task 5 [15] and achieved
the best score, with an f1-score of 0.7303 for the restaurant
domain and 0.5194 for the laptop domain [1].

3. MATERIALS, PROCEDURES & METHODOLOGY
This section presents the materials used in the present work,
as well as the methodology used and related main steps or
functions. Subsection 3.1 tells us about the used dataset.
Subsection 3.2 shows the method proposed in the present
research and describes the main functions associated with
the methodology used.
3.1. The dataset
The original dataset – foursquare_gold – provided in XML
format, contains a sample annotated with Aspect Based
Sentiment annotations from “English Foursquare
restaurant reviews” (about 215K user reviews of restaurants
all over the world in English, written between 2009 and
2018) [2]. The dataset – foursquare_gold – was collected on
the Naver Labs Europe website. It has 585 reviews that were
randomly selected, which contain 1006 sentences manually
annotated with the SemEval2016 annotation guidelines [15]
for the restaurant domain. Given a review text about a
restaurant, the task of the annotator was to identify opinions
[4] expressed towards:
• Entities - Opinion Target Expression (OTE) → an
explicit reference (mention) to the reviewed entity E of the
E#A pair [15] (e.g.: Leon is an East Village gem. →
{Restaurant#General, “Leon”, positive} [15]).
• Attributes - Aspect Category(ies), (Entity and
Attribute) → the entity E (e.g. restaurant, food, drinks) and
attribute A (e.g. prices, quality) pair E#A towards which an
opinion is expressed. The entities should be assigned one or
more attribute labels based on the context of the sentence
they appear in [15].
• Aspect category and Polarity labels → Sentiment
Polarities (Opinion Polarity). Polarities (positive, negative
or neutral) associated to the tuple <OTE, Aspect Category>
[2]. Each E#A pair of a sentence has to be assigned a
polarity, from a set P = {positive, negative, neutral} [15].
The dataset – foursquare_gold – contains the annotated
text compliant with SemEval2016 XML format, with the
triplet OTE, semantic aspects, and polarity. For the SemEval
2016 annotation task, the entities type Service, Ambience and
Location, could only be assigned with the attribute label
General. The possible E#A pairs combinations [15] can be
seen in Table I.
TABLE I
POSSIBLE ENTITY-ATTRIBUTE PAIRS IN THE RESTAURANT D OMAIN [4]
Entity
RESTAURANT

FOOD

DRINK
SERVICE
LOCATION
AMBIENCE

Attribute
GENERAL
PRICES
MISCELLANEOUS
QUALITY
PRICES
STYLE & OPTIONS
QUALITY
PRICES
STYLE & OPTIONS
GENERAL
GENERAL
GENERAL
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3.2. The proposed Model & Procedures

foursquare_gold.csv dataset contained 1155 tuples or
opinions and 6 columns, according to Fig. 4.

The model proposed in this research is shown in Fig. 1,
while the procedures or main steps are described in the
following subsections.

Fig. 4 foursquare_gold.csv

Fig. 1 Proposed model for classifying the aspect-category extraction
in ABSA

The main steps associated with the method used are briefly
described in the subsections that follow.
3.2.1. Conversion of foursquare_gold file in XML to CSV
format
The original data is provided in XML format (Fig. 2), so
first, it was necessary to remove the XML tags from the data
[16]. The dataset has been converted to CSV format (Fig. 3)
for further analysis by dropping the sentences from reviews
for which the corresponding opinion categories are not
provided.

Fig. 2 e.g. of foursquare_gold.xml

3.2.2. Data preprocessing
Data preprocessing plays a vital role in text analysis to make
the model understand the data. Text data contains a lot of
noise and as a result, it's a challenge to clean the texts. Data
preprocessing reduces the size of the input text documents
significantly and is done by various steps [3]:
• Removing unnecessary characters: The reviews
contain unnecessary characters such as exclamations (!),
apostrophes (‘), underscores (_), hyphens (-), and Unicode
characters [17].
• Filter stopwords (English): This is a technique in
natural language processing where unnecessary words are
removed from the text if they are listed in stop words (e.g.,
that, them, a, an, etc.). This step drastically improves the
efficiency of the system. The goal of this step is to narrow
down the choice of words to get the focus words of the
sentence [17], in this case, the aspect-categories.
• Lemmatization of words: also known as stemming,
being a technique used to reduce words similar to their base
or root. Many words in the English language can be reduced
to a base or radical form (e.g., like, liking, likely, unlike
belong to like). In this Stemming process, the vocabulary size
is reduced and, therefore, the word occurrence redundancy is
reduced and accuracy increased.
• Parts of speech (POS) tagging: This is the most
important technique to be followed when processing textual
data. The functionality of the taggers is to tag a word in a
sentence with its respective parts of speech [17].
3.2.3. Feature extraction
The task is to identify every entity E and attribute A pair
towards which an opinion is expressed in the given text. For
category (E#A) extraction or detection, it has to represent
reviews (texts) into numeric form to use them as features
[3]. The numeric category value of the tuple is used as the
correct label of the feature vector, as shown in Fig. 5.

Fig. 3 e.g. of foursquare_gold.csv

Every sentence that has multiple opinion categories has been
repeated with the corresponding polarity. The

Fig. 5 e.g. of the label of the feature vector for aspect-category
(E#A) extraction
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Each different aspect-category (‘category’) has a
different ‘category_cat’ value as well (e.g., “Drinks#Quality”
has 'category_cat' = 2 and “Restaurant#Prices” has
'category_cat' = 10). For equal aspect-categories the
corresponding value for ‘category_cat’ is the same (see Fig.
5).
TF-IDF vectorization: for training the statistical
algorithms (or classifiers) using supervised machine
learning, it is necessary to convert the texts into numbers to
make the statistical algorithms work. Bag of words (BoW) is
one of the approaches that helps to do so. It is a
representation of text that reflects the occurrence of words
within a document [3] (a numerical representation of the
text). Term frequency (TF-IDF) is almost a similar approach
to BoW but has little different ideas behind it. It is the No. of
times a word appears in a document and inverse document
frequency is the amount of information a word provides and
is usually calculated as the logarithmic quotient of the total
No. of documents by the No. of documents that contain the
word.
3.2.4. Split dataset
Working with supervised machine learning requires the
dataset to be split. In this work the data split has been done
by a split function named ‘Train_test_split’ function which
is imported from the ‘scikit-learn’ library [18] and which
divided the original reviews dataset (foursquare_gold) into
two parts stratified:
• Training dataset, with 67% (773 tuples) of the reviews
stratified. Cross-Validation performs a cross-validation Kfold, estimating the statistical performance of a training model
(modeled by a certain classifying algorithm). In this work, the
10-fold cross-validation method was used.
• Testing dataset, with 33% (382 tuples) of the reviews
stratified. For each test sentence s, a feature vector is built
and the trained vector is used to predict the probabilities of
assigning each possible category to s (e.g.,
{“Service#General”, 0.6}, {“Food#Quality”, 0.68}).
3.2.5. Aspect-category classifying
In aspect-category detection, each aspect-category (E#A)
(e.g., Food#Price) in a sentence should be discovered. The
possible E and A labels were predefined; thus, we
considered this to be a classification task [19]. The
classifying will assess whether the system correctly
identifies the aspect-categories towards which an opinion is
expressed in the texts. In this process, were used four
supervised machine learning techniques or classification
algorithms: NB, SVM, DT, and RF.
The experimental results of aspect-category extraction or
detection, from the foursquare_gold file and related to the
different classifiers, were given by the confusion matrices
(shown in Fig. 6). The confusion matrix is one of the

important tools in the evaluation method in machine
learning and usually contains two or more categories [20].
Each matrix element shows the No. of sample test data for
the actual class − in this work, aspect-categories − which
were described in the form of rows, while the columns
described the predicted aspect-category (class).
To evaluate the experimental results, in the
classification task of the different aspect-categories returned
by the system and referring to each one of the algorithms,
were used the evaluation metrics:

4. RESULTS & DISCUSSION
In this section, the results of the present work are presented
and discussed. Section 4.1 presents the results and the
validation of the classification of the extraction of the
different aspect-categories, corresponding to the different
classifying algorithms, being this the primary goal of this
research. Section 4.2 reveals the analyses of results that are
also important in this type of work, namely analyses of
results related to the distribution of attributes
(occurrences/opinions) by the different datasets (testing
dataset, original reviews dataset) or by the different aspectcategories (word clouds) of the original reviews dataset
(foursquare_gold).
4.1. Results of aspect-category classifying
This section will present the results of predictions given by
the confusion matrices of each classifying algorithms under
analysis, as well as the results of each classifier in the
classification of each aspect-category, given by the
evaluation metrics.
4.1.1. Confusion matrices
The graphical predictions of the experimental results in the
extraction of aspect-categories from the foursquare_gold file
are given by the confusion matrices in Fig. 6.
In a first analysis, it can be concluded that the classifier
with the best performance is SVM, with accuracy = 0.52,
followed by classifiers NB and RF with equal values for
accuracy = 0.47. The classifier with the worst performance,
in general, is the DT, with accuracy = 0.42. But as there are
multiple classes and the data is highly unbalanced, one
cannot depend solely on the accuracy measure to evaluate
the odel. Let’s look at the confusion atrices to get more
clarity on the classification results.
From the NB confusion matrix, it is evident that most
predictions belong to only one class, the aspect-category
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Fig. 6. Graphical predictions (confusion matrices) of the NB, SVM, DT, and RF classifiers

Food#Quality (F#Q). The only exception, perhaps, is related
to the Service#General (S#G) aspect-category, in which there
are also some predictions, including eight true positives (tp).
This is because these two aspect-categories have the highest
No. of opinions, both in the training and testing datasets (as
can be verified in the Support column of Table II).
From the SVM confusion matrix, it verifies also an
analysis similar to that of NB, although the predictions of
this classifier SVM are more correctly distributed by other
aspect-categories. It verifies that it classifies the aspectcategories Ambience#General (A#G) better with 9 (tp) in 27
tuples (tp + fp), Drinks#Quality (D#Q) (6 tp in 31 (tp + fp)),
Restaurant#General (R#G) (7 tp in 45 (tp + fp)) and
Service#General (S#G) (25 tp in 47 (tp + fp)). It should be
noted that all these aspect-categories are the classes that
have the largest No. of tuples for beyond the aspect-category
Food#Quality (F#Q), both in training and testing datasets. It
can be deduced that the characteristics of the aspectcategories with the highest No. of tuples are the best
classified by this SVM classifier.

the predictions of the two previous classifiers NB and SVM.
It highlights four or five classes that obtained a higher No.
of predictions, being the aspect-categories (F#Q), (R#G),
(S#G), (A#G), and (D#Q). Although concerning the previous
classifiers (NB and SVM), the DT classifies the aspectcategory (F#Q) worse, with 99 tp, than the NB and SVM
predict for the same aspect-category, 171 tp and 152 tp
respectively. The remaining aspect-categories are better
classified with DT. Thus, it has that for the aspect-category
(R#G) the DT presents 21 tp against 0 tp in NB and 7 tp in
SVM, for (S#G) 21 tp against 8 tp in NB and 25 tp in SVM,
in (A#G) 10 tp against 2 tp and 9 tp and for the aspectcategory (D#Q) it predicts 8 tp against 0 tp in NB and 6 tp in
SVM. From these results, it can be concluded that this
classifier makes more predictions for aspect-categories than
the NB and SVM classifiers, despite having a lower
accuracy (0.4214). Excepting the (F#Q), which has the
highest No. of tuples, most other classes have a better
distribution of correct predictions (tp) given by the DT
classifier. It should also be noted that the best-classified
classes are those with the highest No. of opinions, as can be
verified in the Support column in Table II.

From the DT confusion matrix, it verifies that the
predictions are distributed over a greater No. of classes than
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TABLE II
RESULTS OF THE EVALUATION METRICS FOR EACH ASPECT-CATEGORY, OF NB, SVM, DT, AND RF CLASSIFIERS

From the RF confusion matrix, the same analysis of
results can be done as for the values given by the DT, with
the proviso that for the RF the prediction results for each of
the classes are even better. Thus, it has that for the (F#Q)
presents 111 tp against 171 tp in NB, 152 tp in SVM and 99
tp in DT. For the (R#G) 23 tp against 0 tp in NB, 7 tp in
SVM and 21 tp in DT. It verifies that the RF is the one that
best classifies this aspect-category. In the (S#G) foresees 23
tp against 8 tp in NB, 25 tp in SVM and 21 tp in DT, and it
verifies that the SVM is the one that best classifies this
aspect-category. For the (A#G) it provides 10 tp against 2 tp
in NB, 9 tp in SVM and 10 tp in DT. In this class, the SVM,
DT, and RF classifiers have similar prediction values. For
the (D#Q) verifies 8 tp against 0 tp in NB, 6 tp in SVM, and
8 tp in DT.
It is generally concluded that the first two classifiers NB and
SVM better classify the aspect-category with the highest
No. of tuples. These classifiers strongly accuse the fact that
the datasets, both training and testing, are quite unbalanced.
Mainly, NB accuses this imbalance a lot, as it almost
exclusively classifies only the aspect-category with the No.
of tuples significantly higher than the others. onversely, in
this type of classification
ulti-class −, the DT and RF
classifiers present better results in the distribution of the
predictions for the various aspect-categories, not accusing so
much the fact that the datasets are unbalanced. They classify
in bigger No. the aspect-categories, especially those that
contain higher No. of tuples in the dataset.
4.1.2. Evaluation metrics
To evaluate the experimental results given by each one of
the classifiers, the results of the evaluation metrics for each
aspect-category are presented in Table II and for all aspectcategories as a whole (in general) are shown in Table III.
From Table II, it should be noted that these values refer
to the evaluation for the forecast of each of the classifiers for
each aspect-category, based on the testing dataset that
contains 382 tuples. From the set of values given by the
evaluation metrics, about each of the classification

algorithms, some conclusions can be drawn about the
classification of each aspect-category:
• The NB is the one that best classifies the (F#Q), with a
recall = 0.99 (171 tp / (171 tp + 2 false negatives (fn)) = 171
tp / 173 total positive examples = 0.99). SVM also has a high
recall = 0.88 (152 tp / (152 tp + 21 fn) = 152 tp / 173 total
positive examples = 0.88) for the classification of the (F#Q).
• The SVM is the one that best classifies the (S#G), with
a recall = 0.53 (25 tp / (25 tp + 22 fn) = 25 tp / 47 total
positive examples = 0.53).
Note: all values of tp and fn can be checked by the
confusion matrices (Fig. 6) of the respective classifiers.
Also through Table II, it is possible to verify which
aspect-categories were better classified by the classifying
algorithms. Given the color grading presented, it appears
immediately that the aspect-category (F#Q) was the class
best classified by each of the classifiers NB, SVM, DT, and
RF (presenting the blue color darker). It should be noted that
this aspect-category (F#Q) was that had the highest No. of
tuples (173 tuples in the testing dataset, as can be verified in
the Support column of the respective Table II). The same
was true of the training dataset, as the original reviews
dataset (foursquare_gold) was split by both stratified
training and testing datasets.
Following the gradation of blue colors, it verifies that
the (S#G) and (A#G) aspect-categories were those, after
(F#Q), that were better classified by the algorithms, and so
on. It should be noted that the gray aspect-categories are
those that were not classified by the classifiers, with the
values of the evaluation metrics equal to zero. This is
because they were classes that had very few tuples, both in
the training and testing datasets (as can be verified in the
Support column of Table II, case of the testing dataset).
From the analysis of the global values given by each of
the evaluation metrics, presented in Table III, it can be
concluded that the two best classifiers in global terms are the
SVM and the RF, both with f1-score (0.46). However, the
performance of the SVM seems to overlap with that of the
RF, as it presents a higher accuracy (percentage of correct
predictions) and the values of the other metrics (precision and
recall) are also high.
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TABLE III
RESULTS OF THE CLASSIFICATION OF NB, SVM, DT, AND RF FOR ALL
ASPECT-CATEGORIES IN GENERAL
Algorithm

Accuracy

Precision

Recall

NB
SVM
DT
RF

0.47
0.52
0.42
0.47

0.34
0.44
0.44
0.48

0.47
0.52
0.42
0.47

TABLE IV
NO. OF OCCURRENCES BY CLASSES (ASPECT-CATEGORIES) OF THE TESTING
DATASET (‘ Y_TEST’)

F1 Score
0.33
0.46
0.42
0.46

From Table III, it can also be concluded that the NB is
the worst classifier in global terms since it has the worst f1score (0.33). Although it presents reasonable values for
accuracy and recall, this is because it only practically made
predictions for a single class (F#Q), as already mentioned in
section 4.1.1. The DT classifier, after the SVM and RF, is
the one that overall presents the best classification results,
with an f1-score (0.42), overlapping the performance of the
NB.
4.2. Distribution of attributes by the aspect-categories
This section reveals the analyses of results that are also
important in this type of work, namely analyses of results
related to the distribution of attributes (occurrences or
opinions) by the different datasets: testing dataset (‘y_test’),
original reviews dataset, and by the different aspectcategories (word clouds) of the original reviews dataset
(foursquare_gold).
4.2.1. Distribution in testing dataset
The bar graph in Fig. 7 and Table IV show the distribution of
attributes (No. of occurrences) by aspect-categories (classes)
in the testing dataset (‘y_test’) used in this research.

Fig. 7 Graph of attributes distribution by aspect-categories of the
testing dataset (‘y_test’)

From the graph in Fig. 7 and the values presented in Table
IV, it is easily verified that the testing dataset was highly
unbalanced. Inherently, the same can be said of the training
dataset, since the original reviews dataset (foursquare_gold)
was split with stratification.

From this analysis, it is also easy to verify that there is a
class (F#Q) which in itself represents 45.3% (173/382) of
the No. of occurrences of the total testing dataset. It also
appears that there are four classes, namely (A#G), (D#Q),
(R#G), and (S#G) with No. of occurrences that stand out to
the others, which in total represent 39.3% ((27 + 31 + 45 +
47) / 382) of the No. of occurrences of the total testing
dataset. Through Table II it can be confirmed that the five
aspect-categories mentioned above are among the best
classified. The classes best classified are those that have the
highest No. of occurrences in the test dataset (‘y_test’) and
inherently in the training dataset.
4.2.2. Distribution in original reviews dataset
Fig. 8 shows on the left circular chart, the distribution of the
No. of occurrences and respective percentages by the aspectcategories and on the right circular chart, the distribution of
the No. of occurrences by the aspects, in the original
reviews dataset (foursquare_gold) which served as the basis
for the present work.
Also on the left circular chart, it can be seen that the
opinion categories are highly unbalanced, with most of the
data belonging to the aspect-categories (F#Q), (S#G), and
(R#G). These three classes constitute 71% (45% + 14% +
12%) of all data, while the remaining nine categories only
29%.
The right circular chart shows the distribution of the
No. of occurrences by the different aspects in the original
reviews dataset. Also depicts the percentage of polarity for
each of the aspects common to different aspect-categories
(entity E of the E#A pair, as mentioned in subsection 3.1),
which gives us the representation of the most commented
aspects of the opinions set of the dataset (foursquare_gold).
As expected, in a restaurant reviews evaluation dataset, the
opinions set focuses mostly on aspects related to food
(aspect: FOOD with 52% of the opinions).
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Fig. 8 On the left circular chart, the distribution of the No. of occurrences by the aspect-categories and on the right circular chart, the
distribution of the No. of occurrences by the aspects, in the original reviews dataset (foursquare_gold)

4.2.3. Distribution by aspect-categories (word clouds)
In Fig. 8, the left circular chart represents the distribution of
the No. of occurrences and respective percentages by the
aspect-categories in the original reviews dataset. Through this
circular graph, it can be seen that the foursquare_gold had
twelve aspect-categories, being the (F#Q) the one with the
highest percentage of opinions, with 519 (45%) in a total of
1155 occurrences (No. of opinions in the dataset).
Fig. 9 exemplifies the distribution of attributes (No. of
occurrences or opinions) for the aspect-category mentioned
above, specifically the word cloud for Food#Quality of the
corpus.

Fig. 9 Word cloud for the aspect-category Food#Quality

5. CONCLUSIONS & FUTURE WORK
This research performs one of the crucial tasks of ABSA
which is the extraction or detection of aspects from the
review text, more precisely aspect-categories. For this, the
entity E and attribute A pairs (E#A) were identified in
phrases from the reviews text dataset, more specifically
from the foursquare_gold dataset (described in subsection
3.1). The ABSA model proposed for this task was presented,
as well as were described the main steps, such as the
conversion of file formats, data preprocessing, feature
extraction, split dataset, and aspects category classifying.

The classification algorithms used in this research to aspectcategories classifying were conventional supervised
machine learning algorithms, more precisely the NB, SVM,
DT, and RF. The experimental results of aspect-category
extraction were given by the graphical confusion matrices and
to evaluate them were used the evaluation metrics: accuracy,
precision, recall, and f1-score. The results and the
validation of the classification of the detection of the
different aspect-categories, corresponding to the different
classifying algorithms, was the primary goal of this
research. Also, other important analyses of results were
carried out, namely, analyses related to the distribution of
attributes by the different datasets (in the testing dataset and
original reviews dataset) or by the different aspectcategories (word clouds) of the original dataset
(foursquare_gold). From the analysis of the global values, it
can be concluded that the two best classifiers in global terms
are the SVM and the RF, both with f1-score = 0.46,
followed by the DT classifier with f1-score = 0.42. The
classifier with the worst performance, in general, was the
NB, with f1-score = 0.33. Another conclusion is that for this
type of classification − multiclass − the DT and RF
classifiers present better results in the distribution of
predictions for the various classes, not accusing so much the
fact of the imbalance of the dataset.
5.1. Future work
In future work on the development of this research theme,
it would be interesting to experiment with other classifiers,
as well as using a larger dataset and with a greater balance
of its classes. Also to improve the accuracy of the results,
some procedures related to data preprocessing will may be
reviewed. To continue the development of other ABSA
tasks and analysis, such as to identify all the opinion tuples
with the following types of information:
• Opinion Target Expression (OTE): to extract the
linguistic expression used in the given text to refer to the
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reviewed entity E of each E#A pair [21].
• Sentiment Polarity: to detect the correct sentiment
label (positive, negative, and neutral) for each aspect E#A in
a sentence.

[15]

6. REFERENCES
[16]
[1]

[2]
[3]

[4]

[5]
[6]
[7]

[8]
[9]

[10]

[11]

[12]

[13]

[14]

N. Jihan, Y. Senarath, D. Tennekoon, M. Wickramarathne,
and S. Ranathunga, "Multi-domain aspect extraction using
support vector machines," in 29th Conference on
Computational Linguistics and Speech Processing,
ROCLING 2017, 2017, pp. 308-322: The Association for
Computational Linguistics and Chinese Language Processing
(ACLCLP).
C. Brun and V. Nikoulina, "Aspect Based Sentiment
Analysis into the Wild," Brussels, Belgium, 2018, pp. 116122: Association for Computational Linguistics.
S. Haque et al., "Aspect based sentiment analysis in bangla
dataset based on aspect term extraction," in 2nd International
Conference on Computer Science and Cyber Security,
ICONCS 2020 vol. 325 LNICST, T. Bhuiyan, M. M.
Rahman, and M. A. Ali, Eds., ed: Springer, 2020, pp. 403413.
M. Apidianaki, X. Tannier, and C. Richart, "Datasets for
aspect-based sentiment analysis in French," in 10th
International Conference on Language Resources and
Evaluation, LREC 2016, 2016, pp. 1122-1126: European
Language Resources Association (ELRA).
H. Fangohr, Introduction To {Python} For Computational
Science And Engineering. Zenodo, 2019.
S. Bird, E. Klein, and E. Loper, Natural Language
Processing with Python. O'Reilly Media, Inc., 2009.
F. Pérez and B. E. Granger, "IPython: A System for
Interactive Scientific Computing," in Computing in Science
and Engineering, 2007, vol. vol. 9 nº 3, pp. pp. 21-29: IEEE
Computer Society
(2020). Spyder - The Scientific Python Development
Environment. Available: https://www.spyder-ide.org/
B. Wang and M. Liu, "Deep Learning for Aspect-Based
Sentiment
Analysis,"
2015,
Available:
https://cs224d.stanford.edu/reports/WangBo.pdf, Accessed
on: 19/11/2020.
T. Hasib and S. A. Rahin, "Aspect-based sentiment analysis
using SemEval and Amazon datasets," Academic thesis
Paper, Department of Computer Science and Engineering,
BRAC University, 59373880, 2017.
W. Medhat, A. Hassan, and H. Korashy, "Sentiment analysis
algorithms and applications: A survey," (in English), Ain
Shams Engineering Journal, Article vol. 5, no. 4, pp. 10931113, 2014.
K. Schouten and F. Frasincar, "Survey on Aspect-Level
Sentiment Analysis," (in English), IEEE Transactions on
Knowledge and Data Engineering, Article vol. 28, no. 3, pp.
813-830, 2016, Art. no. 7286808.
M. Y. Babu, P. V. P. Reddy, and C. S. Bindu, "Combined
approach for aspect term extraction in aspect-based
sentiment analysis," (in English), Journal of Critical
Reviews, Article vol. 7, no. 18, pp. 140-148, 2020.
Z. Toh and J. Su, "NLANGP at SemEval-2016 Task 5:
Improving Aspect Based Sentiment Analysis using neural
network features," in 10th International Workshop on

[17]

[18]
[19]

[20]

[21]

Semantic Evaluation, SemEval 2016, 2016, pp. 282-288:
Association for Computational Linguistics (ACL).
SemEval, "SemEval 2016 Task 5 - Aspect Based Sentiment
Analysis (ABSA-16) - Annotation Guidelines," 2016,
Available:
https://alt.qcri.org/semeval2016/task5/data/uploads/absa2016
_annotationguidelines.pdf.
M. Jiang, Z. Zhang, and M. Lan, "ECNU at SemEval-2016
task 5: Extracting effective features from relevant fragments
in sentence for aspect-based sentiment analysis in reviews,"
in 10th International Workshop on Semantic Evaluation,
SemEval 2016, 2016, pp. 361-366: Association for
Computational Linguistics (ACL).
J. K. Prathi, P. K. Raparthi, and M. V. Gopalachari, "RealTime Aspect-Based Sentiment Analysis on Consumer
Reviews," in 3rd International Conference on Data
Engineering and Communication Technology, ICDECT 2019
vol. 1079, K. S. Raju, R. Senkerik, S. P. Lanka, and V.
Rajagopal, Eds., ed: Springer, 2020, pp. 801-810.
(2015). Sklearn. Available: https://pypi.org/project/sklearn/
D. Xenos, P. Theodorakakos, J. Pavlopoulos, P.
Malakasiotis, and I. Androutsopoulos, "AUEB-ABSA at
SemEval-2016 task 5: Ensembles of classifiers and
embeddings for Aspect Based Sentiment Analysis," in 10th
International Workshop on Semantic Evaluation, SemEval
2016, 2016, pp. 312-317: Association for Computational
Linguistics (ACL).
B. A. D. Putri, A. U. Khasanah, and A. Azzam, "Sentiment
analysis on grab user reviews using support vector machine
and maximum entropy methods," in 2nd International
Conference on Information and Communications
Technology, ICOIACT 2019, 2019, pp. 468-473: Institute of
Electrical and Electronics Engineers Inc.
SemEval. (2016). SemEval-2016 Task 5: Aspect-Based
Sentiment
Analysis.
Available:
https://alt.qcri.org/semeval2016/task5/

158

Session 9
Natural Language Processing

Classification of Proposition Types in Argument Components
Author: Tiago Costa Mendes
A Supervised Text Mining Approach For Automatic Text Genre Classification
Author: André Gonçalves
NLP in Portuguese Account
Author: José Borges

159

CLASSIFICATION OF PROPOSITION TYPES IN ARGUMENT COMPONENTS
Tiago Costa Mendes
Faculdade de Engenharia Universidade do Porto
R. Dr. Roberto Frias, 4200-465 Porto
Portugal
ABSTRACT
Studies of human argumentation aim at protecting authorship, increasing news credibility, improving court decisions,
enhancing e-commerce and clarifying intelligent decision
making. Argument component properties that are intrinsic to
themselves, i.e. independent from relationships in argument
structure, provide valuable information about the component role in the argument. Fundamental characterizations
of arguments are based in the identification of component
intrinsic types ’Value’, ’Fact’ and ’Policy’. As far as we
could assess, previous studies in research involving trained
classifiers to perform this task automatically in Portuguese
are nonexistent. Profiting from previously annotated text of
opinion articles from a Portuguese newspaper, we built a
natural language processing and machine learning pipeline to
train classification models to predict these types in argument
propositions. Best result was 55.42% F1 Macro Average
score using a Support Vector Machines classifier which did
not achieve baseline results for English language. Our work
sets a precedent for further exploration of the applied techniques in combination with the framework of Periodic Table
of Arguments to understand argumentative discourse in Portuguese natural language.

• Improvement of e-commerce recommendation systems;
• Making automatic decision-making mechanisms understandable by humans.
An argument (e.g.“All men are mortal and Socrates is a
man. Therefore, Socrates is mortal.”) contains a sequence of
propositions. One part are premises, used to support the other
part which is a claim or conclusion [1].
Argumentation Mining [2] is the automatic discovery of
an argumentative text portion, and the identification of the
relevant components of the argument presented there. In this
context, components are designated as ADUs, Argumentative
Discourse Units [3]. As an output the corresponding argument diagram can be generated (Figure 1):

Index Terms— Argument, natural language processing,
Portuguese, machine learning, classification,
1. INTRODUCTION
Argumentation is a process inherently human of defending
points of view or opinions about a certain matter. Humans
use it to communicate and defend their justifiable positions or
opinions, to understand new problems and to perform scientific reasoning. Argumentation research interests include:
• Detection of plagiarism through authorship analysis;
• Study of biases in court decisions;
• Identification of fake news;
• Detection of radicalization patterns in behaviors;

Fig. 1. An argument diagram.
The process can be decomposed into several subtasks:
• Text segmentation;
• Identification of ADUs;
• Classification of ADU types (i.e. premise or claim);
• Identification of relations between ADUs;
• Relation type classification (i.e. support or attack);
Classification of ADUs is performed taking into account
the relationship between them in the argument structure with
a typical distinction between types ’Premise’ and ’Claim’.
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On the other hand, component properties that are intrinsic
to themselves, i. e. independent from relationships in argument structure, provide valuable information about its role in
the argument. For example, knowing that a claim is verifiable
suggests a link to a piece of evidence in the text supporting
this claim and knowing that a clause is increasing the author’s
ethos suggests that it is supporting a specific claim that they
are making. Verifying the acceptability of propositions in an
argument is a central issue in the linguistic and philosophical
study of argumentation [4].
In this work, we used a typology proposed by Wagemans [5] to identify intrinsic properties of argument components.
Wagemans [5] constructed a standardized account of the
types of arguments in the form of a Periodic Table of Arguments. This newly developed table can be used as a systematic and comprehensive point of reference for the analysis, evaluation and production of argumentative discourse as
well as for various kinds of empirical and computational research in the field of argumentation theory. The table framework proposes the distinction between three types of propositions, ’Policy’,’Value’ and ’Fact’, as constitutive to fundamental distinctions between types of arguments:
• In a proposition of Fact (“Facto” in Portuguese) information is presented as being truth and may be verifiable, as in “European consumers generate 25 million
tons of plastic waste” and “This thrown away plastic
could worth 105 thousand million euros annually for
the economy.”
• A proposition of Value or opinion (“Valor”) can be
of ethical, aesthetically, political, (etc.) nature, is not
verifiable and is commonly associated with a polarity, as in ”The American president is an expert in the
way he decides what the political and mediatic agenda
should be.” (positive polarity), “Women continue to be
regarded as inferior athletes.” (negative polarity) and
“Trump is not a clumsy and amateur politician that
communicates unthoughtfully.” (neutral).
• Propositions of Policy (“Diretiva”) invoke a need to
follow an orientation or line of action, sometimes mentioning agents or entities with decision power in the
context of polemic or public interest matters, as in
“Leaders should recognize their limits and know how
to acquire the missing knowledge.” and “Kids playing
should be considered a serious matter.”
1.1. Related Work
Since at least 2002 [6], many argumentative text mining
projects were developed mainly for the English language.
On the other hand, For Portuguese language there was no
relevant work until 2016, as far as could be assessed. Since

then, LIACC (Artificial Intelligence and Computer Science
Lab) and FEUP (Faculty of Engineering of University of
Porto) have been developing two projects:
• Argmine1 (2016-2018) developed a platform for the
creation of the first annotated argumentation mining
corpus in Portuguese and a semi-automated process of
selection and experimentation of models and relevant
features in the argumentation mining process;
• DargMints2 (2019-) studies natural language processing and information extraction techniques for addressing the task of argument mining from text, focusing on
the Portuguese language. It is currently focusing on
opinion articles;
This work used a annotated data set that resulted from
project DargMints.
As far as we could assess, previous research training
classifiers to predict types of propositions between ’Policy’,’Value’ and ’Fact’ in Portuguese argumentative text are
nonexistent.
For the English language, several works can be referenced in the area of fact-checking, which can be related
with the distinction between ’Fact’ and ’Value’. Hassan,
Li, and Tremayne (2015) [7] classify sentences as non- factual, unimportant factual, and check-worthy factual, Patwari,
Goldwasser, Bagchi (2017) [8] and Jaradat et al. (2018) [9]
automatically determine the fact-check worthiness of factual
claims in political debates and Naderi and Hirst (2018a) [10]
automatically distinguish between true, false, stretch, and
dodge statements in parliamentary proceedings. In another
context, Addawood and Bashir (2016) [11], automatically
identified Twitter posts as either a news media account
(NEWS), blog post (BLOG), or no evidence (NO EVIDENCE) with a F1 macro-averaged of 82.8% and Dusmanu,
Cabrio, and Villata (2017) [12] look at argumentative tweets,
classifying them as either fact or opinion with an F-score of
0.80.
A more comprehensive approach was followed by Park
and Cardie (2014) [13], examining online user comments
for propositions that are UNVERIFIABLE, VERIFIABLE
NON-EXPERIENTIAL, or VERIFIABLE EXPERIENTIAL,
achieving a macro F-score of 0.69. These classifications are
revised in Park and Cardie (2018) [13] to propositions of
non-experiential fact (fact), propositions of experiential fact
(testimony), propositions of value (value), propositions of
policy (policy), and reference to a resource (reference) resulting in the Consumer Debt Collection Practices (CDCP)
corpus. On this data set, Niculae (2018) [14] achieved a maximum F1-score of 0.74 for proposition classification using
linear structured SVMs. This last work serves as a baseline
to this work as the taxonomy is the most similar.
1 https://web.fe.up.pt/argmine/
2 https://web.fe.up.pt/dargmints/
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1.2. Contribution
Our contribution to research consisted in the development of
capabilities to characterize argumentation in Portuguese natural language, namely through detecting component properties
that are intrinsic to themselves and provide valuable information about their role in the argument. These can allow to
better address problems in society such as the ones cited in
the beginning of introduction.
This document was organized in five sections: In section 2 we describe data sets, the natural language processing pipeline and algorithms used. Section 3 presents results
achieved, which are discussed in the following section. Finally, section 5 consists in work conclusions.
2. PROCEDURES, METHODS AND TECHNIQUES
Classifiers were trained and tested with an annotated data set
of opinion articles from Portuguese newspaper Público3 . This
dataset is comprised of two files: One4 with data and metadata from 373 collected newspaper texts including the following fields:
• ”article id”: article unique identifier;
• ”title”: article title;
• ”authors”: list of authors;
• ”body”: article body, raw content;
• ”meta description”: article summary (short paragraph),
typically included in the beginning of the article;
• ”topics”: article topics, from the set of topics considered in this project (namely, ”desporto”, ”cultura”, ”local”, ”economia”, ”mundo”, ”sociedade”, ”polı́tica”,
”ciência e tecnologia”). The topic was determined
based on the list of ”keywords”;
• ”keywords”: article keywords list (obtained from the
original article);
• ”publish date”: article date of publication in the on-line
news editorial;
• ”url canonical”: original article url (Público on-line
news editorial webpage).
And another file 5 , with 16743 annotations, to the ”body” text
of the first file, made with the purpose to identify and classify
argumentative propositions.
Each proposition may be identified by the combination of
the following ids:
3 https://www.publico.pt/
4 Dargmints
5 Dargmints

dataset of articles.csv
dataset of ADU.csv

• ”article id”: article unique identifier (from file specified above);
• ”annotator id”: annotator unique identifier. Each article is annotated by a random combination of three from
a pool of four annotators [409,410,411,413];
• ”node id”: node unique identifier regarding each annotator and article;
and have the following selected content and assigned labels:
• ”ranges”: char level indexes of the annotated text from
the ”body” column in the articles file. List of two integers values, where the first element corresponds to the
first char in the annotated text and the second element
to the last annotated char. Note that the indexes range
is open in the last char: [start, end[. Each proposition
may have more than one ”range” interval.
• ”tokens”: annotated text that comprises the ”body” text
between indexes from ”range”.
• ”label”: node classification type. In this project we
consider the following node types: ”Facto”, ”Valor”,
”Valor(-)”, ”Valor(+)”, ”Diretiva”.
Two challenges were identified in a preliminary scan of
the data set:
The fact that each article had been annotated three times
by three distinct annotators introduced the possibility for
inconsistencies in data, namely, allowing different delimitations of propositions and different classifications for the same
proposition;
Additionally, the data set presents an unbalanced distribution of class values, as shown in Table 1.
ADU Label
Diretiva
Facto
Valor

Records
667
3663
12413

Table 1. Distribution of classes in the data set.
On the other hand, we also identified several apparent patterns at lexical and syntactic levels worth exploring to generate additional attributes to the data set. These patterns and
correspondent natural language processing techniques to create attributes were the following:
• Policy (diretiva): Presence of verbs in imperative mood
and modal verbs, e.g. “dever” e “ter de”; “implicar”,
“ser necessário”, “haver que”. Suggests the use of
POS, lemmatization, bigrams and a specific list of
modal verbs;
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• Fact (facto): Presence of numerals: “dois”, “oito”,
“mil”, “milhões”; numbers: “12%”, “2017”, “13,7”;
time units: “meses”, “anos”; entities: “Porto Editora”,
“PS”, “Ordem dos Nutricionistas”, “SNS”, “Estado”;
countries: “Portugal”, “UE”,.. ; .Suggests the use of
regular expressions and Named Entity Recognition;
• Value (valor): Presence of avaliative adjectives: “equilibrado”, “forte”, “estranho”, “natural”, ”desinteressante”,. . . Suggests the use of POS tagging.
In order to augment the data set with new attributes and
train, validate and evaluate models based on propositional algorithms, we setup a natural language processing and machine learning pipeline as showed in Figure 2.
This pipeline was coded using Python version 3.8.5 including scikit learn package version 0.23.2 [15].
In order to perform common natural language processing
tasks for Portuguese we used LinguaKit6 . LinguaKit [16] is
a multilingual tool for linguistic analysis and information extraction developed by University of Santiago de Compostela,
Galice7 . Supports four languages: Portuguese, Spanish, English, and Galician.
After loading the data set we generated a file8 to be used
by LinguaKit containing propositions text strings. In ”POS,
Lemmatization, NER and NEC taggings” we processed PartOf-Speech, Lemmatization, Named Entity Recognition and
Named Entity Context tagging for each proposition.
LinguaKit uses the same tagset as FreeLing 9 , including
6 https://github.com/citiususc/Linguakit
7 https://gramatica.usc.es/pln/
8 adu

string.txt

9 http://nlp.lsi.upc.edu/freeling/

for Portuguese 10 .
The following procedure, generated bigrams from lemmas and tagged specific word combinations or word types occurrences found useful to distinguish between types of propositions (eg. modal verbs to identify ’Policy’ type). It also
compensated three LinguaKit’s limitations. Specific taggings
included modal verb forms, identified above as being typical
of Policy / ’Directiva’, percentage ratios, numerals ’milhão’,
’milhões’, ’bilhão’, ’bilhões’, ’bilião’, ’biliões’, and currency
symbols and words (’$’, ’ C’, ’dólar’, ’dólares’, ’euro’, ’euros’) which were not properly tagged by LinguaKit.
Separation of training sets and test sets followed. The first
will be used to train and test candidate algorithms to train a
final model. This final model will be tested and assessed in
the end using the test set separated in this process. We kept
the similarity of class values distribution between data sets
using a stratified split 11 .
Texts were then represented as a bag-of-words 12 , a sparse
matrix of features to be fed to algorithms.
In order to train, validate and evaluate our candidate models we utilized k-fold cross validation 13 . This contributed to
increase reliability in the process and avoid overfitting. We
assured similarity of class values distribution between train
and test sets in each folder using stratified k-fold 14 . We used
the following algorithms to train classifiers:
• Complement Näive Bayes15 ;
10 https://freeling-user-manual.readthedocs.io/en/
latest/tagsets/tagset-pt/
11 sklearn.model selection.train test split
12 sklearn.feature extraction.text.CountVectorizer
13 sklearn.model selection.cross validate
14 sklearn.model selection.StratifiedKFold
15 sklearn.naive bayes.ComplementNB

Fig. 2. Natural Language Processing and Machine Learning pipeline.
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• Support Vector Machines (linear kernel) 16 ;
• Random Forest Ensemble 17 .
• Gradient Boost Ensemble 18 .
• Decision Tree19 ;
Support Vector Machines (SVM), Random Forest (RF)
and Decision Tree classifiers (DT) were trained using balanced class weights to address the unbalance verified in the
data set. Complement Näive Bayes (CNB) and Gradient
Boost (GB) don´t have class weights balancing possibility in
sci-kit-learn and so were only trained with unbalanced class
weights.
CNB, SVM and DT run in a 10 fold cross validation process. We could only run RF and GB in a 5 fold cross validation due to computer power limitations. As this is a multiclass classification problem, we chose F1 score macro, micro
and weighted averages as performance metrics.
3. RESULTS
As mentioned previously, the same text was annotated by
three different annotators which could had led to inconsistencies in class labeling. We detected a total of 1092 pairs of
records referring to the same proposition with different labels,
6.52% of total. Types of conflicting lables and correspondent
number of records are shown in Table 2:
Conflicting Label
Valor vs. Facto
Valor vs. Diretiva
Facto vs. Diretiva

Records
951
139
2

Table 2. Types of conflicting labels.
The majority of differences between annotators regard
’value’ vs ’fact’ labeling, followed by ’value’ vs. ’policy’.
Different interpretations of ’fact vs. ’policy’ are marginal.
Split of train and test data sets resulted in class labels distribution as shown in Table 3
Data Set
Train
Test

’Valor’
8915
2972

Class Values
’Facto’ ’Directiva’
3079
563
1027
187

Table 3. Labels distribution in train and test sets.
16 sklearn.svm.SVC
17 sklearn.ensemble.RandomForestClassifier
18 sklearn.ensemble.GradientBoostingClassifier
19 sklearn.tree.DecisionTreeClassifier

Table 4 presents the mean between k-folds of F1 Scores
Average for the five algorithms used to train classifiers.
In terms of Macro Average the highest score is from a balanced Support Vector Machine (SVM) 10K cross-validation
with 57.05% followed by the unbalanced version of the same
algorithm with 56.10%. The algorithm that performed second
on this metric was Decision Tree (DT): 53.99% for balanced
class weight and 53.68% when unbalanced. Random Forest
(RF) obtained 51.68% and 50.29% for balanced and unbalanced classes respectively. The lower performances came
from Complement Näive Bayes with 49.75% and Gradient
Boost ensemble with 43.91% both with only unbalanced versions as the balanced version was not supported in sci-kit
learn.
For F1 score Micro averaged metric the scenario is different when comparing algorithms. This time, Gradient Boost
comes with the highest performance 75.75% followed by
Random Forest with 74.58 (unbalanced) and 74.36% (balanced). SVMs obtained 70.29% with a balanced class weight
and 71,70 without balancing. Lowest performances came
from Decision Tree, 70.17% balanced, 66.04% unbalanced
and Complement Näive Bayes with 68.15%.
As far as Weighted average is concerned an unbalanced
class weight SVM took the highest score with 70.96% followed close by a balanced Random Forest: 70.65%. Next
we have the balanced SVM and unbalanced Random Forest
with 70.44% and 74.36% respectively. All other combinations came with scores below 70%: Balanced Decision Tree
with 69.60%, Complement Näive Bayes, 69.46%, Gradient
Boost 68.48 and unbalanced Decision Tree with 67.26%.
Analysing these results we considered three algorithms to
evaluate generalization performance: SVM, Random Forest
and Gradient Boost. Results for these are close and generaly
higher than for other tested algorithms.
Final model results are shown in Table 5. In terms of
Macro Average, SVMs obtained the highest scores with
55.42% for unbalanced class weights and 54.92% for balanced class weights. Random Forest was the second best:
51.41% and 49.90% balanced and unbalanced class weights
respectively. The lowest score came with Gradient Boosting:
42.56%.
For F1 score Micro average, SVMs and Random Forest
presented very similar results at the top SVM: 70.72% for unbalanced classes and Random Forest: 70.71% with balanced
class weights. These scores were followed by Random Forest
unbalanced 70.43% and SVM balanced with 69.33%. Lowest scores were obtained with Gradient Boosting classifier:
68.36%.
Weighted average brought the surprising highest score of
Gradient Boosting with 75.75% followed by Random Forest
74.30% unbalanced and 73.75% balanced and finally SVMs
with 71.69% unbalanced and 69.28% balanced.
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Algorithm
CNB
SVM
RF
GB
DT

class weight
None
None
Balanced
None
Balanced
None
None
Balanced

K-Fold
10
10
10
5
5
5
10
10

Macro Avg
49.75%
56.10%
57.05%
50.29%
51.68%
43.91%
53.68%
53.99%

F1 Score
Micro Avg
68.15%
71.70%
70.29%
74.58%
74.36%
75.75%
66.04%
70.17%

Weigthed Avg
69.46%
70.96%
70.44%
70.39%
70.65%
68.48%
67.26%
69.60%

Table 4. F1 Score results for K fold Cross Validation.
Algorithm
SVM
RF
GB

class weight
None
Balanced
None
Balanced
None

Macro Avg
55.42%
54.92%
49.90%
51.41%
42.56%

F1 Score
Micro Avg
70.72%
69.33%
70.43%
70.71%
68.36%

Weigthed Avg
71.69%
69.28%
74.30%
73.75%
75.75%

Table 5. F1 Score results for final model.
4. DISCUSSION
First, it is worth to mention the fact that a data set with 1092
inconsistent labels should have an impact on a classifier performance. This also gives an idea of the degree of difficulty
that exists in the classification of proposition in argumentative
discourse. The annotators were chosen for having expertise in
linguistics. Even so they couldn´t agree in the classification
of at least 6,2% of the corpus.
Actually, this ratio is probably higher since we only detected equal delimitations of propositions with different annotated labels. We did not analyze different but overlapping
delimitations with different labels in the data set, which could
have a similar effect on performance of classifiers.
Looking at results, it was not straightforward to elect the
best algorithm to predict these types of propositions. We
could observe a large gap between Macro Average and Micro
/ Weighted averages that can be explained by higher differences in performances between classifying distinct classes.
Figure 3 shows a confusion matrix for Support Vector Machines algorithm with unbalanced class weights, the highest
Macro Average scoring combination.
The model performed better when classifying ’Valor’
class labels than for other class values. Actually ’Valor’ was
the only class value where the model gives more accurate
predictions than inaccurate.
With these kind of performance differences between
classes, Micro Average and Weighted Average can be misleading in evaluating overall performance as they don´t take

Fig. 3. Confusion matrix for SVM unbalanced final model.

these into account. Actually, these metrics favored the classifying performance of the most frequent class label in the data
set by far.
In Figure 4 we showed a confusion matrix for Random
Forest with balanced class weights, one of the highest performers on Micro Average metrics:
As can be observed, in spite of presenting a better performance on the most frequent class label ’Valor’, it performs
worse in both other two classes, making it, in our view, a
worse model for the job.
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least represented class values with balanced class weights.

Fig. 4. Confusion matrix for Random Forest balanced final
model.
Fig. 6. Confusion matrix for SVM balanced final model.
The same applies to the best performer on F1 score
Weighted average: Gradient Boosting Classifier as can be
observed in Figure 5:

55.42% F1 Macro Average is below the baseline of 74%
obtained for the English language. Further research should be
done namely to compare degree of inconsistencies between
Portuguese and English corpora that could explain some of
the difference. Other research should focus on further comparing both approaches to approximate methods and tools.
5. CONCLUSIONS

Fig. 5. Confusion matrix for Gradient Boosting final model.
In this case, the model is even better at classifying class
values ’Valor’ but also, even worse than the previous ones
when predicting other class values.
Considering these observations we elect SVMs as the best
performing algorithm for this problem and F1 Macro Average
as the metric to use to evaluate predicting performance.
Balancing of class weights did not contribute to a higher
performance metric in this case, 54.92% F1 score Macro with
balanced class weights vs. 55.42% with no balance.
However, when we looked at the confusion matrix, Figure 6, we observed a slight improvement in accuracy for the

We built a classifier for argumentative discourse propositions in Portuguese natural language, accordingly to one of
the three fundamental distinctions used by Periodic Table of
Arguments: between types ’Value’, ’Fact’ and ’Policy’.
Support Vector Machines was the algorithm with best performance: 55.42% F1 Macro Average.
Classifiers performance was likely affected by inconsistent annotated labeling in the data set. These inconsistencies
suggest a high degree of difficulty of the classification job,
when even expert annotators disagree when classifying these
class values.
This work sets a precedent for further exploration of
these techniques in combination with the Periodic Table of
Arguments framework to better understand argumentative
discourse in Portuguese natural language.
Future work can improve algorithms performance such as:
• further parameter tuning;
• solve inconsistencies in data set;
• associate probabilities of label values base on annotators opinions;
• data rescaling using, for example TFIDF;
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Or involve other approaches, namely using word embeddings
and neural networks.
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A SUPERVISED TEXT MINING APPROACH FOR AUTOMATIC TEXT GENRE
CLASSIFICATION
André J. S. S. Gonçalves
Faculty of Engineering of the University of Porto
Porto, Portugal
ABSTRACT
Genre comprises an important set of linguistic and paralinguistic features that define a text’s function, form, and communicative goal. Research on automatic text genre detection
has been gaining momentum due to the increasing mass production of textual information by human societies. In the
current work, a supervised Machine Learning approach was
implemented to autonomously discriminate five highly distinct textual genres across a dataset of Web-collected documents. Textual features were represented through the Term
Frequency-Inverse Document Frequency (TF-IDF) method,
and three models based on Multinomial Naı̈ve Bayes (NB),
Support Vector Machines (SVM) and Logistic Regressions
(LR) were trained independently for the task of genre prediction. The results showed an overwhelmingly positive assimilation of the training data across all classifiers: an accuracy of
96.25% was attained by the NB model, while the SVM and
LR models reached as high as 99.75% accuracy. This work
shows the selected models were able to capture and capitalize
on the linguistic intricacies that shape each genre under scope,
but leaves the door open for future investigations regarding
the ambiguity of genre/topic/subject-based feature selection
through statistical methods.
Index Terms— Text Mining, Natural Language Processing, Genre Classification, TF-IDF, Naı̈ve Bayes, Support Vector Machine, Logistic Regression
1. INTRODUCTION
Text Mining is a rapidly expanding subfield of Data Mining
which has been gaining increasing popularity over the last
two decades [1]. Resulting from the intertwining of fields
like Data Science, Artificial Intelligence, Machine Learning,
Statistics and Computational Linguistics, it consists in the
process of deriving useful and non-trivial information from
unstructured text. Text Mining tasks can often be sorted into
the categories of information extraction, topic tracking, summarization, categorization, clustering, concept linkage, information visualization, or question answering [1]. The potential of Text Mining in the 21st century is immense, with such
technologies currently standing behind countless applications

ranging from Customer Support to Business Intelligence, and
from Social Media Analysis to Fraud Detection [2].
One application of Text Mining attracting increasing interest nowadays is that of automatic text genre detection, as
genre awareness has recently gained a lot of attention due to
the acknowledgement of its vital impact in discourse comprehension and production [3]. Said interest stems from a
number of factors: firstly, it is motivated by the need for a
systematic method of categorizing large groups of texts (as
the definition of the term “genre” itself faces some oscillations among different authors); by unifying classification
criteria, an automatic classifier would reduce human bias in
genre classification, as well as streamline the burdensome
and time-consuming task of manually categorizing large corpora [3]. Next, the construction of a reliable methodology for
genre assessment would facilitate the compilation of wider,
more diverse textual corpora, with no immediate sacrifice
of data significance. Lastly, it is expected that prior insight
into the genres of the texts comprising a given large corpora
under scrutiny may significantly improve the performance
of different NLP strategies - like part-of-speech (PoS) tagging, parsing, and word sense disambiguation - during Text
Mining tasks. Since certain grammatical constructions and
word senses can be closely tied with specific genres, an accurate “genre” label could prove to be a powerful feature to
contemplate in a myriad of Text Mining applications [4].
The task of automatic text genre classification consists
in automatically assigning a text document to a set of predefined classes by means of a Machine Learning algorithm.
The basis for the classification process relies in detecting significant words or features that reflect the writing style and
communicative intention across the documents upon which
the model is trained, and extract patterns that allow the allocation of new texts into the same pre-established categories
that were assigned to the original texts [5]. Since these classes
must typically be defined prior to the classification task, this
problem often configures a supervised machine learning task
[6].
The present work aims at applying data extraction methods – namely those utilized in Natural Language Processing
(NLP) - to construct a supervised classifier capable of categorizing documents from different backgrounds according to
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their textual genre. The utilized pipeline for text classification comprised the following steps: i) compiling a balanced
dataset of documents from different genres; ii) generating the
train and test sets; iii) applying pre-processing to perform tokenization, convert the text to lower case, remove stopwords,
etc.; iv) extracting textual features and vectorizing the data;
v) selecting the appropriate Machine Learning model(s) for
text classification; vi) training the models and vii) evaluating
the models on the test set by assessing previously established
parameters.
1.1. Related Work
Despite the promising potential of accurately classifying documents according to genre, and the current active research
that exists on the topic, the idea of automatic detection of
text genre is not new [7]. Early works on the field using
statistical methods were carried out by Biber and colleagues,
and focused on stylistic analysis and difference markers between spoken and written language [8, 9]. By applying factor analysis to a set of syntactic and lexical cues, Biber presented a model capable of interpreting the functions of various linguistic features – characterizing them as “informative
vs. involved” or “narrative vs. non-narrative.”, for instance
[9, 10]. Another important set of early experiments was presented in 1994 by Karlgren and Cutting, who explored the
use of new structural cues and simple counts of third person
pronouns in text, with discriminant analysis [11]. Conversely,
Kessler et al. avoided structural markers (since they require
tagged or parsed text) and instead utilized so-called “genre
facets” – consisting on character-level cues, such as counts
for paragraphs, delimiters, punctuation marks and numerals,
and derivative markers, namely ratios and variation measures
regarding the average length of words and sentences in the
text [12]. Additionally, in more recent work, Stamatatos et al.
used discriminant analysis based on common-term frequencies to identify the most discriminative terms in four newspaper subgenre classes, in a method applicable for unrestricted
text in any domain and language, and with minimal computational cost in extracting cues [4, 13]. Finally, Dewdney et
al. employed nearly three hundred features (including PoS
tags, closed-class word sets and stemmed document terms) to
train various learning models based on Naive Bayes, Decision
Trees and Support Vector Machines [7].
Overall, some of the most prominent strategies in text
genre detection exploit syntactic cues (like counts for passive speech, nominalization, and select PoS tags), type-token
ratios (assessing diversity and richness of the vocabulary),
or even simple token-level measures (like counters for sentences, punctuation marks, characters per word and frequent
words). These style markers have been a staple tool in the
field ever since the early 2000s, and their application in
classification models such as multiple regressions, Naı̈ve
Bayes, discriminant analysis and Recurrent Neural Networks

(RNNs) favoured the development of novel automatic genre
detection strategies [5]. For instance, Lee and Myaeng [4]
refined this task by combining training data for both genre
and subject detection in a statistical classifier, in order to
reduce subject-derived bias during the classification process.
By contrast, Schulman and Barbosa [14] were able to successfully carry out text genre classification through analysis
of PoS patterns alone. A more recent approach by Ströbel,
Kerz [15] implemented a sliding-window technique to track
the progression of complexity within a text, allowing for the
differentiation of genres according to their distribution of
linguistic complexity across paragraphs and sections (rather
than across the entire document).
2. EXPERIMENT
2.1. Dataset
Although a given genre may encompass different registries
and subcategories, or in some situations even overlap with
other genres, for practical purposes, classification criteria in
the current work were restricted to five exclusive major genre
classes, thus operating in a single-label multiclass setting.
The contemplated genres were news articles, movie reviews,
argumentative essays, short literary narratives (herein termed
“shortstories”), and scientific abstracts. The dataset under
scrutiny consists on a corpus of Web-collected documents
comprised of 2000 total texts, with each genre accounting
for a balanced amount of 400 texts. This corpus was further
randomly split into training (1600 texts) and test (400) sets,
with equal genre prevalence among both.
Genre selection was performed based on the quality and
availability of textual resources in Web repositories, while
bearing in sight the fundamental goal of presenting the model
with markedly different texts in terms of register, discourse
features and communicative function. News articles characterize expository-type texts from the daily or weekly press;
scientific abstracts represent more technical texts from specialized scientific areas, albeit still expository in nature; reviews and persuasive essays both portray argumentative discourse, but distinct in structure and communicative goals; finally, narrative texts are widely diverse as an unified genre,
and diverge from the other non-literary styles in register and
function.
2.2. Data pre-processing
In order to be submitted to standard data mining tools, text
data must usually undergo a special pre-processing phase to
allow the conversion of raw, unstructured text into a vectorized format. Text pre-processing was carried out using the
Natural Language Toolkit (NLTK) and Regular Expressions
(re) modules in Python v3.8.1, and included the following
steps:
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1. Elimination of paragraph marks and indentations;
2. Case conversion: all words were transformed to lower
case, in order to avoid the possibility of two identical
words being treated as different unigrams if their casing is distinct; this step circumvents the eventuality of
any tasks or methods performing unexpectedly due to
unforeseen sensibility to letter casing;
3. Number/special character removal: numbers, punctuation signs and non-alphanumeric characters were removed from the original texts. These characters typically add no informative value to text-understanding
and induce noise into the algorithm;
4. Stopword removal: stopwords are commonly small
repetitive words (like prepositions, conjunctions or pronouns) that exist in every language and which provide
structural soundness and grammatical cohesion to the
text. Some of these words in the English language are
“a”, “an”, “is”, “the”, “and”, “which” and “on”, among
many others. Considering these words are abundantly
present in any form of discourse, they carry little to
no informative value to the text categorization process.
For this reason, such stopwords were filtered out from
the texts with the aid of the NLTK English language
stopword directory. This step is crucial to greatly reduce the dimensionality of the dataset, as well as to
allow the algorithm to emphasize the importance of the
terms that are truly genre-defining;
5. Tokenization: following the filtering and cleaning of the
dataset, the remaining text in the documents were segmented into a list of basic processing features (termed
“tokens”), with the token class was set at the “word”
level. Tokenization was performed with resort to the
Scikit Learn (v.0.24.1) CountVectorizer method, which
converted the collection of documents under study into
a matrix of token counts in a single step.
6. Feature extraction: the aim of feature selection methods is to reduce the dimensionality of the dataset by
removing features that are considered irrelevant for
the classification task. One of the simplest way of
representing text features is through the bag-of-words
(BoW) model, which assesses the number of occurrences of each word in a document, and represents
the text as a vector denoting the frequency of each
term that comprises it. Because it focuses on word
counts alone, some limitations of the classical BoW
model are its oblivion to semantics, grammar rules
and word order; furthermore, BoW does not assess
the weight that each word bears in the context of the
specific document class it is found in. To overcome the
latter limitation, feature extraction was performed using the Term Frequency/Inverse Document Frequency

(TF-IDF) method, which contemplates the composite
weight of the two statistics after which it is named.
Like BoW, TF-IDF represents documents in a vectorized format, but instead attributes specific scores to the
words according to their prevalence in each specific
document type, instead of ‘0’s and ‘1’s representing
instance counts [16]. The formula to calculate the
TF-IDF score of a word is given by:
T F − IDF (t, d) = tf (t, d) × idf (t)

(1)

where tf represents the number of occurrences of the
term t in the document d, and idf (t) is calculated as:

idf (t) = log

1+n
1 + df (t)


+1

(2)

with n representing the total number of documents in
the corpus and df (t) the number of documents where
the term t is present. TF-IDF’s focus is thus on the
words that present higher frequency in the text, and at
the same time appear in the corpus in a smaller range.
This algorithm therefore allows a statistically-driven
downscaling of the impact of tokens that occur very
frequently in the training corpus and that are hence
empirically less informative than words that occur in a
small fraction of the corpus [6].
2.3. Classification models
Following feature extraction, three different models were
trained for the automatic detection of text genre: Multinomial
Naı̈ve Bayes (NB), Linear Support Vector Machines (SVM)
and Logistic Regression (LR).
Multinomial Naı̈ve Bayes Multinomial NB is a classification algorithm based on Bayes’ theorem. It has been extensively used in text classification tasks due to its inherent
simplicity and efficient computing times [17]. It is a statistical classifier that assumes conditional independence among
attributes, and calculates the probability of encountering each
word in a given document d, assuming said document belongs
to one of the five genres g under study:
P
tf (xi ,d ∈ gj ) + α
P̂ (xi | gj ) = P
(3)
Nd∈gj + α × V
where xi represents a word from the feature vector X
of
a
P particular sample (i.e. a text that has been vectorized),
tf (xi ,d ∈ gj ) is the sum of the features scores of word
xi from all the
P documents in the training corpus belonging
to genre gj ,
Nd∈gj is the sum of all feature scores in the
training dataset for class gj , α is an additive smoothing parameter (equal to 1 in this instance) and V is the size of the
vocabulary (i.e. the number of different words in the training
set). The naı̈ve assumption of conditional independence thus
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allows the calculation of the probability of encountering text
X in the genre gj as the product from the likelihoods of the
individual words which occur in that text [17, 18]:
P (X | gj ) =

m
Y

P (xi | gj )

(4)

i=1

Finally, text X is therefore classified as belonging to the
genre gj where the value for P (X|gj ) is maximized (according to a maximum likelihood estimator).
Support Vector Machines SVM classifiers were originally devised for binary classification tasks but can be easily
generalized for higher dimensions. Multiclass problems tackled by SVM can be addressed by iterating multiple binary
classifications, in a technique often referred to as “One-VsRest”. According to this method, each feature vector W
representing a document is normalized to unit L2 norm and
assigned to one of two labels, -1 or +1, each denoting a class
(in this multidimensional setting, “genre j” vs. “not genre
j”). The SVM algorithms then proceeds to find the hyperplane that best divides the observations belonging to each
different class of data (in this case, document types); the
hyperplane equation is given by:

optimized by the algorithm during training (via Maximumlikelihood estimation). The LR model is therefore based on
the statistical relations within the dataset, while SVMs instead
capture geometric properties of the data. In the present work,
this model was implemented using the standard LogisticRegression method from the Scikit Learn module (v.0.24.1) with
L2 regularization and 100 maximum iterations.
2.4. Evaluation
Precision, Recall, Accuracy and F1-score were used as indicators to evaluate the performance of the aforementioned
models. These metrics can be estimated upon inspection of
the number of predicted True Positives (TP), False Positives
(FP), True Negatives (TN) and False Negatives (FN) ensuing
the classification task.
Precision (π) is determined as the conditional probability
of a random document d being classified under the correct
genre; its formula thus assesses the ratio between the number
of documents that were correctly assigned to a given genre,
and the total number of documents that were assigned to that
genre by the algorithm:
TP
(7)
TP + FP
Recall (ρ) is defined as the probability of a random document d being sorted into its cognate genre; it is thereby computed as the ratio between the number of documents that were
correctly classified and the total number of documents that
should have been assigned to that same genre:
π=

wT · X + b = 0

(5)

where X represents the vectorized documents containing
the input data, and wT and b are the weight and bias parameters to be optimized by the model, respectively. The linear
SVM herein implemented utilized a Stochastic Gradient Descent (SGD) optimization algorithm with 100 maximum iterations, operating at a Learning Rate of 0.001, along with a
hinge loss function with L2 regularization.
Logistic Regression LR measures the relationship between the categorical dependent variable (genre) and one or
more independent variables (texts) by estimating probabilities
using a logistic/sigmoid function. It shares many characteristics with SVMs, as it is another type of linear classifier and
thus similar from a conceptual standpoint. Like so, target
genres (Y) are assigned binary values (1 or 0) - once again
denoting “genre j” vs. “not genre j” - and the algorithm
is trained to discriminate each of the five genres against the
other four. This is an iterative process where the probabilities
of Y=1 and Y=0 are predicted according to the feature scores
of the words present in each document (which are fed to the
model as an input vector). The logistic model equation is
given by:

log

p
1−p


= β0 +

m
X

βi · x i

(6)

i=1

where p is the conditional probability of a document belonging to genre j given its vocabulary, xi is the feature score
of each word comprising the vectorized text, β0 is the intercept value and βi is the numeric weight of each term, to be

TP
(8)
TP + FN
More plainly, Accuracy (A) returns the percentage of documents that were correctly classified by the model:
ρ=

TP + TN
× 100%
(9)
TP + FP + TN + FN
Finally, the F1-score corresponds to the harmonic mean
between Precision and Recall:
A=

F1 =

TP
TP +

1
2 (F P

+ FN)

(10)

3. RESULTS
Tables 1, 2 and 3 show the evaluation results of the predictions made on the test dataset by the Multinomial NB, SVM
and LR models, respectively. This dataset contained 400 documents (20% of the total texts), sampled with balanced prevalence across genres; for this reason, the models were tested on
exactly 80 documents from each genre class.
As Table 1 shows, the Multinomial NB model attained
a classification accuracy of 96.25%. Regarding its performance by class, the model identified the argumentative genre
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with a precision of 100%, recall of 95% and an F1-score of
97%. Similarly, for news articles, the precision was 100%,
recall was 86% and F1-score was 93%. In reviews, a precision of 98% was obtained, along with a recall of 100% and
an F1-score of 99%; the same metrics for scientific abstracts
were 94% precision, 100% recall and 97% F1-score. Finally,
shortstories yielded a precision of 91%, recall of 100% and
an F1-score of 95%. On the other hand, both the SVM and
LR algorithms performed equally in the detection of the five
genres under study. According to Tables 2 and 3, respectively,
these models displayed an accuracy of 99.75%, and were even
matched class-by-class, as both classifiers identified news articles with 100% precision, 99% recall and an F1-score of
99%, as well as shortstories with a precision of 99%, a recall
of 100% and an F1-score of 99%. Remarkably, the two models attained a precision, recall and F1-score of 100% when
classifying argumentative essays, reviews and scientific abstracts, implying not a single occurrence of these documents
in the test set was misclassified.
4. DISCUSSION
In the present work, a Machine Learning-driven approach
was employed to automatically distinguish the major genres
of news articles, reviews, argumentative essays, short narratives and scientific abstracts. While far from contemplating
the complete, intricate myriad of literary and non-literary

Table 1. Classification metrics for all five text genres using
the Multinomial NB classifier.
Argumentative Essays
News Articles
Reviews
Scientific Abstracts
Shortstories

Precision
1.00
1.00
0.98
0.94
0.91

Accuracy
Macro-average

0.97

Recall
0.95
0.86
1.00
1.00
1.00
96.25%
0.96

F1-score
0.97
0.93
0.99
0.97
0.95

0.96

Table 2. Classification metrics for all five text genres using
the Linear SVM classifier.
Argumentative Essays
News Articles
Reviews
Scientific Abstracts
Shortstories

Precision
1.00
1.00
1.00
1.00
0.99

Accuracy
Macro-average

1.00

Recall
1.00
0.99
1.00
1.00
1.00
99.75%
1.00

genres under which texts may be categorized, the scope of
genres that was selected aimed at covering a broad range of
registries, discourse structures and communication intentions,
whilst maintaining a reduced number of classes for the sake
of simplicity and computational efficiency.
The experiments suggest that all three models under
study performed exceedingly well in the task of classifying
documents according to genre: a nearly-flawless accuracy of
99.75% was attained using SVM and LR-based classifiers,
and although Multinomial NB displayed the lowest accuracy
among the three models (which was expected, considering
its frequent use as a baseline model in similar tasks) [4], it
still correctly predicted the genre of texts in over 96% of
observations. SVM and LR models displayed the exact same
performance in each metric for every one of the assessed
genres, pointing at the high interchangeability between the
two algorithms for handling this particular task (which in turn
naturally stems from their conceptual similarities) [19]. This
classification success may be owed in part to the computation
of text features via the TF-IDF representation, which scores
word tokens according to their relative prevalence in the document type they are found, instead of only assessing their
mere presence in the text [20]; it is likely that in this particular study, many highly-occurring words in a given genre
or set of documents have shown little to no prevalence in
texts from other categories. Additionally, SVMs have been
regarded as particularly suitable for supervised text classification problems, particularly due to their innate suitability for
dealing with highly dimensional feature spaces and their low
tendency to experience overfitting [21, 22].
Despite the outstanding evaluation metrics obtained for
each algorithm, it is important to stress out some relevant inconsistencies between these results and the existing literature.
On the one hand, while previous works demonstrated that
simple common-word counts can provide reliable insight for
text genre determination [13], and TF-IDF is widely regarded
as a simple yet robust way of representing textual data, it entirely disregards aspects such as word order, embeddings and
semantics, which are often important elements to take into
consideration when categorizing texts. Besides, other typi-

Table 3. Classification metrics for all five text genres using
the LR classifier.

F1-score
1.00
0.99
1.00
1.00
0.99

Argumentative Essays
News Articles
Reviews
Scientific Abstracts
Shortstories

Precision
1.00
1.00
1.00
1.00
0.99

1.00

Accuracy
Macro-average

1.00

Recall
1.00
0.99
1.00
1.00
1.00
99.75%
1.00

F1-score
1.00
0.99
1.00
1.00
0.99

1.00
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cally more complex feature representation schemes utilized
in genre detection include function words, character n-grams
(CNG), PoS-tags, PoS trigrams and syntactic chunks - which
have reportedly been extensively used in conjunction in order to improve upon the results of simpler classifiers [23];
for instance, Shulman and Barbosa claimed that certain PoS
trends intrinsically occur as a result of the genre-implied register of texts, and demonstrated that such likelihoods could
be favourably incorporated as weighting factors in similar information extraction pipelines [14]. Furthermore, the performance of the utilized algorithms in text classification is commonly regarded as inferior when compared to more flexible
deep learning approaches such as Artificial Neural Networks,
due to their limitations in capturing more nuanced patterns
and relations in the training data [22, 24].
Taking all these factors into consideration, it is uncanny
that the aforementioned relatively simplistic word representation method, especially when coupled to linear probabilistic classifiers, was able to produce predictions that were unequivocally superior to those reported for similar or higherlevel models [12, 23, 25]. For example, when performing text
genre classification, Dewdney and colleagues reached a maximum accuracy of 92% using an SVM (among other models)
[7], while Ströbel’s and Yogatama’s RNN-based models did
not exceed 95% [15, 26]. Such inconsistency might be due to
two factors: firstly, it is possible that the size of the dataset or
the number of contemplated classes was insufficient to generate a contentious classification of the different texts. While
each document comprising the dataset was unequivocally assigned to one single genre, it is possible that the selected genre
categories were so polarly distinct from each other that they
failed to recreate the often ambiguous and problematic task
of sorting texts according to this criterium; a second (more
likely) reason is tied to the fact that TF-IDF neglects syntactic
cues and semantic relations between words, and instead consider them as isolate entities; as a result, the importance of
the phrasal constructs that are often characteristic of a certain
registry and thus connected to a genre are entirely lost in this
transformation. As such, it is difficult to determine whether
the texts are truly being discriminated in terms of genre, if this
classification is instead based on topic or subject, for example,
or even if it follows other entirely different, unforeseen criteria. Nevertheless, it is safe to state that the utilized models
and features can be deemed appropriate for simple text genre
detection tasks.
5. CONCLUSION
In the present work, three well-established supervised models
were successfully applied to predict and classify the textual
genre of documents comprising a new, highly diversified textual corpus. Although the results leave margin to question
whether the dataset and nature of the features employed were
comprehensive enough to represent a credible setting for text

genre mining, the models under study displayed an outstanding performance in the task of genre detection, attaining accuracy rates ranging approximately from 95% to 99%.
Nevertheless, certain challenges can be looked upon for
the future development of this work. As previously mentioned, it could be useful to contemplate a wider variety of
genres and subgenres in the dataset, in order to determine
where more specific conflicts in automatic genre determination can take place. Moreover, an additional validation step of
paramount importance would be the contemplation of topicdefining features in parallel to genre-defining ones, in order
to detect and possibly filter out any eventual domain-related
bias that may be obscuring the genre classification task at
hand. Likewise, it would be interesting to expand the feature extraction methods to utilize PoS taggers, n-grams and
word embeddings in order to capture new, relevant syntactic
and semantic cues that may be genre-revealing. Finally, it
would be ultimately insightful to replicate this classification
task in higher level deep learning architectures, such as Convolutional Neural Networks or Recurrent Neural Networks.
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ABSTRACT
Some texts consider the use or existence of the IA as the discipline with objective to copy the human interaction. One of
the major development in this area is the NLP (Natural Language Process). There are several texts about the application
of NLP to human language, or to recognize the human voice.
In this text we will try to use in Account area. We will try to
analyze the possibility of using complete automation in processing business documents. This automation not only in read
the documents, but retrieve important information necessarily
to process the document in “Account Way”. We have in the
first Chapter the introduction of the theme, the second chapter
we make a theory analyze with the search of information. The
purpose of the work is identified in the third chapter. And in
the Fourth we describe the work, what we do. The result are
explained in the five chapter. We end the paper with the sixth
chapter where we explain the possible next jobs.
Index Terms— NLP, Account, OCR
1. INTRODUCTION
The business world has its shortcomings and the paper still
presents itself as essential for the need to exchange information. The computerization of information is an essential area
in business management, not so much for its quantity but for
the storage, transfer and retrieval of content, providing more
precision and efficiency. Even in a country like Portugal in
which information comes with an extremely important role,
the paper is the base on their exchange of information. When
we talk about the support in paper we are not just referring
to information on paper, but like “PDF”. The structure of the
document is the same so doesn’t matter if the information is
in the paper or not. Regarding this study, we will consider
the “paper” document as received by one of our supply. We
can receive by email, by courier or by hand. The system will
receive an image file, after that we put the paper document in
a scanner or the attached file in the mail. After that we want to
process automatically the document. To do this automatically
we need to have various classification.

2. RELATED SEARCH
2.1. Get Information
In this year, we can say the base of exchange information is
the paper, specially the official documentation. If we think a
system in a business area, who needs to get information, we
have to study the paper as the support for our information.
When we try to think of an IA (Intelligent system), to work
in an office to read the paper we think that is a good start. So
the first step of our study is to begin with a simple paper, and
we cover all type of documents. Because if it not a paper the
base of information, the document is already electronic, so
could jump to the next step. Various approaches to the problem have been tried and studied, since [1]. In the last time, it
is usually the approach where we use the graphical information get more attention, and give a better result. So the OCR it
is very important to get a good final result. The first problem
that arises is the layout of the invoice or other important document. Layouts can have several elements to take into account.
Several factors must be taken into consideration:
• Help the OCR to identifier the different elements in the
invoice.
• Elements are necessary to get the invoice valid from the
point of legal view.
We can obtain these elements directly from OCR, but the different layouts and the different type of identification of information can give additional problems with receiving correct information. So in this work, we will try to make, a little more
than the simple OCR. We will need to extract information
from the document, not only the legal one but the information
necessary for the automatic processing of the document.
2.2. Processing Information
Good document management is one of the transversal needs
of all organizations and a way to make them more efficient
and competitive. The processing of a document requires several analyzes in order to be better classified and more efficiently worked. We will need to know what the subject is and
classify it according to the content. For example if it is an
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invoice, credit note or bank extract. After that initial classification we have to retrieve more information to better classifier the document and could make an automatic processing of
him. But with the initial retrieve we could bring some information, how could make a problem when classifier the document. So we need to make some pre-processing information.
If we want a better result we shouldn’t have “noise” in the
text that could leave to some mistakes. This noise includes
the numbers, or character that are not letter.

variable we see the ratio of one word in the total of document.
The IDF usually said “Inverse Document Frequency” and
stand for the ratio of Total number of Documents in the number of document with the term on it.
This variable could work in three levels, the Word, the Ngram and the Character. In this study we only use the two
term, the word and the N-gram. Since we are work with document not normalize, very rich in graphical form, we have to
test and see the different results.

2.3. Automatic Document Classification

2.3.3. The Neural Network

There is some work in this area to automatic classifier documents. The [2] is a good work to resume the different approach in this area. The important here is that we can have in
some system 99% in the correct classification. This level is
obtaining in the close classes, where the system has a number
of limited class to choose and train. But only classification of
the document is a poor retrieve information from automatic
processing of document. But the classification will help, in
the next step to retrieve more information.
In the business area are many documents and his information is very different of one or other, but the words are the
same. For example the same word in one invoice has a different meaning than the same word in a letter.
In this phase we should do classification we need more accurate decision. We go analyzed several models. On other hand
we use a supervised algorithm to teach our program to work.

The other way to do these things is to work with neural networks. When we try the classification of documents our eyes
take several points of information into account, our brain try
to build patterns, try to join some unrelated information. The
position of some information, the words used the graphical
features should be taken into account to know what type of
document we are working. The neural networks are good to
take several features in the input and get different weights to
inside layers. In the classification problem it’s the number of
variables to take in to account, in a linear program we have
to choose these variables, with a neural network we have a
dataset and let the program choose the importance given to
each node. We would like to make an analysis of the chosen
element to make a good classification or try to get the information as clean as possible to get a good result.
2.4. Uniformity Information

2.3.1. The Native Bayes help
This is one of the methods of with better results and has characteristic that could better with more data. The base of this
theorem is
P (AkB) = P (A)P (BkA)/P (B)
In text we could say : The probability of something feature is
combine with the probability of one event. So, in this classification task, we could use the probabilistic to get know the best
probability of some document been in some group. To our
works we will use the Native Bayes theorem in three forms.
We can divide this theorem in two parts, the probability of
the document itself and the probability of other a feature or
event. The other part, is usually the frequency of the word in
the document. This is a very simple way to do, and very easy
to compute.
2.3.2. The TD IDF
In the model of Native Bayes, there is a special study/model
that we could use in the NLP. This study defines some variable that could help in the retrieve information on the type of
document.
The TF is stand for the “normalize term frequency“, in this

Is a real world system, where is no concern about close the
solutions to our competitor we should work in open standard.
So one issue that we address is transform the documents in
a standard way to get the information in standard way. In
business and in the interaction with Portuguese state, the standard for exchange the documents is the XML. To prepare this
works to the future in the three level of the works, we try to
get result in a standard way. To export this we use the Palo
Alto Standard for documents. With the development of the
Portuguese State in this area is natural that we could have
some changes that could help in retrieve the information. For
example, in the next year we will have the obligation of every
invoice have unique QR code, and this QR code will codify
some important element: the tax, total value and other tax
elements.
2.5. Retrieve Information
The final step in this works is to retrieve important information from the documents. The importance of this information
is depending on the use of this information on the next development. The idea, at this moment, is to get all information
from the document. We can’t find the right solution to this
problem, we have study different approach to this retrieve information. Like [3] and [4]. The problem is the graphic struc176

ture of the business document. The business documents are
very rich in graphical information, not in the textual way.
One way is get information with the location where is insert
or placed. After that we try to understand the all picture. It
is important to get the neighbors of the words, however this
neighbors not only in the left or in the right, could be in vertical direction, too.
The other way is retrieve information in a basic way, treating
the document has a text document. We can try to apply NLP
technics but if we don’t see the all document or if we do know
the position of the words they could mean a different think.
The third way is a mixture of the two: we break the document
broken into blocks, and then we treat this block as individual.
If we choose carefully the blocks it is possible to get predefine some localization of the information and don’t make
mistakes.

4.1. The DataSet
The dataset that we will use in this work will be retrieved
from the company Uniaudi. At this moment we have 200
documents invoice and another 25 other documents. With the
time we can get more and classifier to train our model. The
problem to our project, is not to have more document, because
we have huge amount of documents. The problem is to get the
sample that reflect the reality of the documents. So in the last
time we don’t look for to get more document, but get a sample
more adapt to the reality (250 invoices, 15 Credit notes, 10
banks extract) Our dataset was built with the reality in mind.
Some Machine Leaning Models, in the classification chapter,
the total number are not important but the relation on different
classes.
4.2. The task(s)

3. OBJECTIVE
This works will have three phases. Our goal is to prepare the
base for the all procedure, and after that dig more to get more
information.
• The first is to get information from the document. Our
base will be OCR of the document, and we need to retrieve some basic information that we will need to other
phases. So every document will give birth to another
two. One of then the pure raw text data (.txt) and other
where we try to capture some basic but important position elements (.xml).
• The second of one is the classification of the document.
About this issue we have [2], where have good presentation about classification of the documents. We will
try to test the different approach in the document. The
base of the document will be the OCR, our procedure
have to take in account some of the missing information
that could occur
• The next phase is to retrieve information in a more deep
way. After we know what type of document, we can
address more easy the possible information to get.
4. THE WORK
The problem begin when we need to analyze the data, and we
don’t have the template. In many country there is not a law to
impose the layout of the invoice or other business documents.
So we will need to have some freedom to retrieve the information and understand what is about. In Portugal, we have a
law that indicate the minimum of information that an invoice
should have. So we will use this information to get a better
classification of the document that we have in front of us.

After we have the dataset ready:
1. We have all documents in the same folder, and we begin
with the file save in the .jpeg format. To get the better
OCR information we use the library CV, get minimize
the noise of a OCR, applying some filters of colors. The
frame set “Tesseract” provide us with the tool to make
the OCR, and we have a better result, like 20% if we
apply the OCR after the filters.
2. With information retrieve from OCR and stored in two
files, we begin the work with the “.txt”. This file has
the Raw text receive from the OCR, with all text that
was interpreted in the OCR. With this information the
program should be cable of classifier the documents in
the class predefine. To do this job his do the following
procedure:
(a) The fist step, we read the file that will serve as
a training and test the work. The different class
is divided in different folders. The name of the
folder will serve as a label for classification.
(b) With the files read we construct our dataset. With
the help of “pandas” library we get this dataset in
our memory.
(c) The pandas give us some tools to clear our
DataSet. For example, to do the classification
of the document, the numbers present inside are
not necessary so if we eliminate from our dataset,
we can have less confusion. If we clean, also, the
sign that exist or are the result of mistake in the
OCR we get a more clean document to analyze.
(d) To make the work a little easy we load a pretraining word with array of the size of 50.
(e) After that we went test in this initial step three
models : Counter Word, TD-IDF in word an TDIDF in n-gram.
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(f) To try a different approach we test a simple neural
network. In this case the test was with CNN.
3. After we have the right classification we could have the
right tools to obtain the values from the documents. At
this moment we go to phase three, we will work with
the XML file. This file has information about the values
and the position of the information. In this step the
algorithm is:
(a) Define what information we need to get from the
document
(b) try to get the information need using a mix of NLP
technics:
• Define a Pattern of the information, like we
do with “Tagging Words”
• Looking for the pattern in the document, retrieving the XML information about the position.
• Get another information or complete the previous one, using the location of information.
This could be in two forms: in x, y reference
or in a reference to the block.
• Search the document recursively to get all information that we want.
(c) Store Information
5. RESULTS
The result in this study have to be analyzed in two ways. In
the first way we have the possibility or not the algorithm to
work, to make results that could be reliable. In this type of
system we need 97% or 98% of accuracy to make the system
reliable. Only after we get a reliable from the system that
we can go to production. The other way is to retrieve valid
information from the document. In this feature the result is
the number of variable we can get from the document. If we
can not have two good result the system could not leave the
laboratory and go to real implementation. As the result we can
explain two moments, special in the of NLP classification:
• The first moment we have a dateset not carefully unbalance. In this first steps we scan document, to works
with the OCR and try to do some classifications. After
we analyzed the results we observe different result, not
consistently. After that we observe a great dependence
of the unbalance dataset in the results, with, what we
can consider random results. This random results were
when we compare the n-gram TD-IDF with TD-IDF
with this last get a better result.
• In the second moment we unbalance the dataset but
with a more realistic unbalance dataset. In the real

world some documents are more frequent than the others. So when we use a dataset more “realistic unbalance” the results are better and proximal to 0,97% of
accuracy, more close to the CNN networks.
In the end we can resume like this:
• The use of filters, special the gray filter get a better 20%
in results of the OCR, special in the document with a
bad scan.
• The use of unbalance dataset, have a very trick use, because can leave us to strange results. If the balance are
in according to the reality the result give a more approximated estimate.
• If we know what type of document we are present, we
could get the information necessarily. With the help of
the law it is more easy to find some obligatory element
and after this get the other information in the document,
once we know the structure.
6. NEXT STUDY
In the real world, we need more information from the document. The document need to be classifier deeply, we need to
know if it is an expense, a sell or a purchase. With this information we can automatically process the document facilitate
the work of the account.
But the problem begin with the accuracy of the technology,
because one mistake in one step could leave the next step to
result near zero.
We should try reinforcement leaning to put the system autonomous and learn with his mistakes.
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